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Preface

We welcome you to the 9th Pacific-Rim Symposium on Image and Video Technology
(PSIVT 2019). PSIVT is a premier level biennial series of symposiums that aim at
providing a forum for researchers and practitioners who are involved in or contribute to
theoretical advances or practical implementations for image and video technology.
Following the editions held at Hsinchu, Taiwan (2006), Santiago, Chile (2007), Tokyo,
Japan (2009), Gwangju, South Korea (2011), Singapore (2010), Guanajuato, Mexico
(2013), Auckland, New Zealand (2015), and Wuhan, China (2017), this year, PSIVT
was held in Sydney, Australia, during November 18–22, 2019.

The main conference comprised 11 major subject areas that span the field of image
and video technology, namely, imaging and graphics hardware and visualization,
image/video coding and transmission, image/video processing and analysis,
image/video retrieval and scene understanding, applications of image and video
technology, biomedical image processing and analysis, biometrics and image forensics,
computational photography and arts, computer and robot vision, pattern recognition,
and video surveillance. To heighten interest and participation, PSIVT also included
workshops, demonstrations, and three invited talks by established researchers (Lei
Wang from the University of Wollongong, Thomas Bräunl from the University of
Western Australia, and Yalin Zheng from The University of Liverpool) in addition to
the traditional technical presentations.

For the technical program of PSIVT 2019, a total of 55 paper submissions under-
went the full review process. Each of these submissions were evaluated in a
double-blind manner by a minimum of three reviewers. The review assessments were
determined by the program chairs based on the suggestions from the 17 area chairs. To
improve the quality of each review, the number of papers assigned to each reviewer
was limited to two. Final decisions were jointly made by the area chairs, with some
adjustments by the program chairs in an effort to balance the quality of papers among
the subject areas and to emphasize novelty. Rejected papers with significant discrep-
ancies in review evaluations received consolidation reports that explained the decision.

At the end, there were 14 papers accepted for oral presentation and 17 for poster
presentation. The review process was highly selective, yielding an acceptance rate of
less than 56.3%. Because of the limited size of the symposium and the inevitable
variability in the review process, we regret that some worthy papers have likely been
excluded. However, we believe that a strong set of papers was identified, and an
excellent program was assembled. Among the presented papers, the Best Paper Award
and the Best Student Paper Awards were selected and announced during PSIVT 2019.

We like to acknowledge a number of people for their invaluable help in putting this
symposium together. Many thanks to the Organizing Committee for their excellent
logistical management, the area chairs for their rigorous evaluation of papers, the
reviewers for their considerable time and effort, and the authors for their outstanding
contributions.



We hope that you found the symposium enjoyable, enlightening, and thought
provoking. We hope you had a very memorable PSIVT.

November 2019 Chilwoo Lee
Zhixun Su

Akihiro Sugimoto

vi Preface
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A Fused Pattern Recognition Model to
Detect Glaucoma Using Retinal Nerve
Fiber Layer Thickness Measurements

Mohammad Norouzifard1(B), Ali Nemati2, Anmar Abdul-Rahman3,
Hamid GholamHosseini1, and Reinhard Klette1

1 Department of Electrical and Electronic Engineering,
School of Engineering, Computer, and Mathematical Sciences,

Auckland University of Technology (AUT), Auckland, New Zealand
mnorouzi@aut.ac.nz

2 School of Engineering and Technology, University of Washington, Tacoma, USA
3 Department of Ophthalmology, Counties Manukau DHB, Auckland, New Zealand

Abstract. It is estimated that approximately 1.3 billion people live with
some form of vision impairment. Glaucomatous optic neuropathy is listed
as the fourth major cause of vision impairment by the WHO. In 2015,
an estimated 3 million people were blind due to this disease.

Structural and functional methods are utilized to detect and mon-
itor glaucomatous damage. The relationship between these detection
measures is complex and differs between individuals, especially in early
glaucoma.

In this study, we aim at evaluating the relationship between retinal
nerve fibre layer (RNFL) thickness and glaucoma patients. Thus, we
develop a fused pattern recognition model to detect healthy vs. glau-
coma patients. We also achieved an F1 score of 0.82 and accuracy of
82% using 5-fold cross-validation on a data set of 107 RNFL data from
healthy eyes and 68 RNFL data from eyes with glaucoma; 25% of data
have been selected randomly for testing.

The proposed fused model is based on a stack of supervised classifiers
combined by an ensemble learning method to achieve a robust and gener-
alised model for glaucoma detection in the early stages. Additionally, we
implemented an unsupervised model based on K-means clustering with
80% accuracy for glaucoma screening. In this research, we have followed
two purposes; first, to assist the ophthalmologists in their daily Patient
examination to confirm their diagnosis, thereby increasing the accuracy
of diagnosis. The second usage is glaucoma screening by optometrists in
order to perform more eye tests and better glaucoma diagnosis.

Therefore, our experimental tests illustrate that having only one data
set still allows us to obtain highly accurate results by applying both
supervised and unsupervised models. In future, the developed model will
be retested on more substantial and diverse data sets.

Keywords: Glaucoma detection · RNFL · Machine learning · Pattern
recognition · Unsupervised classifier · Hybrid classifier · Ensemble
learning

c© Springer Nature Switzerland AG 2019
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1 Introduction

Globally, it is estimated that approximately 1.3 billion people live with some form
of vision impairment. Glaucomatous optic neuropathy is listed as the fourth
major cause of vision impairment by the WHO [18]; in 2015, an estimated 3
million people were blind due to this disease [16]. In New Zealand, glaucoma
is responsible for seven percent (1,192 patients) of cases of bilateral blindness,
ranking the third most common reported etiology [17].

Structural and functional methods are utilized to detect and monitor glauco-
matous damage. The relationship between these detection measures is complex
and differs between individuals, especially in early glaucoma [8]. Cross-sectional
studies, comparing the visual field with optic disc appearance, have established
that there is a relationship between structural aspects of the optic nerve head
and functional areas of the visual field [5,6].

Fig. 1. Top: Fundus images of a healthy person. Bottom: Fundus images of a glaucoma
patient. These two images belong to our non-public data set
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However, although some longitudinal studies have demonstrated structural
change before functional change [14], other studies have shown the opposite
[4]. These findings demonstrate objective detection of early structural change
depends upon the variability of the tests involved, in addition to the criterion
that is used to determine that structural change has occurred.

Due to the irreversible nature of the pathological changes early diagnosis is
imperative in order to preserve functional vision [8]. While glaucomatous struc-
tural damage can be assessed subjectively by clinically examining the optic nerve
head (ONH) and peripapillary retinal nerve fibre layer (RNFL), the introduction
of ocular imaging modalities into clinical management has allowed for supple-
mental objective and quantitative evaluation of ocular structure [1]. See Fig. 1
for examples of fundus images showing the ONH.

We used a fused pattern recognition model where results of multiple super-
vised models are combined to develop a hybrid model [9]; this was used to
evaluate RNFL thickness in healthy eyes and those of patients with glaucoma.
As a result, we classify towards diagnosing glaucomatous eyes and healthy eyes
and develop a proposed hybrid model to detect glaucoma accurately with two
properties, robustness and generalization.

In this study, we used one hundred and seventy-five eyes of 87 (42 female
and 45 male) healthy and glaucoma patients. We propose an ensemble machine
learning approach for healthy and glaucoma patients by applying and comparing
supervised and unsupervised models.

The remainder of this article is structured as follows: Sect. 2 introduces mate-
rials used from a dedicated (non-public) database and performed statistical anal-
ysis that will be used in this research. In Sect. 3, we inform about our approach
and details of the used unsupervised and supervised hybrid model. Results of
this fused pattern recognition algorithm are briefly explained in Sect. 4, and we
evaluate the proposed model through an expert ophthalmologist and evaluation
measures. Section 5 concludes.

2 Materials and Data Analysis

In this section, we will explain about the collected data set and show the com-
plexity of data in two different classes based on the Z − score [11] and PCA to
compare across RNFL measures. There are 175 RNFL in the database which has
a non-homogeneous distribution of healthy class versus glaucoma class cases.

2.1 Data Set

In our RNFL data set, there are 175 RNFL data of 87 (42 female and 45 male)
healthy and glaucoma patients, including a few patients with glaucoma without
cupping. Some patients also have two RNFL data which were collected at dif-
ferent dates. 39% RNFL data are from patients with glaucoma and the rest of
the data belongs to healthy eyes.
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Table 1. Demographic characteristics of study participants (L: left, R: right, G: glau-
coma, H: healthy).

Healthy Glaucoma L eye R eye L eye G L eye H R eye G R eye H Gender

Male 62% 38% 50% 50% 34% 76% 38% 62% 52%

Female 60% 40% 49% 51% 44% 66% 35% 75% 48%

Also, we show the participants’ data demographic distribution in Table 1.
There are three age ranges in our non-public data set which 37 data belong to
8–60 years old patients, 87 data are of age 61–80, and the remaining 51 data
belong to the patients over 80 years old. Thus, our database indicates that the
majority of people ranges by age in 60–80 years old. The data set has a healthy
and a glaucoma patients classes defined by a binary classification (healthy or
glaucoma label) which was annotated by an ophthalmologist. Furthermore, we
can see in Table 1 that there are 52% male and 48% female patients. This data
set illustrates that we have approximately a balance in male and female patients.

There are 1,024 attributes for each eye, indicating the thickness of the retina
at points in the circle to the centre of the optic nerve and within a radius of
6 micrometre. Also, data distribution is shown in Figs. 2 and 3. Adhering to
the tenets of the Declaration of Helsinki the study was considered minimally
observational. Therefore, it did not require ethics approval as indicated by rec-
ommendations from the New Zealand Health and Disability Ethics Committee.

Fig. 2. RNFL distribution of healthy versus glaucoma patients with mean Z-score for
each patient.
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Fig. 3. Complexity of data distribution based on 2– and 3–PCA components.

2.2 Statistical Data Analysis

In this study, we calculated the Z-score (see Eq. (1)) for all 1,024 features of each
value in the normalized data set; then the mean of each record was determined.
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Also, we applied a kernel density estimation (KDE) function to generate the
probability density function for density estimation to present the data distribu-
tion for each class. Afterwards, we used the Gaussian kernels for visualising the
distribution of those high-dimensional data [12].

The Z-score is the distance of the standard deviation away from the mean,
and it is calculated by

z =
x− μ

σ
(1)

where x represents the data point (RNFL value for each feature) from the data
set, μ is the mean, and σ is the standard deviation.

For a data point, a Z-score helps to point out how “unusual or usual” a data
point is compared to other values. Also, the Z-scores have a normal distribution
curve where the mean is zero and the variance is equal to 1, so the Z-scores
do not follow the normal distribution unless the original data follow the normal
distribution.

Figure 2 shows an RNFL standard normal probability distribution of healthy
versus glaucoma patients. There is a significant overlap among healthy and glau-
coma RNFL thickness data. Therefore, we proposed a hybrid classifier to detect
glaucoma accurately.

Besides, the number of variables to analyse the data is 1,024. Thus, to reduce
the dimensionality of each of them, we use principal component analysis (PCA)
[3]. The overlapping section is the challenging area to classify eyes into two
groups based on global RNFL thickness; see Fig. 3.

Also, the first three components of PCA show the complexity of the data.
Figure 3 on the bottom illustrates that there are high complexity in our data
set that we are not able to classify the data correctly by using a plane in 3-
dimensional space.

3 Methods

In Fig. 4, we sketch our overall approach for automated glaucoma diagnosis based
on a fused pattern recognition model with RNFL data.

3.1 Overview

The schematic diagram is a mind map of the proposed model that represents
the main components of the process. RNFL data are entered as input numeric
values. Then, data cleaning is performed on input data as a pre-processing step.
Data cleaning has been done on missing values that includes dropping missing
features and filling in not available values with any number comes directly after
it in the same row. Afterwards, data is fed into the fused pattern recognition
model. There are two stages on the proposed model, unsupervised and hybrid
supervised phases. The hybrid model was trained on 75% of the data. Meanwhile,
all data are used for clustering by using a K-means model.
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The proposed hybrid system works with an ensemble model that includes
top-ten classifiers with high 5-fold cross-validation accuracy and 5-fold cross-
validation F1 score. All results of applied models in one particular ensemble are
amalgamated to acquire hard votes for all models together. Even though we have
high accuracy in an individual model, we apply the ensemble model to be more
robust and generalised in case of our relatively small data set. Appropriately, the
proposed ensemble model accomplishes the integrated output with high accuracy
and F1 score by applying 5-fold cross-validation. The top-ten selected classifiers
for our ensemble model are listed in Table 3 on next section which we modified
elements to get a better result.

We also determine the hyper-parameters of the classifiers with nested loops
defined by the upper and lower bound of the elements to get the highest per-
formance. We are combining results of classifiers to generate a hybrid model
that could improve robustness and a generalisation of the final model as main
advantage of this research. Finally, the test data set was entered into the tuned
hybrid classifiers to detect healthy and glaucoma eyes. Even though the size of
the testing set is not very large, we used 5-fold cross-validation on hole data to
detect the top-ten classifier that can affect effectively to have high accuracy on
our data set.

Also, we used all of our labelled data set to evaluate the performance of our
tuned unsupervised model, and the results on K-means model compare with
labels that show us the 80% accuracy with our tuned unsupervised model.

Fig. 4. Overall approach based on the proposed fused pattern recognition model.
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3.2 Proposed Hybrid Supervised Model

RNFL thickness measurements from 107 healthy eyes and 68 eyes with glau-
coma were acquired with Spectralis OCT. We developed twenty six independent
machine learning classifiers including the top-10 listed in Table 3.

We integrated the result of those well-tuned 26 classifiers into an ensemble
learning model to generate a “more informed” decision. We used a total of 1,024
RNFL measurements as input for the machine learning classifiers. We used 5-fold
cross-validation to find out top-ten models and test the models and examined
the accuracy and the F1 score of the hybrid model and of each independent
classifier to have a robust and generalized model.

We selected the top-10 most discriminating classifiers based on the best 5-fold
cross-validation F1 score and accuracy measures. The hybrid model was gener-
ated by ensemble models of top-10 classifiers which are mentioned based on accu-
racy of 5-fold cross-validation: AdaBoost, GridSearchcv (cv; cross-validation),
XGBoost, RandomForest, NuSVC, KNN, RidgeClassifier, SVM svc, ExtraTrees
and SVC. This defines our stack of top-10 classifiers to achieve an accurate
model.

3.3 Proposed Unsupervised Model

We proposed an unsupervised model based on a tuned K-means classifier for
screening. This model was trained based on two clusters and without any random
state. At the end, the predicted labels were compared with the real labels that
annotated by an ophthalmologist, and we obtained 80% performance based on
the unsupervised tuned model. It shows that the proposed model can be used
for screening to aid ophthalmologists. Also, the unsupervised model can be used
by optometrists for screening participants and refer suspected glaucoma cases to
do more medical examinations and check by an ophthalmologist accurately.

3.4 Validation of Our Study

We divided the data into 75% for training and 25% for testing for validation of
our hybrid model, where the test set was not to be used during the training.
The evaluation has been done based on the test set. In addition, K-fold cross-
validation will be conducted to tune the parameters using the training data.

Multiple measures were used for performance evaluation of the proposed
model such as accuracy (AC), specificity (SP), sensitivity (SE), and F1 score
(F1) which are defined as follows:

AC =
TP + TN

TP + TN + FP + FN
(2)

SE =
TP

TP + FN
(3)

SP =
TN

TN + FP
(4)

F1 =
2TP

2TP + FP + FN
(5)
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where these definitions involve numbers of true positives (TP), true negatives
(TN), false positives (FP), and false negatives (FN). TP stands for the results
that are correlated to “true” in our predicted output and “true” for the actual
output. TN stands for the results that are correlated to “false” in our predicted
output and “false” for the actual output. FP stands for the results that correlated
to “true” in our predicted output and “false” for the actual output. FN stands
for the results that correlated to “false” in our predicted output and “true” for
the actual output. F1 score represents the harmonic mean of precision and recall
as in Eq. 5. The value of F1-score is ranged from zero to one, and high values of
F1-score specify high classification performance [13,15].

Table 2. Results of our hybrid model based on 1,024 feature for 175 patients.

F1 5cv Acc 5cv F1 Acc Recall Precision

0.82 81.7 0.82 81.8 0.82 0.82

Table 3. Results of the proposed hybrid model based on top-ten of 26 classifiers.

Proposed top-ten models All data Test data set

No Models F1 5cv Acc 5cv F1 Acc Recall Precision TN FP FN TP

1 AdaBoostClassifier robust 0.82 82.3 0.77 77.3 0.77 0.77 19 4 6 15

2 GridSearchCV 0.82 81.7 0.82 81.8 0.82 0.82 20 20 3 5

3 XGBClassifier robust 0.82 81.8 0.77 77.3 0.77 0.77 19 4 6 15

4 RandomForestClassifier robust 0.82 81.7 0.75 75.0 0.75 0.76 20 3 8 13

5 NuSVC 0.82 81.2 0.82 81.8 0.82 0.82 1 20 3 5

6 KNeighborsClassifier robust 0.82 81.2 0.80 79.6 0.80 0.80 20 3 6 15

7 RidgeClassifier robust 0.81 81.1 0.82 81.8 0.82 0.83 21 2 6 15

8 svm svc robust 0.81 81.1 0.82 81.8 0.82 0.82 20 3 5 16

9 ExtraTreesClassifier robust 0.81 81.2 0.75 75.0 0.75 0.76 20 3 8 13

10 SVC 0.82 80.6 0.75 75.0 0.75 0.76 1 20 3 8

11 RidgeClassifiercv robust 0.80 80.6 0.77 77.3 0.77 0.79 21 2 8 13

12 LogisticRegression 0.78 78.3 0.72 72.7 0.73 0.74 1 20 3 9

13 GaussianNB robust 0.77 77.2 0.73 72.7 0.73 0.73 18 5 7 14

14 NearestCentroid robust 0.77 76.5 0.77 77.3 0.77 0.77 18 5 5 16

15 MLPClassifier 0.76 76.5 0.77 77.3 0.77 0.78 20 3 7 14

16 LinearSVC 0.75 74.9 0.68 68.2 0.68 0.68 17 6 8 13

17 OneVsRestClassifier 0.74 74.9 0.77 77.3 0.77 0.77 19 4 6 15

18 Perceptron 0.73 74.8 0.70 70.5 0.71 0.71 15 8 5 16

19 PassiveAggressiveClassifier 0.73 73.1 0.65 65.9 0.66 0.67 19 4 11 10

20 GradientBoostingClassifier 0.72 72.6 0.72 72.7 0.73 0.73 1 19 4 8

21 SGDClassifier 0.72 73.6 0.53 61.4 0.61 0.78 23 0 17 4

22 BaggingClassifier 0.71 70.9 0.65 65.9 0.66 0.66 18 5 10 11

23 DecisionTreeClassifier 0.68 68.2 0.63 63.6 0.64 0.64 1 18 5 11

24 LinearDiscriminantAnalysis 0.63 62.9 0.64 63.6 0.64 0.64 1 16 7 9

25 QuadraticDiscriminantAnalysis 0.49 50.3 0.38 45.5 0.46 0.39 1 18 5 19

26 BernoulliNB 0.43 53.2 0.40 52.3 0.52 0.51 22 1 20 1
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4 Results

We used different evaluation measures [10] to show the probability that a patient
has glaucoma or not. We obtained the results (shown in Table 2) by our proposed
robust model.

Sensitivity or recall was 82% for detecting glaucoma eyes correctly. Also, the
F1 score for 5-fold cross-validation was 0.82 for detecting top-ten classifiers to
obtain healthy versus glaucoma eyes successfully, and the F1 score is usually
more indicative than accuracy.

All results of the top-ten selected classifiers for our ensemble model are listed
in Table 3.

We also used the top-10 classifiers for testing of 25% unseen data with dif-
ferent evaluation measures. The confusion matrix (see Fig. 5) shows the perfor-
mance of the proposed model.

Based on the results of our proposed fused pattern recognition model, we
demonstrate that our model can work on a variety of new data from the same
device with 80% accuracy. We also obtained 80% accuracy with the unsupervised
model what is quite promising because ophthalmologists usually can classify 80%
of patients based on one modality data.

Fig. 5. Confusion matrix based on proposed hybrid model on testing data.
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5 Conclusions

In this paper, we propose a method based on a stack of supervised classifiers and
an unsupervised model. We did some data cleaning prior to analysis to obtain a
better performance. Our results are approved by an ophthalmologist.

The performance of our model is 82% and this documents two features,
robustness and generalisation which points to usefulness for screening. The pro-
posed model is ready to be re-tested on large and diverse data sets and can assist
the ophthalmologists in their daily examination tasks to confirm their diagnosis,
thereby increasing the accuracy of diagnosis.

This study also shows that the proposed ensemble model and K-means per-
forms well for real-time implementation of a classifier for healthy and glaucoma
eyes. It is also suitable for development of medical devices based on IoT (internet-
of-things) and remote monitoring via a web interface. Finally, the contributions
of this paper can be summarised as follows:

– Classification of healthy versus glaucoma patients through RNFL data with
1024 feature points with 0.82 of F1 score.

– Visualization of our complex data with Z-score metric in both glaucoma and
healthy classes.

– Robustness and generalizability improvement through results combination of
traditional classifiers to generate the hybrid.

There are not any public RNFL data set. There are also some related research
on private and not large data sets [2,7,9] and available high accuracy results on
those research because of less complexity of data, but we get promising result
based on small, complex and high dimensional data with ensemble technique.
Moreover, the accuracy of our result is not quite high, but it can generally detect
over 80% of ophthalmologist’s diagnosis. Additionally, in other studies [2,7,9]
were used different data features and complexity that was why no comparison
results with other state-of-the-art algorithms are given. For future, we will use
time series and multimodal retina data to prognosis of glaucoma disease, and will
do retest our proposed model on the new data set with the same data structure.
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Abstract. Most of the practical applications have limited number of
image samples of individuals for face verification and recognition pro-
cess such as passport, driving licenses, photo ID etc. So use of computer
system becomes challenging task, when image samples available per per-
son for training and testing of system are limited. We are proposing
a robust face recognition system based on Tetrolet, Local Directional
Pattern (LDP) and Cat Swam Optimization (CSO) to solve this prob-
lem. Initially, the input image is pre-processed to extract region of inter-
est using filtering method. This image is then given to the proposed
descriptor, namely Tetrolet-LDP to extract the features of the image.
The features are subjected to classification using the proposed classi-
fication module, called Cat Swarm Optimization based 2-Dimensional
Hidden Markov Model (CSO-based 2DHMM) in which the CSO trains
the 2D-HMM. The performance is analyzed using the metrics, such as
accuracy, False Rejection Rate (FRR), & False Acceptance Rate (FAR)
and the system achieves high accuracy of 99.65%, and less FRR and FAR
of 0.0033 and 0.003 for training percentage variation and 99.65%, 0.0035
and 0.004 for k-Fold Validation.

Keywords: Face recognition · Tetrolet · Local Directional Pattern
(LDP) · Cat Swarm Optimization (CSO) · 2-Dimensional Hidden
Markov Model (2DHMM) · k-fold validation · Training percentage

1 Introduction

The face of human performs as an essential biometrics because of the charac-
teristics, such as high social acceptability, accessibility, and the nature of non-
intrusiveness [1] and having various applications, such as security, surveillance,
c© Springer Nature Switzerland AG 2019
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commerce, forensics, and entertainment [2]. The human face recognition is desir-
able for the applications, where the biometrics of retinal scans, finger prints, and
the iris images are not available due to non-interactive environment [3]. Though,
2D face recognition is gaining interest since last few years, but still remains
challenging due to the presence of various factors, such as scale differences, pose,
facial expressions, illumination, intensity, k-fold validation, training percentage
variation and makeup. In addition, at the time of acquisition, the 2D images are
subjected to affine transformation that increases the complexity in the recogni-
tion of the 2D images [4].

The face recognition process undergoes three basic steps. The first step is the
acquisition of the face, which holds the region of face detection and the localiza-
tion. The facial data extraction is the second step, where the geometric and the
appearance related features are extracted and finally the recognition of face. Fea-
tures of face can be identified in a local and global manner as per requirements &
applications [1,4]. The algorithms for the existing face recognition system are of
two classes, such as holistic-based and the local feature based algorithms [2]. The
common examples of the holistic algorithms are the extended Gaussian images
[5], spherical harmonic features [6]; Iterated Closest Point (ICP) based surface
matching algorithms [3], and the canonical forms [7]. The main drawback of the
holistic algorithms is the need for the exact normalizations of the 2D faces, and
the more sensitiveness in case of the facial occlusions and the expressions [1,8].
Guo et al. [9] designed the local feature-based shape matching algorithm, which
was capable of providing the global similarity information among the faces using
the face recognition process. In addition, this method was capable to perform
robust even in the presence of the local features, but failed in the detection of
nose tip with enough accuracy.

The variation in the facial expression, availability of training and testing
sample images are considered as the some of the problems in the face recognition
process, due to these problems performance of recognition process degrades.
Most of the recognition methods that perform very well with multiple sample
problem (MSP) and fails completely if few training and testing sample are used
[10]. In most of the real life problems only few sample are available for training.
National identification databases such as national ID card, passport or student
ID card all have few samples and should contain enough biometric information
of individuals to be used in recognition purposes. In literature there are number
of methods available to project the training set and converting it into MSP.
Few such methods are one dimension space [11], using noise model to synthesize
new face [12] and geometric views of the sample image [13]. Drawbacks of these
methods are increase in computational & storage costs and at the same time
projected samples have very high correlation and will not fulfill the purpose
[14].

k-fold validation is a statistical approach to estimate effectiveness of testing
model. It’s preferred by majority of researches due to simplicity in understanding
& implementation and good results in estimating effectiveness of testing method,
which generally have very low bias and less optimistic estimate compared to other
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approaches such as a simple train/test split. It is basically a resampling method
which evaluated effectiveness of validation models on limited data sample. It
uses single parameter k which represents the number of groups in the data is
to be split into. k-fold validation is an important method in testing of face
recognition techniques on unseen data. Method can estimate how a model will
perform when it is subjected data not used in training of model. The process
of validation starts with shuffling dataset randomly, then dataset is split into k
unique groups. One of groups is taken as test dataset and other group as training
datasets. Evaluation of test set can be done by fitting a model on the training set.
After careful repetition, evaluation scores can be summarized by taking mean of
all scores. Each member of data sample is assigned to an individual group and
stays in the group during the entire procedure. That results in each sample to
be used as testing set once and for training k − 1 times [15]. In this approach
dataset is divided into k groups or folds of approximately same size. One set is
used as validation set and method is fit on rest of the k − 1 folds.

The choice of k values must be careful done as if the value of k is chosen
small then this may result in misrepresentation of performance of method such
as high variance or high bias. If chosen value of k high the difference between
size of training and testing becomes very small and as this difference decreases
the bias of techniques becomes smaller. So there is always a trade-off associated
between bias and variance. There is no set formal rule for choosing the value
of k but there are three tactics. The reason behind using HMMs is its ability
to classify faces into meaningful regions which can be converted to probabilistic
characteristics. So the concentrating of specific facial features can results in
person identification. Texture methods are widely applied for face recognition.
As we know that, LBP and Gabor pattern played a major role in face recognition.
After that, LDP proved that it is very effective for invariant facial recognition due
to stability of gradients compared to gray value in the presence of noise and non-
monochromatic illumination change. This is the reason that we considered LDP
for feature extraction. Performance of Tetrolet transform very good in recovering
shape of edges and directional details. Also, it was very effective in image fusion.
For optimizing the HMM structure, genetic algorithm (GA) was applied initial
days. GA is the popular and old technique for optimization. As its faces the local
search issue in finding the optimal structure. In order to overcome these issues
in structure optimization, we are using Cat Swarm Optimization (CSO); which
proved to be efficient and effective in searching.

In this paper we are introducing an automatic face recognition method based
on Tetrolet LDP along with 2D HMM and optimized by CSO for face recognition,
which is very effective for intrapersonal variation, variation in training percentage
and variation in k-fold validation.

2 Methodology

An automatic face recognition method using the concept of the modified Hid-
den Markov Model has been introduced. The three basic steps involved in the
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automatic face recognition are pre-processing, feature extraction, and face recog-
nition. At first, the image from the input database is fed to the pre-processing
module, where pre-processing is carried out using the filtering method. The
pre-processed image is then allowed to the feature extraction process using
Tetrolet-Local Directional Pattern (Tetrolet-LDP). The proposed Tetrolet-LDP
is obtained with the combination of the Local Directional Pattern (LDP) [16]
and Tetrolet transform [17] that engage in extracting the features. These facial
features are used in the recognition of the face with the proposed classifica-
tion model, which is obtained from the modification of the 2-Dimensional Hid-
den Markov Model (2D-HMM) and the Cat Swarm Optimization (CSO) [18].
The CSO trains the 2D-HMM, and the performance of the method is analyzed
through inputting the intrapersonal variations, variation in training percent-
age and k-fold validation. Block diagram of proposed face recognition system is
shown in Fig. 1.

Fig. 1. Block diagram of the proposed face recognition

2.1 Pre-processing of the Input Facial Image

The image from the input database is subjected to preprocessing using the fil-
tering method in order to remove the background of the input sample image
J. For filtering we use skin segmentation to get only facial region in the image.
Following three face databases are taken for experimentation of proposed system:

– Grimaces [19] face database has 20 images per individual for 18 individuals
using a fixed camera, with image resolution 180× 200 pixels and contains
male and female subjects. Background of images is kept plain. Database
has small head scale variation and considerable variation in head turn,
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tilt & slant. Database also includes major variation in expressions of subject.
From the point of view of testing a face recognition system Grimaces face
database is small but effective as there are a lot of intrapersonal variations.

– Faces95 [19] face database has 1440 images of 72 individuals subjects using a
fixed camera. Subject moves one step forward towards the camera, to intro-
duce head variation between images and lighting changes on face. Database
contains 20 images per subject and has male and female subjects. Image res-
olution for all the images is 180× 200 pixels. Background of image is red and
variation is caused by shadow of moving subject.

– The CVL face database [20] considers the features that are obtained from
114 persons with 7 images of each person. The resolutions of the images of
the persons are 640 × 480 pixels in the jpeg format, which are shoot using
the Sony Digital Mavica in the presence of uniform illumination, projection
screen at the background and with no flash. The persons selected are around
18 years of old and around 90% of them are male.

2.2 Feature Extraction Using the Proposed Feature Descriptor

The feature extraction process is carried out with the Tetrolet LDP. The pro-
posed descriptor enables the analysis through inputting the intrapersonal varia-
tions, intensity variations, illumination variations, and training data variations.
Figure 2 depicts the process of feature extraction with the use of the proposed
Tetrolet - LDP feature descriptor.

Fig. 2. Feature extraction using Tetrolet LDP

Step 1: Extraction of LDP Image: As shown in Fig. 2 preprocessed image
goes through LDP and binary image J1 is obtained as the output of this step.

Step 2: Extraction of Tetrolet LDP Image: On the other hand, the pre-
processed face image is given to tetrolet transform for obtaining the Tetrolet-
LDP image. The binary image J2 is obtained as the output of this step Fig. 3(c).
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Step 3: Development of Histogram Features: Image J1 and J2 are EX-
ORed to obtain the Tetrolet LDP image, Jn from which the histogram features
are extracted. These histogram features are fed as the input to the 2D-HMM,
which is then trained using the Cat Swam Optimization in order to perform the
task of face recognition Fig. 3(d).

(a) Original Image (b) Pre-processed Image

(c) Image after LDP Feture J1 (d) Image after LDP and
Tetrolet Features J2

Fig. 3. Feature extraction steps

2.3 Face Recognition Using 2D-Hiden Markov Model (2DHMM)

The face image that is needed to be classified is partitioned into various blocks in
the 2D-HMM model, and the feature vectors are obtained as the block statistics.
The image is then classified based on the feature vectors, which are assumed to
be produced using the Markov model that changes its state from one block to the
other. During classification, the classifier finds the classes of optimal combination
for large number of blocks at the same time.

2D-HMM structure can be obtained by linking 1D left to right HMMs to form
vertical super-state as shown in Fig. 4. Transitions are allowing in horizontal
states of super-state and vertical transitions occur among different super-states.
A mathematical definition of parameters of 2D-HMM is as follows:
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– N is the number of super-states in the vertical direction
– A = {akj : 1 ≤ k, j ≤ N} is the super-state transition probability matrix
– Π = {πj : 1 ≤ j ≤ N} is the initial super-state probability distribution
– Λ = {λj : 1 ≤ j ≤ N} is the set of left-right 1D HMMs in each super-state.

Each λj is specified by the standard 1D HMM parameter
• N j is the number of states
• Aj = {aj

kj : 1 ≤ k, i ≤ N j} is the state transition matrix
• Bj = {bji(.) : 1 ≤ i ≤ N j} is the output probability function
• Πj = {πj

i : 1 ≤ i ≤ N j} is the initial state probability distribution

Fig. 4. Structure of a 2D-HMM

2.4 Optimal Tuning of the 2D-HMM Parameters

The transition probability of the 2D-HMM are tuned optimally using the CSO
to perform the task of face recognition with increased accuracy and effectiveness.
The size of the 2D-HMM parameters decides the size of the solution. The CSO
algorithm is the one among the recent Swarm Intelligence (SI)-based optimiza-
tion algorithms developed on the basis of the characteristics of the cats. The cat
takes maximum time to rest, but provides more concern and sharpness on the
objects that moves in their surroundings. This sharp characteristic of the cats
motivates them in catching their prey with the conservation of very less time.
The CSO is developed based on two modes, namely “seeking mode” depending
on the resting time of cats, and the “tracing mode” depending on the chasing
time of the cats.

3 Results

We have compared the results of existing methods of face recognition such as,
Local Binary Pattern based Hidden Markov Models (HMM & LBP) [21], Local
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Directional Pattern based Hidden Markov Models (HMM & LDP) [16], and 2-
dimension Hidden Markov Models (2DHMM) [22] with our proposed method.
The performance is analyzed using three metrics, such as Accuracy, FRR, and
FAR. Training percentage is varied from 0.4 to 0.8 and value of k varied form
6 to 10 for k-fold validation variation. Experiments are performed using three
face databases namely Grimaces, Faces95 and CVL. To prove the superiority
of proposed method we have compiled the results of existing methods on CVL
database and compared with our proposed method. We have also compared the
results of proposed method for different databases.

Comparative results of existing techniques and proposed method in terms of
accuracy are shown in Fig. 5(a) with respect to variation in training percentage,
when the training percentage is 0.4, the accuracy of the methods, such as HMM
& LBP, HMM & LDP, 2DHMM and the proposed method is 0.6861, 0.7402,
0.7554, and 0.9965, respectively; whereas, Fig. 5(b) shows the accuracy in terms
of k-fold validation variation. When the k-fold validation is 7, the accuracy of
HMM & LBP, HMM & LDP, 2DHMM and the proposed method is 0.7166,
0.7199, 0.7316, and 0.9965, respectively. Proposed method is performing better
in terms of accuracy compared to existing methods not only for variation in
training percentage but also for variation in k-fold validation.

Comparative results of proposed and existing technique in terms of FRR are
shown in Fig. 6. Figure 6(a) shows the FRR with respect to variation in training
percentage. When the training percentage is 0.4, the FRR of HMM & LBP,
HMM & LDP, 2DHMM and the proposed method is 0.3139, 0.2598, 0.2446,
and 0.003509, respectively, whereas Fig. 6(b) shows the FRR in terms of k-fold
validation variation. When the k-fold validation is 7, the FRR of HMM & LBP,
HMM & LDP, 2DHMM and the proposed method is 0.2834, 0.2801, 0.2684, and
0.003509, respectively. Performance of proposed method based on FRR is much
better when variation in training percentage and k-fold validation are considered.

The comparative results based on FAR are shown in Fig. 7. Figure 7(a) shows
the FAR with respect to variation in training percentage. When the illumination
variation is 0.4, the FAR of the methods, such as HMM & LBP, HMM & LDP,
2DHMM and the proposed method is 0.0066, 0.0058, 0.0045, and 0.0041, respec-
tively. Similarly, Fig. 7(b) shows the FAR in terms of k-fold validation variation.
When the intensity variation is 7, the FAR of the methods, such as HMM & LBP,
HMM & LDP, 2DHMM and the proposed method is 0.0074, 0.0065, 0.0045, and
0.0041, respectively. Simulation results show that proposed method is better the
existing methods.

4 Discussion

Table 1 shows the comparative results of simulation of proposed method and
existing methods of face recognition in terms of Accuracy, FRR, and FAR under
training percentage variation. The accuracy of the methods, such as HMM &
LBP, HMM & LDP, 2DHMM and the proposed method is 84%, 87%, 90%, and
99.65%, respectively. The FRR of the methods, namely HMM & LBP, HMM &
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(a) Training Percentage

(b) k Fold Validation

Fig. 5. Comparative analysis based on accuracy
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(a) Training Percentage

(b) k Fold Validation

Fig. 6. Comparative analysis based on FRR
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(a) Training Percentage

(b) k Fold Validation

Fig. 7. Comparative analysis based on FAR
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LDP, 2DHMM and the proposed method is 0.156, 0.1283, 0.1012, and 0.0035,
respectively. Similarly, the FAR of the methods, such as HMM & LBP, HMM
& LDP, 2DHMM and the proposed method is 0.0045, 0.0043, 0.0034, and 0.003,
respectively.

Table 1. Comparison of proposed and existing methods of face recognition under
variation in training percentage and k-fold validation

Methods Training % variation k-fold validation

Accuracy FRR FAR Accuracy FRR FAR

HMM & LBP [21] 84% 0.1560 0.0045 70% 0.2981 0.0074

HMM & LDP [16] 87% 0.1283 0.0043 72% 0.277 0.0066

2D HMM [22] 90% 0.1012 0.0034 82% 0.1804 0.0051

Proposed Method 99.65% 0.0035 0.003 99.65% 0.0035 0.004

Table 1 shows the comparative results of simulation of proposed method
and existing methods of face recognition in terms of Accuracy, FRR, and FAR
under k-fold validation variation. The accuracy of the methods, such as HMM &
LBP, HMM & LDP, 2DHMM and the proposed method is 70%, 72%, 82%, and
99.65%, respectively. The FRR of the methods, namely HMM & LBP, HMM &
LDP, 2DHMM and the proposed method is 0.2981, 0.277, 0.1804, and 0.0035,
respectively. Similarly, the FAR of the methods, such as HMM & LBP, HMM
& LDP, 2DHMM and the proposed method is 0.0074, 0.0066, 0.0051, and 0.004,
respectively. Table 2 shows the comparative results of simulation of proposed
method for Grimaces, faces95 and CVL face databases in terms of Accuracy,
FRR, and FAR under variation in training percentage. The accuracy of the pro-
posed method is 98%, 98%, and 99.65%, respectively. The FRR of the proposed
method is 0.0235, 0.0225, and 0.0035, respectively. Similarly, the FAR of the
methods, the proposed method is 0.0225, 0.0063, and 0.003, respectively.

Table 2 shows the comparative results of simulation of proposed method for
Grimaces, faces95 and CVL face databases in terms of Accuracy, FRR, and
FAR under k-fold validation variation. The accuracy of the proposed method
is 95%, 98%, and 99.65%, respectively. The FRR of the proposed method is
0.0471, 0.0225, and 0.0035, respectively. Similarly, the FAR of the methods, the
proposed method is 0.0227, 0.0055, and 0.004, respectively. Results form Table 2
shows that proposed method performs very well for different face databases.

Thus, from the analysis, it is clear that the proposed method produces high
accuracy, and less FRR and FAR measures, which shows the effectiveness of
the proposed method in face recognition. Proposed method can be utilized in
the area of criminal identification, forensic and finding missing persons where
number of samples available for training is limited.
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Table 2. Comparison of proposed method over various databases under variation in
training percentage and k-fold validation

Database Training % variation k-fold validation

Accuracy FRR FAR Accuracy FRR FAR

Grimace [19] 98% 0.0235 0.0225 95% 0.0471 0.0227

Faces95 [19] 98% 0.0225 0.0063 98% 0.0225 0.0055

CVL [20] 99.65% 0.0035 0.003 99.65% 0.0035 0.004

5 Conclusion

The accurate face recognition is performed using the Tetrolet - Local Directional
Pattern (Tetrolet - LDP) and CSO. The proposed method achieves high accu-
racy, and less FRR and FAR of 99.65%, 0.0033 and 0.003 respectively for training
percentage variation and 99.65%, 0.0035 and 0.004 respectively for k-Fold Vali-
dation, which shows the superiority of the proposed method in recognizing the
face in an effective manner under limitation of availability samples for training
and testing. The system was tested on three databases and results shows consis-
tent performance over the various databases. Implementation and computation
cost are the major advantages of the proposed system over recent methods like
deep learning.
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Abstract. We present a motion analysis framework for anomaly detec-
tion in the context of health monitoring in carp and koi ponds. We study
recent advances in computer vision and deep learning for an automated
motion assessment based on video streams and propose a specifically
designed image acquisition system.

It turned out that the accurate detection and recognition of individ-
ual fish objects remains a difficult topic for scenarios with dense homo-
geneous groups and frequently occurring occlusions. We thus tackled
this challenging field of aquatic scene understanding by applying deep
state-of-the-art architectures from the areas of object detection, seman-
tic segmentation and instance segmentation as a first step for further
extraction of motion information. We used dense optical flow as an esti-
mation of collective fish movements and restricted the motion extraction
according to the resulting masks from the previous image segmentation
step.

We introduce a heatmap visualization as an intermediate represen-
tation of the spatio-temporal distribution of fish locations. We derived
several metrics to quantify changes in motion patterns and apparent
location hotspots as indicators of anomalous behavior. Based on this
representation, we were able to identify different classes of behavior like
feeding times, shoaling or night’s rest as well as anomalous group behav-
ior like mobbing or hiding in an experimental setup.

Keywords: Object detection · Deep image segmentation · Optical
flow · Fish health monitoring · Heatmap · Motion analysis

1 Introduction

The fish farming industry relies on ways of assessing the health status of fish
to ensure appropriate habitat conditions and realize early warning systems in
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order to control and automatically detect spreading diseases. Physiological stress,
physical injury and environmental stress are the primary contributing factors
of outbreaks of infectious fish diseases and mortality in aquaculture [17,25].
Comprehensive studies on applications of machine vision systems in aquacul-
ture showed that continuous monitoring and quantifying behavioral response of
fish are potential methods of assessing stress, diseases and water pollution, with
activity and motion analysis quantifying the behavior parameters automatically
[22]. In addition to its advantages of continuous surveillance and automatic eval-
uation methods, the use of computer vision systems provides the possibility of
non-intrusive health monitoring, eliminating possible behavioral changes caused
by the presence of humans outside of the aquarium.

We therefore aimed for developing an approach towards the automated health
monitoring of densely crowded carp and koi based on computer vision and deep
neural networks. According to the behavioral response of fish, shifts in the move-
ment patterns as well as an assessment of the spatio-temporal distribution were
used as indicators for anomalous events. To evaluate our algorithms in an experi-
mental setup, we used recorded long-term monitoring of different aquariums with
healthy populations of koi and common carp (Cyprinus carpio). As there are no
present diseases, we focused on finding regularities in the motion patterns and
extracting different types of anomalies like feeding activity, hiding or mobbing
in terms of deviations from those regularities. The presented anomaly detection
framework is able to deal with challenges arising from the severe conditions of
aquatic environments with dense homogeneous fish swarms, frequently occurring
occlusions, non-rigid body deformations and abrupt motion changes.

This paper provides an overview of related research and presents our specifi-
cally designed image acquisition system, followed by applied fish detection meth-
ods. We used those results for motion estimation in densely crowded scenes
and describe derived measures for behavioral regularity extraction and anomaly
detection. We then conclude and discuss the achieved results.

2 Related Work

Object detection and recognition build the first step in a vision based monitor-
ing system. In cases with small background movements, classical methods like
feature based classification or background subtraction [24,32] are widely used to
detect fish objects in video frames. With their recent success in computer vision,
deep neural networks have lately been applied to the task of fish detection as
well. Sung et al. [26] used a convolutional neural network based on the YOLO
network [18] for the task of fish detection in underwater videos and showed supe-
rior results compared to non-deep methods. In Li et al. [11] fish detection and
species recognition was performed by using the two stage region based convo-
lutional neural networks RCNN [3] and Fast-RCNN [2], which showed superior
results compared to a HOG-based model.

Many approaches for motion analysis in fish videos try to extract motion
information by tracking fish individuals. Terayama et al. [29] proposed an appear-
ance model with an adapted template matching step for multiple fish tracking.
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An extension of this approach tackled the problem of frequently occurring occlu-
sions with a deformable parameterized appearance model representing the fish
bodies [27]. A recent approached for underwater fish tracking based on appear-
ance models extended the kernelized correlation filter tracking method [7] by
an adaptive multi-appearance model [10]. A solution for the specific case of koi
tracking with its challenges like shadows, speckling and abrupt motion changes
was presented in Jiang et al. [8], where they used a particle filter with an extended
matching function.

The problem of motion estimation in fish scenes with homogeneous swarms in
high density regions can also be tackled without tracking by estimating the speed
distribution of collective motions with dense optical flow from video streams [28].
Yu et al. [31] proposed a tracking-free anomaly detection method for zebra fish
schools based on statistical methods for motion feature extraction. They used
sparse optical flow to calculate joint histograms and joint probability distri-
butions of turning angles and velocities and applied outlier detection to find
anomalous group behavior. Comprehensive surveys, studying the use of com-
puter vision technologies in aquaculture and fish behavioral analysis, can be
found in Saberioon et al. [22], Zion [33] and Niu et al. [15] respectively.

Tracking based approaches however suffer from their dependency on track-
ing accuracy, which remains a challenging task in computer vision, especially in
aquatic environments with highly crowded scenes and frequent occurring occlu-
sions as in fish school monitoring.

3 Experimental Setup

We performed fish observation on long-term video recordings of koi and common
carp for an automatic health monitoring. A specialized image acquisition system
was used to overcome the limitations in aquatic environments.

3.1 Fish Observation

We used two different datasets to evaluate our proposed methods on long-
term real-world observations. The first dataset consists of continuous front-view
recordings of an aquarium containing ten common carp, obtained by an exter-
nal camera setup. The second dataset consists of a longer period of continuous
top-view recordings of an aquarium with 37 koi, acquired by a specialized under-
water image acquisition system, as described in Sect. 3.2. Both datasets do not
contain any known diseases or predefined anomalies, especially no animals were
harmed or intoxicated during the observation. However, there is a small subset
of annotated video samples from the common carp dataset, manually labeled
as being normal or anomalous1. The koi dataset provides additional monitored
parameters like water temperature and feeding times. Its continuous long-term
1 The recording of the fish video dataset, as well as the manual fish observations, were

done by co-author Arndt Christian Hofmann as part of the data acquisition process
for his unpublished PhD thesis at Friedrich-Loeffler-Institut.
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recordings of one and a half months contain a temperature shift from 8 ◦C to
20 ◦C in the time from May 14th to May 26th.

3.2 Image Acquisition

Image acquisition constitutes a crucial step in the development of computer
vision based monitoring systems, especially in the context of aquatic environ-
ments. In general, limiting factors like object distance, aperture, viewing angle,
lens or focal length affect the resulting image quality as well as the detectable
image area, which plays an important role in the scope of further behavioral
analyses. Aquatic environments are further affected by disturbing effects like
flow and turbidity of water or external reflections and pollutions on the water
surface, especially in the use case of unconstrained outdoor ponds. In order to
minimize the aforementioned external influences, we propose a specialized under-
water image acquisition system. To overcome the shortcomings of shorter object
distances, the system consists of a 360◦ fish-eye PoE camera. We extended the
camera by a plexiglass dome hemisphere with a diameter of 300 mm to enlarge
the distance between the camera lens and the surrounding water, fish objects
and water flows. Sample images are shown in Figs. 1 and 4.

4 Scene Analysis with Deep Neural Networks

Image classification and scene understanding as well as object detection and
localization constitute the first step in the image processing pipeline of many
visual tasks. With object detection, identifying, classifying and localizing multi-
ple instances of distinct objects in the image, the resulting bounding boxes only
provide coarse positional information. In contrary, semantic segmentation results
in segmentation masks with pixel-wise classifications into given object classes.
While leading to a scene understanding on pixel level, it discards information
about individual objects. Combining both, instance segmentation identifies dis-
tinct instances of different classes on a per pixel basis. We used recent advances
in deep State-of-the-Art architectures from the aforementioned areas to achieve
highly robust and accurate fish segmentations with a focus on whole fish groups
rather than individuals. To cope with the generalizability to potentially unknown
camera and aquarium geometries, we performed the scene analysis steps on the
raw image data without any preceding calibration or distortion correction steps.

4.1 Object Detection

In contrary to the family of two-stage object detection networks, which depend
on the generation of region proposals in the first step [2,3,21], the one-shot
models like Single Shot MultiBox Detector [14] or You Only Look Once [18]
directly predict bounding box coordinates and class probabilities from the input
image in a single feed-forward pass. We chose to apply the end-to-end trainable
YOLOv3 [20] network for the task of fish detection, providing a good trade-off
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between accuracy and detection speed, allowing for accurate real-time detections
in video streams. The basic idea of YOLO [18] is to apply a single network to
the entire input image, reframing object detection as a single regression prob-
lem. The improved version YOLOv2 [19] gained higher accuracies by extensions
like adding batch normalization in the convolutional layers, introducing anchor
boxes, removing the fully connected layers for bounding box predictions and
using a custom darknet architecture. The latest version [20] introduced minor
changes like bounding box predictions across three different scales, similar to the
idea of feature pyramid networks [12].

We finetuned the pre-trained network with an additional dataset, containing
a variety of data samples from carp and koi video frames in different view-
ing angles. Including this additional training procedure, we were able to accu-
rately extract bounding boxes in our experimental setup under severe conditions
of highly crowded scenes and frequent occlusions. Detections from the YOLO
network were used for tracking-by-detection experiments and the generation of
coarse heatmap variants.

4.2 Semantic Segmentation

While the proposed model for object detection resulted in accurate bounding box
predictions for individual fish objects, we strived for a dense per-pixel predic-
tion of fish locations. This pixel-wise classification does not distinguish between
individuals, but allows for a subsequent extraction of fine-grained swarm infor-
mation. As classical background modelling approaches lack the ability to deal
with ongoing background movements like strong water streams and objects mov-
ing outside of the aquarium, we decided for a motion-free foreground extraction
with a deep neural network architecture. We applied a variant of the Global Con-
volutional Network [16] for the task of semantic segmentation, which outputs a
binary segmentation mask, separating the classes fish and background on pixel-
level. Semantic segmentation networks generally have to deal with the contradic-
tory tasks of transformation-invariant classification as well as the transformation-
sensitive localization. GCN aims for tackling both challenges simultaneously. The
architecture is fully-convolutional without any fully-connected or global pooling
layers to retain the localization information. It uses separable large filters in
the network architecture. Peng et al. [16] found that those large kernels play
an important role for simultaneous classification and localization. The latter is
improved by an additional boundary refinement block. A FCN-like [23] struc-
ture is used as the basic segmentation framework with a pretrained ResNet [6]
as feature extraction network, whose multi-scale feature maps are used to gen-
erate class-specific semantic score maps with the global convolutional network
structures.

We fine-tuned the segmentation model with a manually annotated carp and
koi dataset, containing pixel-wise binary segmentation masks for the classes
background and fish. The predicted masks from the retrained network were used
for the steps of optical flow refinement and heatmap generation.
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4.3 Instance Segmentation

To extend the ideas of individual object analysis based on object detection and
fine-grained collective analysis based on semantic segmentation, we applied the
Mask-RCNN [5] network for the task of pixel level instance segmentation. Mask-
RCNN is based on the region-based convolutional neural network approach,
which generally performs object classification and bounding box regression on
computed CNN features from previously extracted regions of interest [2,3,21].
An added mask extraction branch predicts an object mask for each instance in
parallel with the former bounding box recognition.

We used a Mask-RCNN model pre-trained on the large-scale COCO dataset
[13] for scene understanding. As an extension, we extracted and annotated addi-
tional frames from both carp and koi video streams with individual pixel-wise
object masks for fine-tuning the model. We used the retrained model for an
accurate extraction of individual segmentation masks and refinement steps.

5 Motion Analysis

The analysis of motion patterns plays an important role in the assessment of
fish behavior, welfare, stress response or environmental changes. Experiments
with recent tracking approaches, based on appearance [7] or Kalman filter [1],
using bounding box detections from the object detection step, performed weakly
on our crowded fish datasets. We therefore present a tracking-free approach for
motion assessment in crowded fish swarms, including a compact visualization as
well as quantitative measures, to avoid the inaccuracies in individual tracking.

5.1 Visual Assessment

As the continuous tracking of individuals remains a challenging task in the set-
ting of highly dense crowds, we present the heatmap visualization as a global rep-
resentation of the spatio-temporal distribution of fish locations in the observed
tank. In contrary to the individual evaluation, it represents an effective group-
based approach for estimating region-specific fish location probabilities over
time. The heatmap therefore offers a compact representation of fish activity and
location hot spots over observed time windows of variable length t. Derived mea-
sures like shape features, compactness or homogeneity of that spatio-temporal
distribution can be used for further analyses.

The introduced heatmap representation provides a distinctive visualization
of typical behavior patterns like shoaling, hiding or agitation caused by either
feeding times or mobbing, allowing for the visual detection of unexpected activi-
ties over multiple scales in the temporal domain. We obtained it by accumulating
the binary masks of detected fish locations over time to obtain a pixel-wise 2d
location histogram over an observation period, as shown in Fig. 1.
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Fig. 1. Heatmap generation. The input sequence of length t (left) is fed into the seman-
tic segmentation network, which outputs one binary mask for each input frame (mid-
dle). The resulting binary sequence is summed up along the temporal dimension and
normalized to visualize the spatio-temporal fish location distribution of the input time
window (right).

5.2 Motion Estimation

We approximated the projection of the actual real world 3D motion onto the 2D
image plane by applying dense optical flow computation, estimating apparent
motion of brightness patterns between consecutive frames in the 2d image plane.
The resulting vector field consists of one displacement vector v = [u, v]T for each
pixel in the image space with vertical and horizontal displacement components.
While optical flow estimation constitutes a well studied field in computer vision,
many approaches suffer from inaccurate results handling large displacements and
homogeneous texture regions.

However, the optical monitoring of carp and koi has to be able to deal with
rapidly changing movement patterns and high velocities resulting in large dis-
placements between the video frames. We therefore applied a specific optical flow
approach called Deepflow [30]. With its robustness to large displacements and
its ability to handle repetitive textures and non-rigid deformations, this method
provided useful benefits for the optical flow estimation in this challenging under-
water scenario.

5.3 Objective Motion Analysis

The heatmap provides a compact visual representation of fish locations over
time windows of variable length t, as described in Sect. 5.1. We further aimed
for quantitative measures to assess significant properties of this spatio-temporal
distribution and the optical flow results.

Heatmap Features. The measures for motion evaluation derived from the
heatmap representation include the heatmap entropy:

H(X) = −
width∑

i

height∑

j

p(xi, yj) log2 p(xi, yj). (1)
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The two-dimensional random variable (X,Y) represents possible fish loca-
tions in the image space. The heatmap with relative frequencies constitutes
the probability distribution p(X,Y), which is normalized, such that it’s prob-
abilities sum up to one. As entropy only considers information content of the
spatio-temporal distribution and the compactness of the current heatmap rep-
resentation, it discards any structural information and spatial context. We thus
further derived statistical measures from texture analysis, considering the spa-
tial relationships of heatmap entries. We used the classical approach of creating
a gray-level co-occurrence matrix to extract those textural features [4]. The
co-occurrence matrix is created by treating the heatmap of a time window of
length t as a single channel image with an offset o = (Δu,Δv), with the pixel-
wise frequencies representing its intensity values, resulting in a distribution of
co-occurring frequencies. For a given offset, the obtained t × t co-occurrence
matrix C(u, v) is defined as:

CΔu,Δv(i, j) =
n∑

u=1

m∑

v=1

{
1, if H(u, v) = i and H(u + Δu, v + Δv) = j

0, otherwise
, (2)

with frequency values i, j, observed window length t and the image coordinates
u, v in the extracted heatmap H. Based on that, we extract different texture
features, with each co-occurrence matrix being normalized to have a sum of 1
before the computation. The energy or uniformity is defined as

energy =

√√√√
levels−1∑

i,j=0

C2
i,j , (3)

being the square root of the angular second moment. The measure of con-
trast weights the matrix entries by their squared frequency difference, implicitly
weighting them by their distance to the matrix diagonal:

contrast =
levels−1∑

i,j=0

Ci,j(i − j)2. (4)

Similarly, the dissimilarity feature weights the matrix elements by the abso-
lute value of the frequency difference. In contrast, homogeneity as a measurement
of closeness of the matrix elements to its diagonal weights the matrix elements
by the inverse of their frequency difference.

Optical Flow. The quantitative motion evaluation of the optical flow estima-
tion was based on the restricted pixel areas derived from the scene analysis step.
It was assessed either individually on top of instance segmentation or collectively
on top of semantic segmentation. By restricting the optical flow evaluation to
the detected fish pixels from the segmentation step, we minimized the influ-
ence of non-related object movements in the motion assessment. We used the
mean magnitudes of frame pairs over time as a global swarm activity measure
to extract changes in long-term motion behavior.
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6 Experimental Results

As described in Sect. 3, we used the two datasets with long-term video record-
ings of koi and common carp for an evaluation of the proposed methods. The
subset of the carp dataset with labelled short-time anomalies was used to eval-
uate the features derived from the heatmap visualization. As the labels of this
annotated subset are only represented by a binary variable indicating normal
(0) or anomalous (1) behavior, we measure the relationship between the labels
and the extracted heatmap features by calculating the point biserial correlation
coefficient rpb:

rpb =
M1 − M0

sn

√
N1, N0

N(N − 1)
. (5)

Here, M1, M0 are the mean values of the feature variable for all data points
in the anomalous group and the normal group respectively and sn the standard
deviation for all observations of the feature variable. N1, N0 are the number of
observations being labeled as anomaly or normal behavior and N is the total
number of observations Eq. (5).

Table 1. Point biserial correlation coefficient for different heatmap features. The fea-
tures are extracted from heatmaps computed over time windows of varying length. The
GLCM based texture features are extracted for different pixel offsets, affecting distance
and angle of the neighborhood of co-occurring frequencies.

Energy Homogeneity Contrast Dissimilarity Entropy

Window size = 120

(Δu, Δv) = (1, 0) −0.82 −0.13 −0.87 −0.66

(Δu, Δv) = (0, 1) −0.82 −0.12 −0.92 −0.61

(Δu, Δv) = (5, 0) −0.83 −0.47 −0.89 −0.76

(Δu, Δv) = (0, 5) −0.83 −0.58 −0.92 −0.75 0.76

Window size = 360

(Δu, Δv) = (1, 0) −0.85 −0.57 −0.65 −0.28

(Δu, Δv) = (0, 1) −0.85 −0.66 −0.77 −0.20

(Δu, Δv) = (5, 0) −0.85 −0.75 −0.75 −0.52

(Δu, Δv) = (0, 5) −0.85 −0.77 −0.77 −0.57 0.77

Since the co-occurrence matrix represents the histogram of co-occurring fre-
quency values at a given offset over the heatmap, we computed the features
for different neighbourhood relationships. We focused on horizontal and verti-
cal offset for the direct neighbours as well as a five pixel offset. We chose the
co-occurrence matrix to be symmetric, thus C(i, j) = C(j, i). The entropy com-
putation was not affected by the aforementioned variations. We chose to per-
form feature extraction from heatmaps computed over time windows of varying
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length, such that the features can reflect behavior-induced changes on multiple
scales in the temporal domain. To focus on rapid changes in the spatio-temporal
distribution and with the training set mostly containing samples of short-time
anomalies, we set the window lengths to 120 frames (10 s) and 360 frames (30 s).
The resulting correlation coefficients show that some heatmap based features
reflect anomalous changes in the spatio-temporal swarm distribution. While
homogeneity and dissimilarity only correlate with the assigned labels for spe-
cific offset combinations, the contrast feature shows high negative correlations
for short window sizes, but also tends to vary with changing offset parameters.
In contrary, the energy feature represents a robust indicator over different offset
constellations and window sizes, being highly and negatively correlated with the
assigned video annotations. The entropy feature also seems to reflect a relation-
ship with the assigned labels for both window sizes but is not affected by the
changed parameters. As the results on the test set suggest the potential applica-
bility of the energy and entropy feature for anomaly detection, their correlation
has to be validated on bigger datasets with long-term anomalies for future work.

Although there are no labelled anomalies for the koi dataset, it provided
high quality video streams from our specialized image acquisition system in
combination with additional monitored parameters like water temperature and
feeding times. We assessed the general long-term motion activity by computing
the proposed restricted mean magnitude of optical flow vectors between frame
pairs as a measure for collective fish swarm motion. For each day, the feature
was computed for one frame pair per second and the resulting signal was filtered
to receive a time series on a daily basis.

Fig. 2. Analysis of motion regularities over multiple subsequent days. Daily repeated
patterns evolve around the feeding times, especially in the low temperature period
(left). The main activity can be seen during day time with a strong decrease towards
the late evening (right).

Different conclusions can be drawn from the plotted daily activity measures
in Figs. 2 and 3. Firstly, it reveals regularities in daily motion patterns evolving
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around the feeding times, especially in the observed low temperature period.
The activity is almost linearly increasing towards the feeding times, followed by
low-activity regions afterwards. Secondly, the highest activity can be seen during
day time, lowering towards the evening hours with a period of minimum activity
in the late evening hours. We could only observe this at a small subset of days
with illumination during night time, after which the lights were turned off each
night. Thirdly, there is a clear change in the global motion behavior after the
temperature change. The general activity level rises while there is an increasing
variance between the daily motion patterns of consecutive frames. Those three
basic observations confirm the subjective assessment of motion regularities from
manual observations made by veterinarians of the FLI.

Fig. 3. Comparison of the global swarm activity measure over periods of four subse-
quent days before (green) and after (red) the temperature rise. The period just before
the temperature change is compared to a period during the change (left) and a few
weeks after the change (right). Both diagrams show that the measure indicates a change
in the motion behavior. (Color figure online)

Apart from regularity extraction, the proposed swarm activity measure was
also used to find unknown anomalies in unlabeled long-term recordings. We
were able to reveal several anomalous scenes and accurately locate them in the
raw video data by examining strong signal peaks and unusual signal sequences.
We applied a simple moving average Z-score model as baseline anomaly detec-
tor to find those anomalous signal changes. Therefore both regularity extrac-
tion and anomaly detection can be performed in a semi-automated manner by
using automatically detected anomalies or comparing signals of successive days,
easing the time consuming manual assessment of long-term video observations.
Anomalous scenes included events like mobbing, hiding, long-term shoaling dur-
ing unusual time slots or missing detections caused by the camera pointing
outside of the aquarium. An example of anomalous video sequences revealed
by detected changes in the activity measure is shown in Fig. 4.
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Fig. 4. Detected anomalous changes in the swarm activity measure. Compared to other
days, the signal indicates a lower collective activity after feeding (middle) due to the
koi hiding in the aquarium because of a veterinarian being present in front of it (left).
There is a strong increase in the activity level after the veterinarian left the room
(right). Note: The internal camera time is shifted by one hour (tc = t − 1 h).

7 Conclusion and Future Work

In this work we successfully obtained accurate fish locations and pixel-wise seg-
mentation masks in the challenging area of crowded scenes with frequent occlu-
sions by leveraging recent advances in deep neural networks. We derived expres-
sive features from the spatio-temporal fish distribution and an optical flow based
collective swarm motion estimation. We used optical flow features to successfully
extract motion regularities from long-term observations and detect anomalous
behavior in terms of unexpected motion patterns. We evaluated the impact of dif-
ferent texture features derived from the heatmap on a small annotated subset of
our video data with labeled anomalies. By analyzing our proposed motion feature
over unlabeled long-term recordings, we were able to locate unknown anomalies
in the video streams and find differences in motion patterns. The results can be
used by fish owners to locate and find anomalies in long-term observations as
deviations from regular behavior in a semi-automated manner. As the proposed
unsupervised method does not rely on predefined normality models or labeled
anomalies, it showed its general applicability by revealing unknown anomalous
behavior in long-term recordings without any annotations.

Object detection and segmentation are crucial preprocessing steps for the
subsequent methods for motion assessment and anomaly detection, as they
ensure the analysis being dependent on fish movements only, minimizing the
influence of external factors. Our future work will therefore include the exten-
sion of the fish specific training data sets for retraining the proposed deep neural
networks in order to avoid overfitting and ensure the generalizability of our mod-
els. Concerning the time consuming manual labeling work, we will extend our
training set by the publicly available large-scale dataset Open Images [9], which
contains thousands of labeled fish images, including individual segmentation
masks in their newest release. Another focus of our future work will be set on



Motion Analysis for Health Monitoring in Koi Ponds 39

further analysis of the proposed features for motion assessment. The analysis will
include their applicability to other large-scale datasets, feature combination for
a unified multivariate time series evaluation, as well as more complex detection
methods for a robust and fully-automated anomaly detection framework.
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Abstract. Face detection is a basic computer vision task which is
required by various higher level applications including surveillance,
authentication, and security system. To satisfy the demand on a high
quality face detection method, this paper proposes a robust system based
on deep learning model which utilize an attention-based training mecha-
nism. This strategy enables the model to not only predicting the bound-
ing boxes of faces but also outputs a heatmap that corresponds to the
existence of faces on a given input image. The proposed method was
trained on the most popular face detection dataset and the results show
that it produces comparable performance to the existing state of the arts
methods.

Keywords: Face detection · Deep learning · Machine learning ·
Neural network

Fig. 1. Overview of the proposed method. A deep learning model is designed to predict
heatmap of faces as well as their corresponding bounding boxes. Best viewed in color
or monitor. (Color figure online)

1 Introduction

The research in face detection has been evolved rapidly since the boosted cascade
method introduced by Viola-Jones [15]. Despite of its simplicity and real-time
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applicability, this method suffers from lack robustness on realistic scene under
various conditions as reported in the WIDER face detection benchmark [18].

Deep learning has been shaping the modern computer vision algorithms,
including face detection system. It is adopted in most of the recent face detector
methods as recorded in the Wider benchmark [18]. This kind of method allows
the system to learn the useful features for detecting face by itself, unlike the
traditional face detectors which requires manual feature engineering [9,15,17].
As the results, deep learning based methods achieve better performance by a big
margin compared to the feature engineering based methods with the availability
of dataset that has large amount of sample in it [1,5,10,18–20].

In the deep learning based face detection methods, architecture design and
training strategy play important roles in the performance improvement. In term
of model design, the two stages object detection models [3,13] and single shot
detectors [7,11,12] are influencing the architecture design. Meanwhile, other
training strategy are including data augmentation method [5,19], multi-task
learning [4,16], anchoring strategy [2,20], and context-aware training [5,14].

The work in this paper aims to utilize the merit of multi-task learning strat-
egy which is expected to helps the training step. Specifically, attention mecha-
nism is integrated in the model as illustrated in Fig. 1. Given an input image,
the deep learning model is trained to predict the bounding boxes of faces as well
as the attention map which corresponds to the existence of faces in the image.
This kind of strategy make this paper provides the following contributions:

– This paper demonstrated the effect of multi-task learning which able to boost
the model performance.

– Extensive evaluation has been conducted in the widely used face detection
benchmark and the result shows that the proposed method deliver comparable
results against other state of the arts methods.

– The predicted attention map makes the model more interpretable for human
observer.

The remaining of this paper is organized as follow. Firstly, several related
works on face detection are summarized. The Proposed method is explained in
details followed by experiments and discussion in Sects. 3 and 4. Finally, conclu-
sion is provided to summarize the contents of this paper.

2 Related Works

Single shot detector (SSD) [7] is one of the popular deep learning model in face
detection. Research in [19] extends the SSD network for detecting faces from
natural images. There are several challenges in face detection such as diversity
of face scales, large amount of negative regions in the image, and small sized
objects. These problems are alleviated in [19] by several strategies encapsulated
as S3FD method. Detection of different face scales are commonly performed in
several network layers. In S3FD, detection is started at layer with stride 4 (quar-
ter of input size) to allows the network predict small faces. This is contrast with
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common SSD model which start the detection in layer with stride 8. In SSD-like
model, the detection result is largely affected by anchor shape and features sum-
marizing its corresponding receptive field. To ensure that the anchors matched
with its corresponding receptive fields [8], the sizing is designed to match its
effective receptive field. Lastly, the big amount of negative regions which causes
classification imbalance is tackled using the max-out background class prediction
which is basically designing the classifier to have several background predictors
which is then summarized by their maximum confidence to be compared with
the face score.

Following the success of S3FD, the research in [5] extends the single shot
detector in several aspects. Firstly, the feature pyramid network (FPN) model
[6] is incorporated to allow the model extracts richer features from the input
image. With the existence of FPN, each prediction layer is affected by low level
feature which is comes from the lower level layer and the richer feature which
come from the deeper layer. Therefore, two kind of predictions loss are utilized
in the training stages, from the lower level (first shot) and the deeper layers
(second shot) which allows the model to produce better performance compared
to the single shot model.

3 Attention-Guided Face Detector

In this section, the detailed explanation about the proposed method is covered.
Firstly, the architecture design of the deep learning model is presented. The
model is designed to be able predict not only the bounding box of faces but
also the attention map that emphasize the region that have high probability
to contains a face. Furthermore, the dataset need to be augmented in order to
train the proposed model. Ground-truth of attention map for each sample in the
dataset is required to train the model. Thus the soft attention mask generation
will be explained in this section.

3.1 System Architecture

The detector system in this work is designed based on single stage detector model
with feature pyramid network to allow extraction of rich features for the higher
resolution of detection layer which is depicted in Fig. 2. There are 6 layers of
detector where each of them works for different scales of face. The prediction
start at layer with stride 4 which corresponds to the quarter size of the input
image. Since the feature in this layer is not rich enough, it will be enhanced
by feature enhancement module (FEM) as in [5] which combines the high level
feature from the pyramid layers and low level information from the current layer.
As the result, prediction of face and non-face will be derived by rich features
which is expected to give better representation of the face or background region.
This kind of strategy is applied in all of the detection layers to encourage the
utilization of both low and high level feature representation.



44 L. Kurnianggoro and K.-H. Jo

ResNet-50

block1
(stride-4)

block3
(stride-16) block4

(stride-32)

block2
(stride-8)

Input 
image

256 512
128 256

F
E
M

F
E
M

F
E
M

F
E
M

F
E
M

F
E
M

map

Bounding
box

Bounding
box

Bounding
box

Bounding
box

Bounding
box

Bounding
box

Fig. 2. Overview of the proposed method. A deep learning model is designed to predict
heatmap of faces and the face bounding boxes at multiple scales.

The attention map is predicted by an extra convolution after the feature
enhancement module which correspond to the finest detection region (i.e. stride
4 layer). This map is incorporated with a purpose to help the training process
and making the network to focus on region that has high probability to contains
a face. Optionally, it can be used to perform feature masking in each detection
layer before the prediction of bounding box offset as shown in Fig. 2.

In order to train the proposed model, a common detection loss which con-
sist of classification loss and localization loss is utilized as formulated in (1).
The classification loss (Lcls) is cross-entropy loss between predicted logits and
the classification ground-truth while the Lloc is Huber loss between predicted
bounding box offset to its corresponding ground-truth as in SSD [7]. Classi-
fication loss is calculated for all of the anchors while localization loss is only
calculated for the positive anchors.
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Ld =
1

Ncls

Ncls∑

m

Lcls (ci, c̃i) +
1

Nloc

Nloc∑

m

Lloc (oi, õi) (1)

Meanwhile for the attention loss, the mean of squared difference between
ground-truth A and predicted mask Ã is utilized as shown in (2). In this case
W and H are the width and height of the attention map, respectively.

La =
1

WH

H∑

i

W∑

j

(
Ai,j − Ãi,j

)2

(2)

To fully train the model, multi-task loss utilized by combining the detec-
tion loss and attention prediction loss. As in [5], two kinds of detection loss is
calculated for both first shot (from top stream in Fig. 2) ad second shot (from
2nd stream in Fig. 2). The final loss value is formalized as (3) where Li

d is the
detection loss for the ith-shot of bounding box prediction.

Ltotal = Lp1
d + Lp2

d + La (3)

Fig. 3. Example of the data augmentation result.

3.2 Soft Attention Mask and Data Augmentation

To provide the ground-truth for training, an attention mask is derived from the
provided bounding boxes that are available in the dataset for each image sample.
The mask is designed as multivariate Gaussian distributed values where the
maximum is located in the center of a given face bounding box. It is formulated
as (4) where σ1 and σ2 are set as half value of face bounding box width and
height, respectively. Therefore, for each position at row r and column c in the
ground-truth attention mask, the value is determined by exponentially decayed
distance between this location and the center of bounding box (by, bx) with
standard deviation σ1 and σ2.

Ar,c = e− 1
2σ1σ2

(r−by)(c−bx) (4)

The proposed method was trained using dataset augmentation similar to
[5,7]. Specifically, from a given image, one face is randomly selected and then
a square region around it is sampled at random location to ensure the selected
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face is inside the cropped region while the size is set to make the face area falls
within ratio nearby [16, 32, 64, 128, 256, 512]/640 compared to the cropped
region. Furthermore, random padding is also employed to make sure that the
cropped region has square size and generate samples with small faces in it.

Several data augmentation results are shown in Fig. 3. On the left-most
image, the sample was generated with padding resulting an augmented image
with small faces on it. On the second image, some faces are not fully contained
in the crop region because they are not selected as the main sample, the ground-
truth corresponds to these kinds of faces will be retained only if the original
center of bounding box is included in the crop region. In all of the image, atten-
tion mask are shown highlighting the face region and its nearby. The attention
is designed in this way to ensure that region nearby faces are also contributing
to the detection result.

4 Experiments and Results

To evaluate the proposed method, WIDER dataset [18] is used to train the
model. Augmentation and generation of attention mask ground-truth is per-
formed as specified in Sect. 3.2. The model was trained with batch size set to 32
during 150k iteration using the gradient descent optimizer (momentum = 0.9)
and L2 weight regularization scaled to 5e-4. The learning rate is set as 1e-3 and
dropped by factor of 0.1 at 80k, 100k and 120k of training steps.
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Fig. 4. Performance of the proposed method under different IoU threshold.
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Fig. 5. Overview of the proposed method. A deep learning model is designed to predict
heatmap of faces as well as their corresponding bounding boxes.
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Fig. 6. Examples of the successful detection result using the proposed method. Best
viewed in color or monitor. (Color figure online)
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Table 1. Mean of Average Precision (mAP) of the Proposed Model at IoU 0.5.

Method Evaluation set

Easy Medium Hard

DSFD-ResNet50 [5] 95 94.1 88.4

DSFD-ResNet50 own impl. 94.9 94.1 87.4

Proposed - Guided 95.7 94.6 87.9

Proposed - Guided w/ pyramid scaling 95.4 94.4 88.9

Proposed - Masked 95.8 94.6 87.9

Proposed - Masked w/ pyramid scaling 95.4 94.4 88.8

In this study, the ResNet50 is utilized as backbone network to make it com-
parable with the experiments in [5]. To preserve the fairness of performance
comparison, DSFD-ResNet50 model is re-implemented as the baseline for this
experiment. As shown in Table 1, the performance between our implementation
is similar to the original result in [5]. It should be noted that we did not test our
own DSFD-ResNet50 implementation using the pyramid scaling test as utilized
in [5]. Therefore, there is 1% of performance gap on the hard evaluation set.

As summarized in Table 1, 2 types of the proposed model are examined. The
first variation is guided model where the attention mask is only utilized in the
training step as an extra regularizer. For the second type, the attention mask
is used to perform masking on the extracted features before the prediction is
performed. According to the experiments, both of the variations deliver similar
results. Test using pyramid scaling scheme as in [5] was also performed on both
types of the proposed model. This scaling strategy is basically performing the
detection at various scales of input image and then combines the results using
non-maximum suppression (NMS) to remove any detection where the intersec-
tion over union (IoU) score is more then 0.3. In the pyramid scaling scheme the
image is tested at 0.25, 1, 1.25, 1.75, and 2.25 of original size where in our stan-
dard test the scale is started from 0.5 doubled in several steps until the GPU is
approximately full. Additionally, test on the flipped image is also performed on
both type of test.

As shown in the Table 1 the pyramid scaling strategy is able to boost the
mAP score on the hard evaluation set but unfortunately it is lowering down the
score in both easy and medium set. However, the overall results are still better
compared to the baseline. This is showing the proof that our proposed method
is useful to boost the performance of the baseline which is not utilizing attention
mechanism in either training or inference phase.

The quality of the proposed method is also examined under various IoU
thresholds from 0.5 until 0.95 with interval 0.05. As shown in Fig. 4 the proposed
method deliver almost stable performance until IoU of 0.6. The performance is
then dropped rapidly starting from IoU 0.7. The authors argue that this effect
could be highly related to the NMS strategy used to filter out the detection
result which may remove true positive detected faces.
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Performance evaluations against the state of the arts method is also presented
in the Fig. 5. It is summarize the comparison of various methods in the easy,
medium, and hard validation set from top to bottom respectively. As reflected
in all of the evaluation set, the proposed method delivers competitive results
compared to the other state of the arts methods. It should be noted that the deep
learning based models are outperforming the feature-engineering based method
such as ACF by large margin as shown clearly in the Fig. 5.

Several examples of qualitative results are presented in Fig. 6. The predicted
attention map produce acceptable results as designed to emphasize the regions
nearby faces. Often, it also highlight incomplete face region such as the one on
top-right side of the first image and same goes in the second image.

5 Conclusions

This paper presented study of face detection model with attention mechanism.
The utilization of attention model is not only helping the network to generate a
better feature representation for the detection phase but also useful to visualize
the prediction of the model. This proposed method deliver competitive results
compared to other existing state of the arts methods as reflected by the experi-
ment result which were conducted on the largest face detection benchmark. The
author believe that the performance of the model could be improved using a
more complex backbone network which will be examined in the future work.
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Abstract. Deep Convolutional Neural Networks (CNNs) have induced
significant progress in the field of computer vision including object detec-
tion and classification. Two-stage detectors like Faster RCNN and its
variants are found to be more accurate compared to its one-stage counter-
parts. Faster RCNN combines an ImageNet pretrained backbone network
(e.g VGG16) and a Region Proposal Network (RPN) for object detec-
tion. Although Faster RCNN performs well on medium and large scale
objects, detecting smaller ones with high accuracy while maintaining
stable performance on larger objects still remains a challenging task. In
this work, we focus on designing a robust backbone network for Faster
RCNN that is capable of detecting objects with large variations in scale.
Considering the difficulties posed by small objects, our aim is to design
a backbone network that allows signals extracted from small objects to
be propagated right through to the deepest layers of the network. This
being our motivation, we propose a robust network: BackNet, which can
be integrated as a backbone into any two-stage detector. We evaluate the
performance of BackNet-Faster RCNN on MS COCO dataset and show
that the proposed method outperforms five contemporary methods.

1 Introduction

Object detection has long been a fundamental task in the field of computer
vision. With the emergence of self-driving cars, intelligent surveillance systems,
autonomous traffic monitoring, and other smart applications, the demand for
an accurate detection system is on the rise. Handcrafted features like SIFT
[1,30], SURF [25], HOG [29] and Deformable Part models [26–28] have long
been used as traditional object detectors. The momentum has shifted towards
CNN based detectors since the success of AlexNet [11] and other deep networks
[10,12–14] in a variety of tasks. State-of-the-art detectors employ pretrained
classification network as the detector backbone. Although classification networks
have achieved superhuman level performance in a number of competitions, object
detection still remains to be a much more difficult problem to solve [9,15,36].
There is a difference between the two tasks and a detector’s requirement from
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 52–64, 2019.
https://doi.org/10.1007/978-3-030-34879-3_5
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Fig. 1. Proposed BackNet-based Faster RCNN is capable of detecting objects with
large variations in scale within the same image.

the backbone network is different from that of a classification network [15].
One distinct dissimilarity between the two tasks is that classification datasets
contain one prominent object per image, whereas multiple-class objects with
large scale variations may appear within the same image in detection. An image
with high resolution may contain extremely small objects which adds to the
complexity. Faster RCNN uses an ImageNet pretrained classification network as
the backbone. The last layer feature maps of the backbone network act as the
input to the RPN. The spatial dimension of an input image is iteratively reduced
in the intermediate convolution and pooling layers of a classification network.
These layers are particularly helpful for keeping memory requirement low and
according to recent studies [17,18], pooling also helps in ensuring the network’s
invariance to the small translation of the input. As a side effect of downsampling
the original image, signals from small objects fades away in the intermediate
layers and the deeper layer feature maps cannot retain enough information for
these small objects. Consequently, detectors using such classification networks
as the backbone struggle with small objects in the images.

One simple solution is to maintain high-resolution feature maps by avoid-
ing several pooling/downsampling steps [15]. However, the loss of translation
invariance has adverse effects on the detector’s overall accuracy [17,18]. Another
solution is to incorporate shallower layer features with the deeper ones [5,6,20].
However, the shallow layer features lack in semantic meaning resulting in a weak
set of feature maps when combined with the semantically strong deeper ones. In
this work, we propose a novel backbone network that we call BackNet for Faster
RCNN. We argue that it is extremely difficult for RPN to generate accurate
object proposals for small objects if the feature maps fed to the RPN do not
contain enough signals from those small objects. BackNet is based on the VGG16
network [14] with an additional subnetwork that maintains high-resolution fea-
ture maps up to the last layer. The final layer output of the VGG16 network
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is upsampled and merged with the corresponding subnetwork output to form a
robust set of feature maps. These strong feature maps act as the RPN input and
boost the overall detector performance (Fig. 1).

The remaining sections of this paper are organized as follows: Sect. 2 dis-
cusses the related works. In Sect. 3, we introduce the proposed backbone net-
work BackNet and the design rationales. In Sect. 4, we discuss the training and
test dataset and provide a performance comparison of existing works with our
proposed approach. Section 5 concludes this paper.

Fig. 2. An overview of the Faster RCNN detector [35]. The final layer feature maps
from the backbone (ImageNet pretrained CNN) are fed to the RPN and it generates
a set of object proposals (red rectangles). The Region of Interest (RoI) pooling layer
pools and warps the features into a predefined fixed size compatible with the backbone
network. These features ultimately traverse through the fully connected layers and a
class label and a bounding box are predicted as the detector output. (Color figure
online)

2 Related Works

Object detection is one of the most widely explored tasks in the field of computer
vision. Two-stage detectors, like RCNN [33], Fast RCNN [4], and Faster RCNN
[35] (Fig. 2), as well as one-stage detectors, like YOLO [31,32,34], and SSD [22],
have made giant strides in recent years. While YOLO is regarded as the fastest
in terms of inference time, Faster RCNN has been proved to be more accurate,
especially while detecting small objects. Hence in this work, we focus on Faster
RCNN and its variants.

Girshick et al. [33] first proposed RCNN which is a Region-based CNN for
object detection. Rather than brute force cropping of image segments and feed-
ing it to a trained deep classifier, RCNN makes use of an external object proposal
method (Selective Search [24]) to create about 2,000 RoIs (Region of Interest) for
each image. Since the input spatial dimension of a trained CNN classifier is fixed,
the regions provided by Selective Search are warped into a fixed size and then fed
to a CNN. RCNN is extremely slow in training and inference time as each of the
region proposals is processed by a CNN separately. It means the feature extrac-
tion process is repeated 2,000 times for a single image. Instead of repetitive feature
extraction from scratch, Girshick et al. later proposed Fast RCNN [4] that com-
putes the convolution layers once per image and RoI pooling is done on the last
layer feature maps, based on the regions proposed by Selective Search.
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Fig. 3. Feature maps are extracted after each of the five pooling layers in VGG16. The
original image contains three instances of vehicle-one relatively large in the front and
two smaller in the back (inside red box). It is intriguing to see that the large vehicle’s
activation signal can be found even in the deepest layer (Pool-5). However, activa-
tions from the small vehicles fade away with increasing depth. Pool-4 has very few
weak activations and Pool-5 retains even lesser (almost nothing) information. Feature
maps are enlarged from their original size for better visibility. Successive spatial dimen-
sion reductions from left to right is for illustration only-exact downsampling factor in
VGG16 is 2. (Color figure online)

RCNN and Fast RCNN rely on a slow external object proposal method which
becomes the detector bottleneck. To further speed up the detection process and
improve the overall accuracy, Ren et al. presented Faster RCNN [35], where a
Region Proposal Network (RPN) replaces Selective Search as the object proposal
generator in Fast RCNN. An overall work-flow of the Faster RCNN detector is
depicted in Fig. 2. RPN shares the convolution layers with a traditional Ima-
geNet pretrained backbone for computational efficiency. It takes the last layer
feature maps from the backbone as input and outputs a set of object proposals.
A predefined set of anchors are slid over the original image to check against
the ground truth bounding boxes. This is to generate the object proposals and
discard the backgrounds. Based on the proposals, the RoI pooling layer pools
with a fixed size from the same feature maps and feeds the features to the fully
connected layer. Finally, the class label and bounding box are predicted.

Although detecting medium and large objects is relatively easier, it is the
smaller ones which appear to be extremely challenging for the detectors. Var-
ious techniques can be found in the literature striving to alleviate this partic-
ular problem. Multi-scale feature pyramid representation is exploited to detect
objects across varied scales [5,6,20]. Lin et al. proposed Feature Pyramid Net-
work (FPN) [20] that works on top of Faster RCNN and makes use of the inherent
pyramid representation of the CNN features. The feed forward backbone net-
work reduces the input spatial size at different stages. For each training image,
the last layer low-resolution feature maps are upsampled and merged laterally
with the previous layer feature map. This backward upsampling and merging
process is repeated until the first convolution layer to form a feature pyramid.
Finally, RPN exploits the pyramidal features to attain accurate object propos-
als. One major drawback of FPN is that the shallower layer features are not
semantically strong and combining them with the deeper ones can degrade the
overall detection performance.
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Li et al. [15] subscribed to the idea of keeping large feature maps intact. How-
ever, this is done by avoiding pooling and dimension reduction layers which are
pivotal for the detector’s translation invariance capability. Fattal et al. [2] aimed
to find the most informative and important feature maps for detecting small
objects by frequency spectrum analysis (small objects have high frequency).
Gao et al. [3] showed that in addition to the original three predefined anchors
(9 in total) used in Faster RCNN, two additional smaller anchor boxes with
sizes 322 and 642 improve the overall accuracy for tiny vehicles. Yang et al. [7]
made use of scale-dependent pooling in order to accurately detect objects of all
sizes. VGG16-based Faster RCNN is employed and the height of the RPN object
proposals are used to choose the layer for RoI pooling. Shorter object proposals
make use of shallower layers for pooling and larger ones use deeper layers for
pooling. This can be attributed to the fact that small object’s information or
activation is highly unlikely to reach the deeper layers due to spatial dimension
reduction. A cascaded rejection classifier is used to eliminate negative proposals
for better performance. Bell et al. [8] followed a different approach and conducts
RoI pooling from several layers at a time. Since smaller objects are harder to
detect, adding contextual information to tiny objects via multi-layer pooling
may improve the detector’s performance. The pooled features are concatenated
and 1 × 1 convolution is used to reduce the feature map depth. The semantic
gap in the meaning of shallow layer features is a concern here as well. Cai et al.
[23] combined several sub-networks in the backbone of a Faster RCNN detector.
Since relatively shallower layers retain the information of small objects, multiple
output layers from the subnetworks are used as the RPN input. Maintaining
several additional subnetworks heavily adds to the memory complexity. Wang
et al. [38] proposed a new expansion layer that helps the RoI pooling layer
to extract background context along with the small object; surrounding area
of the object is used as a cue for accurate detection. Although it might work
well in some cases, inconsistent and ambiguous background context can deteri-
orate the performance of these detectors. Singh et al. [36] conducted a study on
multi-scale image pyramid training. In this scheme, the detector is trained with
images of different resolutions for each training sample. For example, a train-
ing image sample of size 224 × 224 is transformed to the following resolutions:
224 × 224, 448 × 448, 896 × 896 and 1200 × 1200. Pyramid representation of the
input imagery ensures the variety of object scale while testing. Singh et al. argue
that while it does add variety, it also introduces domain shift effect since large
objects become too large in high-resolution version of the original image and
small objects become too small in low-resolution ones. Their proposed solution
module ensures that RPN does not generate object proposals beyond a prede-
fined limit to avoid the domain shift effect.
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Fig. 4. VGG16 is used as the base of our backbone network. BackNet is identical to
VGG16 up to stage 3 (Conv 3) hence not shown here. Dashed green boxes represent the
additional operation introduced in BackNet. Solid boxes are the original components
of a Faster RCNN network. Newly introduced subnetwork originating from Conv 3
maintains the same spatial resolution of 56×56 whereas the main network goes through
multiple subsampling layers resulting in 14 × 14 feature maps. These Conv 5 feature
maps go through a 4x upsampling layer and are merged with Conv 5 b feature maps.
The merged feature map’s spatial dimension is reduced to half and fed forward to the
RPN. RPN yields object proposals and RoI pooling extracts feature from RPN input
feature maps. Pooled features are warped to a fixed size (14×14) as it proceeds further
inside the network. (Color figure online)

3 BackNet: Proposed Backbone Network

In this section, we first explain the impact of an effective backbone CNN in Faster
RCNN architecture and in the subsequent section, the detailed architecture of
BackNet and the design rationales are discussed.

3.1 Backbone Network

Starting from RCNN, it has taken a number of iterations to reach the upgraded
variant Faster RCNN. Despite the evolutionary steps, the use of an ImageNet
pretrained backbone network has been a constant. It highlights the important
role a strong backbone network plays in the detection setup. Region Proposal
Network (RPN) takes the last layer feature maps produced by the backbone as
input. RPN then processes this input within its own network and outputs a set
of object proposals. If RPN is not supplied with strong feature maps containing
ample signals from both small and large objects, it becomes extremely difficult
for it to produce accurate object proposals. ImageNet classification networks are
explicitly designed for optimum classification performance. Spatial dimension
reduction through pooling and longer stride convolution are common character-
istics for these networks. Unlike classification tasks where one prominent object
is present per image, object detectors need to identify multiple object instances
in the same image. The variety of object shape and scale adds to the complexity
and the challenges here are far greater than classification. To design an effective
backbone network, a couple of factors should be considered.
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1. Dimension reduction layers of a backbone network are important for trans-
lation invariance and efficient memory utilization, but the loss of activation
signals from small objects is a critical drawback for any detector.

2. A number of contemporary research works build feature pyramids by com-
bining deep layer information with shallower ones. Even so, the semantic
meaning of the shallower features is weak and combining these layers with
deeper ones may not yield expected results.

3.2 BackNet Architecture

We consider VGG16 as the base of our backbone network with the introduction
of an additional subnetwork originating from Conv 3 (Fig. 4). VGG16 generates
a series of features at several stages (downsampled with a factor of 2 at each
stage and layers producing feature maps of the same size are considered to be in
the same network stage). VGG16 has five such stages where the original input
of 224 × 224 is reduced to 14 × 14. We refer these five stages as Conv 1, Conv 2,
Conv 3, Conv 4, and Conv 5.

We observed from our experimental studies that most of the small objects’
(≈ 30 × 30 pixels) signals starts getting attenuated beyond Conv 3 stage (see
Fig. 3 for a visual interpretation). Therefore, a subnetwork originating from
Conv 3 is introduced that computes the convolution layers with the same con-
figuration as the corresponding VGG16 layers (Fig. 4). However, this subnet-
work does not downsample the feature maps and maintains the same resolution
throughout the rest of the network. On the other hand, Conv 3 feature maps in
the VGG16 network are downsampled twice resulting in 14×14 feature maps in
the Conv 5 stage. Adding Conv 5 feature maps with the output (Conv 5 b) of
the subnetwork will form one set of merged features that contain activation sig-
nals from both small and large objects. Conv 5 feature maps are upsampled by a
factor of 4 to match the spatial dimension of Conv 5 b before element-wise addi-
tion. Feature maps are upsampled using the two-dimensional cubic convolution
interpolation function [19]. When (x, y) is a point in the rectangular subdivi-
sion [xj , xj+1] × [yk, yk+1], the two-dimensional cubic convolution interpolation
function is expressed using Eq. 1.

g(x, y) =
2∑

l=−1

2∑

m=−1

cj+l,k+mu(
x− xj+l

hx
)u(

y − yk+m

hy
) (1)

where u is the one dimesional interpolation kernel and hx, and hy, are the x and
y coordinate sampling increments. Cj,k’s are derived using Taylor’s Expansion.

Both outputs from Conv 5 (upsampled) and Conv 5 b (subnetwork) are L2
Normalized before merging. Merged feature maps then undergo 1 × 1 × 512
convolution with stride 2 resulting in 28 × 28 × 512 feature maps; these act as
the input to the RPN. We employ 14×14 RoI pooling rather than original 7×7
with a view to incorporating sufficient object features. The pooled features are
propagated through to the regular Faster RCNN layers for a class label and a
bounding box.
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4 Performance Evaluation

In this section, we evaluate the performance of BackNet with five contemporary
detectors based on a benchmark dataset. Table 1 compares different configura-
tions of our proposed BackNet while Tables 2 and 3 illustrate how the BackNet-
based Faster RCNN detector fares against other detectors for detecting objects
with large scale difference. Table 2 focuses on the Precision and Table 3 focuses
on the Recall values on the MS COCO dataset.

4.1 Dataset

We train and test our proposed method on MS COCO [21] dataset. It consists
of 123,000 images which belong to a total of 80 object classes. We follow the
standard split of 118,000/5,000 for training/validation. We use the standard
metric of mean Average Precision (mAP) at Intersection over Union IoU = .50 :
.05 : .95. Average Precision is also calculated for small (APS), medium (APM)
and large (APL) objects separately with the specified IoU . According to MS
COCO definition, objects with spatial dimension less than 32 × 32 are small,
objects ranging from 32 × 32 to 96 × 96 are medium and objects with spatial
dimension greater than 96 × 96 are considered large. Average Recall (AR) is
computed at 1, 10 and 100 detections per image denoted by AR1, AR10 and
AR100 respectively.

4.2 Experimental Setup

We use the ImageNet pretrained novel BackNet as the detector backbone. We
follow the pragmatic four-step detector training scheme adopted in Faster RCNN
[35]. First, the RPN is trained and it is allowed to output a maximum of 2,000
object proposals per image. Among these 2,000, 256 regions are randomly cho-
sen to form a minibatch and calculate the loss. RPN weights are initialized from
a zero-mean Gaussian distribution with standard deviation of 0.01. In the sec-
ond step, BackNet-based Fast RCNN network is trained using the RPN output
(object proposals) from Step 1. In the third step, BackNet and RPN are trained
together and the shared convolution layers along with the RPN layers are fine-
tuned. In the last step, only the unique Fast RCNN layers are fine-tuned while
the shared layer weights are frozen. Initial learning rate used for all four steps
is 0.0001. Stochastic Gradient Descent (SGD) is used with a momentum value
set to 0.9 and a weight decay of 0.0005 with adaptive dropout [37]. Minibatch
size of one and a maximum of 40 epochs are used for each of the training stages
mentioned above.
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Table 1. Performance comparison among different configurations for the proposed
BackNet. The detector performs best when the newly introduced subnetwork originates
from Conv 3. Best Precision and Recall values are presented in Bold.

MS COCO

Conv 3

(56 × 56)

Conv 4

(28 × 28)

2x

Upsample

4x

Upsample

Batch

norm

mAP APS APM APL ARS ARM ARL

� � 38.15 22.58 42.11 49.76 34.16 62.05 71.49

� � � 38.55 22.88 42.46 50.31 34.95 62.30 72.85

� � � 37.45 19.90 41.77 50.68 30.01 59.26 73.96

� � 37.15 19.60 41.45 50.40 29.62 58.85 73.56

Table 2. Proposed BackNet based Faster RCNN improves Precision on small objects
while maintaining stable performance on medium and large objects. Best Precision
values are presented in Bold.

MS COCO

Method Mean Average Precision (mAP) APS APM APL

Faster RCNN [35] 24.20 7.20 26.40 36.90

Faster RCNN + RS [16] 29.50 11.90 32.70 41.80

Faster RCNN + FPN [20] 35.80 17.50 38.70 47.80

ION [8] 30.70 11.82 32.78 44.80

DetNet [15] 38.20 22.05 42.10 50.45

BackNet-Faster RCNN (Ours) 38.55 22.88 42.46 50.31

Table 3. Proposed BackNet based Faster RCNN improves Recall on small objects
while maintaining stable performance on medium and large objects. Best Recall values
are presented in Bold.

MS COCO

Method AR1 AR10 AR100 ARS ARM ARL

Faster RCNN [35] 23.80 34.10 34.70 11.50 38.90 54.40

Faster RCNN + RS [16] 27.30 40.00 40.90 17.90 45.50 58.60

Faster RCNN + FPN [20] 30.90 46.30 47.90 26.40 52.40 63.00

ION [8] 27.70 42.80 45.40 23.00 50.08 63.02

DetNet [15] 32.00 58.33 49.35 28.80 52.10 67.15

BackNet-Faster RCNN (Ours) 32.40 59.64 56.70 34.95 62.30 72.85

4.3 Quantitative Results Analysis

We have experimented with different configurations of the proposed BackNet
components. Table 1 provides a summary of the detectors overall performance
on the MS COCO dataset. As stated earlier, VGG16 is used as the base net-
work with upsampled last layer features. A new subnetwork is introduced which
maintains the same feature map spatial dimension from its stage of origin. When
the subnetwork originates from Conv 3 stage (56 × 56), the detector performs
the best both in terms of Precision and Recall; it scores an mAP of 38.55 and
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AR of 56.70. Note that this particular network configuration outperforms others
on small object dataset with APS 22.88% and ARS 34.95%. On the contrary,
the subnetwork originating from Conv 4 stage improves the detector’s perfor-
mance on large objects (28 × 28), but both Precision and Recall drop on small
objects. The reason can be explained by observing the lower resolution feature
maps in Conv 4 (28 × 28) compared to Conv 3 (56 × 56). Some of the small
object activations are lost when Conv 3 features are downsampled by a factor of
2 in the main branch and the Conv 4 origin subnetwork is also deprived of these
activations. Consequently, the detector’s performance does not degrade on large
objects but its performance does degrade for smaller ones. Using Batch Normal-
ization before adding the upsampled and subnetwork feature maps are found to
increase detector Precision (mAP) and Recall (AR) for both configurations.

Tables 2 and 3 compare the performance of the proposed and five contem-
porary object detectors in terms of Precision and Recall respectively. Average
Recall is calculated at 1, 10 and 100 detections per image denoted by AR1,
AR10 and AR100 respectively. AR100 is the mean Recall and mAP is the mean
Precision across all object shapes available in the dataset. BackNet-based faster
RCNN achieves the highest mAP of 38.55% while securing an Average Preci-
sion of 22.88% on small objects (second best DetNet 22.05%). Although DetNet
produces the maximum AP for large objects (50.45%), our proposed method
is comparable (50.31%). Since BackNet is capable of retaining both small and
large object information in the final layer feature maps, the Average Recall for
BackNet-Faster RCNN is also better than other detectors on all three different
sizes of objects.

5 Conclusions

Compared to the methods applied in the relevant literature to deal with the
challenge posed by objects of small scale, our approach is theoretically straight
forward and yields better results. The motif behind deploying the proposed Back-
Net subnetwork is to prevent the signals of small object from dying down across
a number of down-sampling layers within a CNN. While the subnetwork takes
care of the small objects, the regular objects cascade through the Conventional
VGG16 layers and the merging layer still ensure a robust set of features inclusive
of objects with all possible shape and size. Although VGG16 is used as the base
of the proposed method, BackNet can be incorporated with other traditional
pretrained networks as well which further strengthens our contribution.
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Abstract. In spectator crowd images, the high number of people, small
size and occlusion of body parts, make the body detection task chal-
lenging. Due to the similarity in facial features of different people, the
variance in head features is less compared to the variation in the body
features. Similarly, the visibility of the head in a crowd is more, com-
pared to the visibility of the body. Therefore, the detection of only the
head is more successful than the detection of the full body. We show
that there exists a relation between head size and location, and the body
size and location in the image. Therefore, head size and location can be
leveraged to detect full bodies. This paper suggests that due to lack of
visibility, more variance in body features, and lack of available training
data of occluded bodies, full bodies should not be detected directly in
occluded scenes. The proposed strategy is to detect full bodies using
information extracted from head detection. Additionally, body detection
technique should not be affected by the level of occlusion. Therefore,
we propose to use only color matching for body detection. It does not
require any explicit training data like CNN based body detection. To
evaluate the effectiveness of this strategy, experiments are performed
using the S-HOCK spectator crowd dataset. Using partial ground truth
head information as the input, full bodies in a dense crowd is detected.
Experimental results show that our technique using only head detection
and color matching can detect occluded full bodies in a spectator crowd
successfully.

Keywords: Spectator crowd · Body detection · Color matching

1 Introduction

Body detection is useful for image understanding applications including surveil-
lance [19], group behavior modeling [26], semantic context extraction [10], and
crowd disaster prevention [19]. Body detection techniques can follow a top-
down or bottom-up approach [12,13]. In top-down approaches the full bodies are
detected from the images, without detecting individual parts of the body. These
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approaches do not perform well when there are overlapping bodies since occlu-
sion prevents detecting full body altogether [14,22]. Therefore, in images of dense
crowd, which have occluding bodies, the top-down approaches are less applica-
ble. In the bottom-up approaches the individual body parts are first located and
then are grouped together to form the full body. Bottom-up approaches face
the issues of joint pairing and high computational complexity [2,8,15]. With an
increasing number of people in the image, the number of potential joint pairs
increases exponentially. The possibility of incorrect joint pairing is also high due
to a large number of people in a dense crowd. Furthermore, the issue of occluding
body parts further reduces body detection [2,27]. Bottom-up approach can be
effective, if the effects of multiple joint pairing and occlusion are reduced.

Spectator crowd in a stadium is an example of a dense crowd [21]. As shown
in Fig. 1, people are usually seated in a specific arrangement, relative to a camera.
The images taken from the front view of the crowd have spectators with revealed
heads and of limited variation in dimensions. However, the bodies of spectators
at the back of the scene are occluded behind the spectators in front of them
[1,21]. Thus, there is a variation in the visible body parts. The stadium crowd
remains seated most of the time and has a low level of body movement, unlike
other crowd scenes such as pedestrians [21,27]. Therefore, techniques relying
on body movement information, such as pedestrian detection, are not suitable
for detecting people in spectator crowd videos. The videos need to be analyzed
frame by frame. Therefore, an image-based detection technique is required which
does not require movement information, and can also handle issues such as, an
increased number of people/parts, body occlusions and low image resolutions.

Image-based head and body detection are challenging because of the low
resolution [2,27] of the body parts. The low resolution reduces the availability
of detailed facial and body features in the images. Therefore, we need to rely
on techniques which detect body parts without visibility of detailed shapes.
Similarly, color matching techniques are based on individual pixel intensities.
Pixels belonging to a range of similar intensity can be grouped into a single form,
regardless of any shape, or partial visibility. Thus, if color matching is used on
the pixels of partially visible body parts, then small visible parts can be grouped
into a single object with partial occlusion. Shape detection-based techniques
may lack this robustness feature. However, in a dense crowd image, the large
number of potential matching pixels, can be computationally extensive. This
issue can be resolved by using a spatial reference for grouping pixels. Hierarchical
structure of joints in human skeleton convey important information for action
recognition [24]. But all joints are not easily detected due to occlusion. Since,
existing techniques have achieved high accuracy in head detection [1,7,9,16].
Therefore, head positions can be used as a reference for grouping pixels around
it into a single body. Taking all the issues into account, instead of relying on the
detection of possible visible/non-visible body parts/joints, we can leverage the
detected head information and use color matching for detecting body pixels.

Overall, this paper proposes that body detection in spectator crowd images,
should rely on detection of the most visible part i.e. head. The detected head
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information should be leveraged to detect full bodies, using color matching of
surrounding pixels. To evaluate the effectiveness of this technique, we use partial
ground truth head information, and detect body bounding boxes.

Fig. 1. A spectator crowd image from the S-HOCK dataset [21].

The rest of the paper is organized as follows. Section 2 discusses the exist-
ing work related to body detection. Section 3 discusses the proposed methodol-
ogy. Section 4 discusses the S-HOCK dataset used for experimentation. Section 5
explains the experimental protocol and in Sect. 6 the results are shown. Section 7
concludes the paper.

2 Related Work

Body detections are dealt like object detections, using image features like HOG
[3] and HASC [20]. The S-HOCK dataset performs experiments for body detec-
tion using various baselines. SVM is applied on HOG and HASC features for
body detection. Other than these basic features ACF [6], DPM [4] and CUBD
[5] techniques are also used for body detection. Previously, occlusion issue in
body detection is overcome by using multiple weak part detectors [25]. These
techniques perform classification based on the feature set to detect body parts.
The head, torso and lower body are separately identified. Some of them locate
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individual limbs as well. However, detecting only the head is relatively simpler
than the rest of the body, because of high visibility and less variability of the
head features compared to the body features.

Deep learning-based techniques consider head and body detection as a type
of object detection task [16–18]. Some work also performs pedestrian detection as
an object detection [25,27]. Techniques for full object detection are not suitable
for part body detection in crowd scenes, because of few reasons. The lack of
available training data of varying situations of occlusion limits the training of
networks. Smaller sized objects, i.e. body parts and heads in an image with a
large number of people are also hard to detect using state of the art object
detection techniques. Existing networks used for object detection are usually
pretrained on the ImageNet data. Because ImageNet images have large object
dimensions [7], these networks cannot successfully locate and identify objects of
small dimensions [7,11]. The issue of small dimensions is handled in various ways.
For detecting tiny faces, image upscaling [7] is used, so that the face becomes
large enough to be detected by these networks. Instead of upscaling, “super-
resolved” CNN features [11] can be used to detect small faces. It convolves small
object CNN features and makes them similar to large object CNN features.
Thus, existing networks are not trained for smaller objects, or a range of sizes.
In a crowd scene if the heads and body parts vary over a wide range, then the
network has to be trained for each size. Such a technique would require training
data for each scale size, and training for each size is also a computationally
intensive task. Existing face detection techniques have achieved high accuracy
in challenges like occlusion, small size and a wide range of variability. However,
for the body detection task, these issues are still challenging.

The issue of occlusion is handled by other approaches [23,25,27]. These tech-
niques [14,22,28] use part-based models to handle occlusion, therefore, train and
detect visible body parts. Ideally, to handle a wide range of occlusion, a network
has to be trained for all possibilities of variation in occlusion, and all possibilities
of orientation of the body parts. In crowd images, the range of variance is wide,
due to the high number of different possibilities, and it becomes hard to get
training data for each possibility. Thus, ideal body detection technique should
be independent of the available data, for varying occlusion level and orientation
of each body part.

3 Methodology

The study evaluates the effectiveness of detecting body through color matching,
using head information as input. We do not implement head detection ourselves
but rely on preexisting head information. For evaluation, the proposed technique
takes the crowd image and the partial ground truth head locations as inputs.

The relationship between head dimensions and body dimensions is very
important to make any assumption for this technique. Since our target is spec-
tator crowd scene, therefore it allows us to select some specific parameters for
such a controlled environment. Figures 2a and b, show the relationship between
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the widths and heights of the heads and the full bodies of the people in the
dataset [21]. The images in the dataset have some constraints. The images of
the spectators are taken from the front, thus restricting the viewing angle of the
scene. This restricts all the people to have the same full body size i.e. with less
variation. But the overlapping of bodies causes the spectators to have varying
visible body sizes. It can be observed that the width and height of the head are
within a narrow range, but the width and height of the body varies a lot. The
relatively high variance in body height is due to the high variance in occlusion,
showing that the people in the dataset have occluded bodies in a wide range.
Another important information lies in the relative position of the head and the
body. We consider the body joints to be always present below the head, and
not the other way around. This allows us to select a probable body region lying
below the head.

Existing head detection techniques may detect partial heads with 50% or
more overlapping head region. We may approximate a square full head region
by extending the head dimensions around the detected area. There is a possibility
that the extended full head location may not match the ground truth full head.
Since, in our proposed methodology the body search region is larger than the
head region, thus, if the head location mismatches, it will still lie within the
search space. For evaluation purposes, we select 50% overlapping ground truth
partial head bounding box values. We then approximate the full head dimension
by extending into a square region and use it as input for evaluation.

(a) Head width vs Full Body width. (b) Head height vs Full Body height.

Fig. 2. Relation between the head and full body dimensions, in S-HOCK dataset.

Figure 3 shows all the steps involved in estimating the bounding box from the
crowd scene image. The details of the steps are discussed below. Pixels which
can be grouped together with their neighborhood pixels, based on their color
similarity, form a shape of an object. Other lonely pixels which are different
from its surrounding pixels can be noise pixels. The lonely pixels which are part
of an object but are encompassed by the other group of similar pixels can also
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Fig. 3. Steps of the proposed technique.

be ignored, because only the grouped pixels may form the shape of the object
without utilizing the lonely pixels. Such lonely pixels, whether noise or no-noise,
can be considered insignificant for identifying an object. Therefore, the first
step is to remove all the pixels which do not play any significant role in body
identification. Based on Eq. (1), each pixel is compared with its neighboring
pixels, and the difference image D(x, y, c) is calculated, where x and y are the
image pixel location on both image axes, and c is the color channel.

D(x, y, c) = a1sqrt(
n∑

i=−n

n∑

j=−n

(I(x, y, c) − I(x + i, y + j, c))2)) (1)

Each pixel is compared with its 9 × 9 neighborhood pixels (n = 4). The neigh-
borhood of 9× 9 is selected to achieve similarity with HOG feature cell size, i.e.
8 × 8, in the dataset benchmark. Parameter a1 = 1/80, to compute the average
of the difference of intensities across neighborhood of 9 × 9.

The pixels which have the cumulative difference across all channels (
3∑

c=1
D)

less than a tolerance value t1 are more similar to their neighbors and therefore
considered as the significant pixels. The significant body pixels image S(x, y) is
calculated by Eq. (2).

S(x, y) =
3∑

c=1

D(x, y, c) < t1 (2)

Value of t1 is selected based on the acceptable color difference of neighborhood.
10% of the color range i.e. 255/10 across each channel is considered a similar
color. Therefore, for a pixel I(x, y) a neighborhood of 9 × 9 will have S(x, y)
approximately 8.5 (rounded to 10). Hence, we select t1 = 10. For calculations,
parameters a1 and t1 from Eqs. 1 and 2 respectively, can be merged to form a
single parameter. But we present them separately to explain the reason behind
their selected value.

After calculating the significant pixels, the head region pixels are also
removed to avoid excessive calculation and color matching. Figure 4 shows the
significant pixels with both head pixels and noise pixels removed. Since the
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Fig. 4. Significant pixels in a scene (white pixels).

approximate head location is already known, we leverage this information for
selecting a probable body region. The probable body region is the group of sig-
nificant pixels below the head region, as shown in Fig. 5, and can be considered
as the center of a full body. The bounding box values of the probable body region
are calculated from the head bounding box values using (3) and (4).

ProbBody[xmin, xmax] = Head[xmin, xmax] (3)

ProbBody[ymin, ymax] = Head[ymin, ymax] + headheight (4)

Probable body region pixels are color matched with the significant pixels. Since
the crowd images have a large number of people, therefore it is not practical
to search for matching pixels across the whole image for a particular head. The
search space for each head h needs to be limited. We select the search space as
a square region (sd × sd) around the body region center. Each significant pixel
within the square region, excluding the head pixels, is matched with the pixels
within the probable body region. Matching is calculated by the following two
steps.

First, the search space significant pixels of head h is matched with the body
region pixels of that head. Difference Qh of each pixel is calculated using (5).
Qh(x, y, i, h) shows how much each pixel at location (x, y) in search space is
different than the rest of the pixels within the probable body region hx × hy. A
smaller value means the pixels will be less different, i.e. more matching.
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Qh(x, y, i, j) = 1/q ×
3∑

c=1

(P (x, y) − P (xi, yj , c))2 (5)

where i = 1, ...hx, j = 1, ...hy, and q is equal to 3× (255/10)2. Here, 3 represents
the number of channels, and 255 is the difference between the maximum and
minimum color channel values.

Fig. 5. Red, Green, and Blue regions represent the ground truth head bounding box,
the probable body region and ground truth body bounding box respectively. (Color
figure online)

Second, to differentiate between more matching pixels and less matching
pixels, the proportion of difference is calculated using (6). The pixels which have
difference Q less than a tolerance value t2 = 0.1 (10% color difference is allowed)
are counted and compared to the number of total pixels. Mh(x, y) gives the
matching score of pixel (x, y) with the head h. The higher value means more
matching score.

Mh(x, y) = 1/(hx × hy) ×
hx∑

i=1

hy∑

j=1

(Q(x, y, i, j) < t2) (6)

Steps of calculation of pixel matching are repeated for all heads and their respec-
tive probable body centers, using Eqs. (5) and (6).

The distance of the pixel from the head center (Hcenterx,Hcentery) and
probable body center (PBcenterx, PBcentery) plays an important role in the
selection of that pixel as being a part of the body. Eqs. (7) and (8) are used
to calculate the proportionate distance of pixel at location (x, y) from the head
center and probable body center.

Fh(x, y) = 1/f × (abs(x−Hcenterx) + abs(y −Hcentery)) (7)
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where f = Width of head × Height of head, and

Gh(x, y) = 1/g × (abs(x− PBcenterx) + abs(y − PBcentery)) (8)

where g = Width of Probable Body Region × Height of Probable Body Region.
Then the overall relationship R(x, y, h) between each pixel at location (x, y)

in the search space and the head h is calculated, using (9).

R(x, y, h) = a2 ×Mh(x, y)/(Fh(x, y) ×Gh(x, y)) (9)

a2 assigns the probability of a pixel becoming part of the body, based on its
position relevant to the head. a2 is selected as 0.05 for all pixels above the
head. Otherwise, 1, to give the least importance to the pixels above the head.
Parameters f , g and a2 and Eqs. (7), (8) and (9) can be merged together for
simplifying the calculation, but they have been identified separately, to discuss
steps in detail.

Each pixel is assigned to a head with which it has maximum relation. H(x, y)
lists the head index h with maximum relation R at each pixel location (x, y).

H(x, y) = argmax
h

R(x, y, h) (10)

Figure 6 shows the final body pixels selected from all the significant pixels.
Each of these pixels is assigned to a head, based on the value of Eq. (10). Once
each pixel is assigned a head, then the pixels belonging to the same head are
grouped together. The locations of all grouped pixels are used to calculate the
bounding box limits of the body.

Fig. 6. Selected body pixels from all the significant pixels.
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4 Dataset

The Spectator Hockey (S-HOCK) dataset [21] is used for the analysis of this
technique. To the best of our knowledge, it is the only publicly available dataset
for spectator crowd. The dataset consists of videos of 15 different matches with
5 different camera angles. Each video is of 31-s duration made up of 930 frames.
Each frame has a resolution of 1280 × 1024 pixels, with around 150 people per
frame. A sample frame is shown in Fig. 1. The 930 frames from a single camera
view of each match video (930 × 15) have been annotated with head and body
bounding box values. Out of the 15 videos, 2 are provided for training, 2 for
validation and 11 for testing.

5 Experiments

Experiments are performed on image frames extracted from testing videos of
the S-HOCK dataset. There is too much redundancy in 930 frames per 31-s
duration. Therefore, out of 930 frames from each of the 11 testing videos, only
1 out of 10 frames are extracted, so making it a total of 1023(93 × 11) frames.
The total number of annotated heads in these frames is 155081, so on average
there are 151 people per frame.

The value of sd, i.e. search space region dimension, is chosen based on the
dataset body height. It is estimated that the height of only body region, i.e.
excluding the head, is around 90 pixels. Therefore, experiments were performed
for two different values of the sd i.e. 81 × 81 and 101 × 101. This dimension is
almost double the size of the head dimension. This shows that even if there is a
slight mismatch in detected head location and the ground truth, the results will
not be affected much.

6 Results

Accurately detected body bounding boxes which have an intersection over union
(IoU) overlap with the ground truth of more than 0.5 are considered accurate.
Results of the accurately detected number of people in each of the 1023 testing
frame are shown in Fig. 7. Comparing with the ground truth people count, it
shows that a high percentage of people are accurately detected in each frame.
Detecting heads is not the focus of this paper, therefore the proposed technique
cannot be directly compared with the existing full body detection techniques
with no prior information. Instead we compare the technique with grid prior i.e.
the seating arrangement of the spectator crowd, based results. Since the specta-
tor crowd [21] seats in a specific grid arrangement, the benchmark experiment
utilizes the seating arrangement grid information as an input. Since we initiate
with ground truth heads, there are no false positives and precision is 1 for our
technique. Table 1 shows the benchmark results compared with our detection
scores, without precision values. The results show that our recall and f1 score
is higher than the grid prior based body detection. High scores show that color
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matching technique can be used successfully for locating bodies in crowd scenes.
Once the pixels are grouped into a body, then shape-based object detection
techniques may be further applied for improving the detection.

0 200 400 600 800 1000 1200

Image Frame

100

110

120

130

140

150

160

N
um

be
r 

of
 p

eo
pl

e

Ground Truth
Accurately detected (sd = 81)
Accurately detected (sd = 101)

Fig. 7. Accurately detected bodies using different values of sd, compared with the
actual count of people per frame.

Table 1. Comparison of results

Method Recall f1 score

With grid prior [21]

HOG + SVM [3] 0.709 0.684

HASC + SVM [20] 0.685 0.469

ACF [6] 0.649 0.580

DPM [4] 0.618 0.502

CUBD [5] 0.553 0.581

With head information

Ours (sd = 81) 0.877 0.935

Ours (sd = 101) 0.856 0.922

7 Conclusion

Spectator crowd is a special type of crowd which has a high number of peo-
ple, with less movement. The body movement-based head and body detection
techniques are not practical for such a crowd. The spectator crowd images may
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have low resolution and occluded bodies. Techniques for detecting bodies in the
spectator crowd should be robust to low resolutions and varying occlusion. The
heads in crowd scenes are relatively more visible than the occluded body parts,
therefore the head detection is relatively easier than the body detection. Lever-
aging the high head detection accuracy of existing techniques, we propose a
robust technique for full-body detection under severe occlusion. The proposed
technique does not rely on body parts detection, however, it uses color matching
for body pixels. The pixels which are more similar to their neighborhood are
grouped into a full body. This technique detects occluded bodies, irrelevant to
the level of occlusion and resolution.
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Abstract. The accurate segmentation of a mammogram into different
anatomical regions, such as breast or pectoral muscle, is a critical step in
automated breast image analysis. This paper evaluates the performance
of u-net deep learning architecture on segmenting breast area and pec-
toral muscle from digital mammograms and digital breast tomosynthesis.
To minimise the image variations due to vendor and modality specifica-
tions, VolparaTM algorithm was used to normalise the raw image to a
unity representation that is independent of imaging conditions. Four fac-
tors and their interactions were investigated for their effects on the per-
formance of u-net segmentation: image normalisation; zero and extrap-
olated padding techniques for image size standarisation; different con-
trast between breast and background; and image resolution. By training
u-net on 2,000 normalised images, we obtained median dice-similarity
coefficients of 0.8879 and 0.9919, respectively for pectoral and breast
segmentations from 825 testing images. The model training speed was
boosted by using down sampled images without compromising segmenta-
tion accuracy. Using normalised breast images by VolparaTM algorithm,
u-net was able to perform robust segmentation of breast area and pec-
toral muscle.

Keywords: Mammography · Pectoral segmentation · Breast
segmentation · U-Net · Volpara

1 Introduction

Digital mammography (DM) is a medical imaging technique that uses low-dose
x-rays to generate two-dimensional (2D) images of the internal breast structure,
for breast cancer screening and diagnosis. Digital breast tomosynthesis (DBT)
is a recent advancement in mammography, whereby a series of low-dose x-ray
projections are captured at varying angles and reconstructed to generate three-
dimensional (3D) images of the breast. In breast cancer screening, both the
2D and 3D images are heavily processed by proprietary algorithms to facilitate
c© Springer Nature Switzerland AG 2019
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radiologists’ visualization of breast tissues and structures in their search for
abnormalities. Automated breast image analysis is a rapidly evolving field that
can augment the work of radiologists, with technologies that can, for example,
detect and characterize breast lesions or quantify breast tissue composition. In
current work, the central slice is used for analysis, because the central slice
is similar to a conventional 2D mammogram and is being used for automated
diagnosis [2,6].

Screening DM or DBT often involves obtaining two views of each breast,
i.e. a craniocaudal (CC) and mediolateral oblique (MLO) of each breast side.
Although the pectoral muscle is visible in approximately a third of CC views
[3], the pectoral muscle should be visible in all standard MLO views, and it is
the MLO view that is the focus of this work. Accurate breast image analysis
requires the pectoral muscle to be reliably segmented from the rest of the breast
tissue. However, this is a challenging task, not only because pectoral muscle and
the fibroglandular (dense) tissue in the breast have similar x-ray attenuation
properties (i.e. they have a homogeneous pixel intensity), but also due to the
different post-processing algorithms used by each x-ray vendor, artefacts, and
low contrast along the skin-air interface. Furthermore, depending on a woman’s
individual anatomy and breast positioning differences, the pectoral muscle can
have quite varied appearances (e.g. covex/straight/concave shapes, and differ-
ences in widths, angles, the proportion of the breast that the pectoral muscle
occupies, and textures). Regardless, removal of both background and pectoral
muscle during pre-processing steps is critical and allows for a cleaner exposure of
dense tissue for automated quantification of breast density and lesion detection.

Segmentation of the outer breast region is mainly affected by noisy back-
grounds (in heterogeneous pixel value distribution) i.e. artefacts (e.g. presence
of medical labels, non-target body parts, and compression paddles). Further-
more, the discernibility of breast anatomy and fibroglandular structures can be
significantly reduced at the low x-ray doses used in both DM and DBT [23], due
to the low contrast at the skin-air interface, which increases the possibility of
over-segmentation to the breast tissue at key anatomical landmarks in the breast
such as the nipple and the inframammary fold area (IMF). It is worth mention-
ing that the Mammographic Image Analysis Society (MIAS) database [25] has
been widely used in the breast imaging studies. The images in MIAS database
are digitized film mammograms and were down-sampled to 200 microns. Nowa-
days digital imaging technologies predominate breast screening, so it is more
feasible to develop algorithms capable of processing the Raw mammographic
image directly streamed from the x-ray modality (i.e. before any image process-
ing applied by the x-ray manufacturers).

For pectoral segmentation, the classical Hough transform is often utilised
to approximate the pectoral muscle edge as a straight line. The straight line
is then converted to a smooth curve, which represents the pectoral boundary
[11,15,28]. Other commonly used conventional methods include thresholding [15,
18], active contour [30,31], edge enhancement [7,13]. These methods generally
work well when the pectoral muscle is fully visible and well separated from
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other breast tissue. In one study, Chen et al. [5] incorporated region growing
for pectoral muscle segmentation. Region growing examines neighboring pixels
of initial points (referred as seed points) in an iterative fashion and determines
whether the pixel neighbors should be added to the region. The breast boundary
was first extracted using histogram thresholding and then refined using contours
to segment the breast region from the background. The seed point was selected
along the pectoral muscle and the breast tissue boundary followed by region
growing to segment the pectoral. The authors performed a qualitative analysis
and reported an acceptable segmentation in 93.5% out of 240 mammograms for
pectoral muscle separation. In another similar work, Raba et al. [18] performed
breast orientation followed by region growing to segment the pectoral muscle,
resulting in a 86% ‘good’ extraction out of 320 mammograms. The proposed
methods are promising, but Raba et al. claim an over–segmentation issue when
the contrast between the muscle and the dense tissue is fuzzy.

One work proposed combining a few metrics, such as position or intensity for
pectoral segmentation [16]. The proposed method models the probability of a
pixel to belong to background, breast, or pectoral muscle based on its position,
intensity, and texture information. The authors reported a dice similarity coeffi-
cient (DSC) of 0.83 on 149 images for pectoral muscle segmentation. This app-
roach also suffers, when the pectoral muscle starts overlapping with the breast
tissue.

In the past few years, deep convolutional neural networks (CNNs) have
demonstrated tremendous success in the medical imaging field [29], including in
lesion detection and diagnosis [26]. A number of studies have shown the poten-
tial of CNNs in mammography. Petersen et al. [17] and Kallenberg et al. [10]
presented a pixel-wise classifier for breast mass segmentation. Ribli et al. [19]
developed a CNN that outperforms manual classification of malignant or benign
lesions on a mammogram. Further, CNNs have shown superior performance in
classifying breast density categories for cancer risk prediction in recent studies
[1,12,14].

Among various CNN architectures, u-net is designed especially for medi-
cal image segmentations [22] and has demonstrated its utility via its successful
implementation in segmenting neuron structures, or tracking microscopic time
series of living cells [21]. In a subsequent work by Rodriguez-Ruiz et al., they
trained u-net over 136 breast tomosynthesis images for breast area and pectoral
muscle segmentations [20]. The trained u-net achieved a DSC greater than 0.97
between model prediction and ground truth on 161 breast images. The study was
limited to two manufacturers (Hologic and Siemens) and did not investigate the
impact of any pre-processing technique, such as resolution. The pre-processing
can influence the robustness of a deep learning model [27].

Our study further expands on the work by Rodriguez-Ruiz et al. with two
additional contributions as outlined below:

1. An examination of the robustness of u-net in a larger dataset of DM and
DBT images (over 2,000 images) from a range of different x-ray vendors.

2. An investigation of the effects of several imaging factors on u-net performance:
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– image normalisation
– zero and extrapolated image paddings
– contrast between target object and background
– image resolution

To our knowledge, it is the first study to evaluate the effects of these image
factors on the performance of u-net for breast area and pectoral segmentation.
Since u-net follows the CNN framework, our discoveries may be applicable to
other CNNs.

2 Method

2.1 Data

The breast is mainly composed of fatty and fibroglandular tissues. The fibrogal-
ndular tissue appears brighter on mammograms because it attenuates x-rays to
a greater extent than fatty tissue. The American College of Radiology has devel-
oped a BI-RADS (Breast Imaging-Reporting and Data System, 5th Edition)
to give an indication of the breast composition [24]. There are four categories;
BI-RADS A (The breasts are almost entirely fatty), BI-RADS B (There are scat-
tered areas of fibroglandular density), BI-RADS C (The breasts are heteroge-
neously dense, which may obscure small masses), and BI-RADS D (The breasts
are extremely dense, which lowers the sensitivity of mammography). Pectoral
segmentation becomes challenging, particularly for BI-RADS C–D categories,
because the pectoral muscle often overlaps with the breast tissue.

In this work 2,825 Raw MLO images (2,671 DM and 154 DBT) were obtained.
Our dataset had a distribution of at least 15% MLO images in each BI-RADS
category. 2,000 images were randomly selected for training and the remaining 825
were used for testing. The modality and manufacturer distributions of the data
are summarised in Tables 1 and 2. Each image had a corresponding ground truth
mask indicating the regions of breast area and pectoral muscle. The masks were
created by overlaying a segmentation line (generated by the VolparaTM algo-
rithm [9], Volpara Health Technologies, Ltd., Wellington, New Zealand) onto a
processed image (i.e. the raw image transformed to increase the contrast within
the breast and enhance the breast edge). The segmentation lines were then con-
firmed for accuracy by a reviewer who had been trained by imaging scientist
specialising in mammography. Where the reviewer disagreed with the segmen-
tation, the pectoral muscle was outlined manually and the pixel co-ordinates
recorded.

Table 1. Summary of image modalities

Training Testing

DM DBT DM DBT

1888 112 783 42
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Table 2. Summary of imaging system manufacturers

System Training Tesing System Training Testing

FujiAres 3 1 MediFuture 3 1

FujiAspire 0 4 MediFutureSoul 5 2

FujiCR 195 95 Metaltronica 9 2

GE 1133 460 PlanmedNuance 5 2

GEPristina 2 0 Sectra 14 11

GEPristinaTomo 42 9 SectraMDM15 10 7

GETomo 3 3 SiemensInspiration 391 155

Hologic 110 36 SiemensNovation 7 7

HologicTomo 66 27 SiemensTomo 1 3

ImsGiotto 1 0

2.2 Data Pre-processing

Data pre-processing is an important step in any learning procedure [8]. In some
cases, the pre-processing corrects the image deficiencies such as noise and arte-
facts. In other cases, the pre-processing alters the image presentation (such as
rescaling, or cropping) for optimised training [27]. The data pre-processing tech-
niques used in our study are discussed below.

Image Normalisation. Although DM and DBT images are fundamentally
radiation attenuation maps, the Display images (i.e. the images used for radiolo-
gist interpretation) vary significantly across different modalities and manufactur-
ers since there is an inconsistency not only in the processing algorithms applied
to the Raw images, the image acquisition (e.g. lower dose per projection on DBT)
factors also lead to differences in the raw and display images. For example, Figs.
1(a) and (b) show different modality presentations for the same breast (i.e. DM
versus DBT images). Varying image contrast is also demonstrated in Figs. 2(a)
and (b), where the same breast has been imaged on different manufacturer x-ray
systems.

We used the VolparaTM algorithm [9] to normalise the Raw image to a dense
tissue map, where the pixel value represents the dense tissue thickness. Nor-
malisation mitigates some of the issues that can arise when using processed
display images from varying manufacturers, for applications such as CNN train-
ing datasets. Examples of images normalised using the VolparaTM algorithm are
shown in Figs. 1(c) and (d) and Figs. 2(c) and (d).

Padding. Most CNNs require the input images to share the same size and
aspect ratio [1,27]. The size of DM and DBT images depends on the imaging
detector, which is variable across different units. Usually images are padded or
cropped to achieve a uniform size and aspect ratio. Padding is often preferable
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to cropping, since cropping may remove important tissue information at the
image edge. In this study, we compared two padding techniques: (1) zero and (2)
extrapolated paddings. Figure 3(a) shows a breast image being zero padded to its
right-hand side to match the width of other images in the dataset. Zero padding
simply adds zero-value pixels and leads to a stark distinction between the actual
image background and the padding. Figure 3(b) shows extrapolated padding of
the image background, whereby the padding was resized from a portion of the
background and further Gaussian filtered to blend into the original image.

Fig. 1. The presentations of (a) mammogram and (b) tomosyhthesis for the same
breast. Their respective Volapra normalisations in (c) and (d) show better consistency.

Fig. 2. The presentations of (a) GE and (b) Hologic mammograms for the same breast.
The Volpara normalisation removed manufacturer-specific imaging conditions, yielding
almost identical breast representation shown in (c) and (d).

Contrast. The breast image has two monochrome representations: (1) a nega-
tive image, where the breast area intensity is lower than the background intensity
(see Fig. 4(a)); and (2) a positive image, where the breast area intensity is greater
than the background intensity (see Fig. 4(b)).

Scaling. Down-scaling is another critical step in the pre-processing of training
images. In our study, the breast area and pectoral muscle are relatively large
objects compared to image size. Thus, it is feasible to use an abstracted image
by reducing the image resolution for faster training. We applied two down-scaling
settings, 0.5 and 0.25, to the DM and DBT images.
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Fig. 3. Demonstration of (a) zero and (b) extrapolated paddings. The image contrast
was adjusted for better visualisation of the background and padding effects.

Fig. 4. Same breast image in its (a) negative and (b) positive representations.

Image Pre-processing Combinations. In summary, we applied the four main
pre-processing factors described above in various combinations (as detailed in
Table 3) and investigated their impact on u-net performance. Normalised images
were those processed by VolparaTM algorithm, then padded to the same size.
For a comparative analysis, we also experimented with non-normalised (Raw)
images. Considering the 4 different imaging factors, there are a total of 16 dif-
ferent comparison experiments that can be performed. Our prior investigation
discovered that the image type and monochrome are the primary factors on
u-net performance. So we only showed a subset of experiment results here for
simplicity.

Table 3. Summary of image pre-processing

Setting Image type Monochrome Padding Down-scaling

1 Normalised image Positive Extrapolated 0.50

2 Normalised image Positive Zero 0.50

3 Normalised image Negative Extrapolated 0.50

4 Normalised image Negative Zero 0.50

5 Normalised image Negative Zero 0.25

6 Raw image Negative Zero 0.50

7 Raw image Positive Zero 0.50
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2.3 U-Net Architecture

The winning challengers of the ISBI (IEEE International Symposium on Biomed-
ical Imaging) 2015 challenge, to segment dental x-ray images and microscopic
time series of living cells, demonstrated the potential of u-net for successful
biomedical image segmentation [21]. As seen in Fig. 5, the coupled contracting
and expansive paths allow a combination of high-resolution features and output,
assembling a more precise pixel label localisation, as compared to CNNs with
contracting paths only.

The highlights of u-net are its adaptability to image deformation and its
capability to separate touching objects of the same class. The latter is especially
useful in the pectoral muscle segmentation since pectoral muscle and fibroglan-
dular tissue appear adjacent or overlapping on DM or DBT and have similar
intensity.

Fig. 5. Diagram of u-net architecture.

All 2,825 MLO images were pre-processed using the settings illustrated in
Table 3, yielding seven independent datasets. In each dataset, the images were
split into training and testing categories as described in Table 2, such that the
training and testing images across different datasets were comparable. U-net was
then trained on each of the seven datasets.

2.4 Analysis

The performance of the u-net was evaluated in terms of the breast area and
pectoral muscle segmentation accuracy on the testing data. In this study, we
used a dice similarity coefficient (DSC, see Eq. (1)) to measure how close the
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u-net prediction of the segmentations were to the ground truth. In Eq. (1),
Obju-net and ObjTruth are the u-net prediction and ground truth of an object of
interest in the image, respectively. The DSC can also be expressed in terms of
true positives (TP), false positives (FP) and false negatives (FN) as in Eq. (2).

DSC =
2|Obju-net ∩ ObjTruth|
|Obju-net| + |ObjTruth| (1)

DSC = 2 ∗ TP/(2 ∗ TP + FP + FN) (2)

The DSC score ranges between 0 and 1 where 1 indicates a perfect pixel-wise
match between prediction and ground truth.

ANOVA was applied to the DSCs to test the null hypothesis that the DSC
mean of each setting is the same versus the alternative hypothesis that at least
one DSC mean is different from others. The same ANOVA procedure was applied
to both pectoral and breast segmentation DSCs. Subsequently, a Tukey pairwise
comparison test was performed to find the setting that resulted in the leading
u-net performance.

3 Results

The u-net performance on each segmentation task are illustrated as DSC box-
plots in Fig. 6, and median DSC scores are shown in Table 4. For pectoral
segmentation, settings 3, 4, and 5 gave the highest DSC median scores; however,
setting 3 had the lowest DSC median score on the breast area segmentation and
completely failed in locating the breast (i.e. u-net labelled the entire image as
breast). Settings 1, 2, 4, 5, and 7 had comparably high DSC median scores for
the breast area segmentation task. Setting 6 performed poorly at segmenting the
pectoral muscle, with u-net labelling the entire image as pectoral.

ANOVA returned p-values less than 0.05 for both pectoral and breast area
segmentation, supporting the alternative hypothesis that at least one DSC mean
is different from the others. Figure 7 illustrates the Tukey results from 21 (i.e.
7 choose 2) pairwise comparison of DSC means. For either segmentation task,
the settings are arranged in ascending order with respect to their DSC mean.
The Tukey results show that settings 4 and 5 have the highest DSC means, and
their means are not significantly different from each other at a 5% experiment-
wise significance level. In other words, the u-net trained by either setting 4 or
5 would result in a similar performance. Recalling the pre-processing settings
in Table 3, both settings 4 and 5 correspond to normalised image, negative
monochrome (breast area intensity smaller than background intensity) and zero
paddings, while the only difference is their down-scaling factors. Hence, it would
be optimal to choose setting 5, because lower resolution images impose less
pressure on memory and provide faster training speed.
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Table 4. Summary of DSC statistics (medians and interquartile range) for u-net seg-
mentation with different pre-processing settings specified in Table 3. The Setting Code
column describes each setting, i.e. Norm = normalized; Raw = Raw (non-normalized);
Pos = monochrome positive; Neg = monochrome negative; Zero = zero padding; Ex
= extrapolated padding; 0.5 = 0.5 scaling; 0.25 = 0.25 scaling.

Setting Setting code Pectoral Breast

DSC Median DSC IQR DSC Median DSC IQR

1 NormPosEx0.5 0.5508 0.2010 0.9951 0.0124

2 NormPosZero0.5 0.6186 0.2057 0.9945 0.0194

3 NormNegEx0.5 0.8737 0.1390 0.3513 0.1503

4 NormNegZero0.5 0.8893 0.1315 0.9967 0.0046

5 NormNegZero0.25 0.8879 0.1361 0.9919 0.0072

6 RawNegZero0.5 0.1926 0.1263 0.6089 0.1976

7 RawPosZero0.5 0.7197 0.2043 0.9861 0.0247
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Fig. 6. Boxplots of DSCs for (a) pectoral and (b) breast segmentations across different
pre-processing settings defined in Table 3.

From Fig. 7, we can see that settings 6 and 7 (Raw images) fall behind
settings 4 and 5 (normalised images) in both segmentation tasks, which high-
lights the advantage of the normalised image over the Raw image in training.
The effect of monochrome can be determined by comparing settings 1 (nor-
malised/positive/extrapolated/0.5) versus 3 (normalised/negative/extrapolated
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6 1 2 7 3 5 4

3 6 1 7 2 5 4

(a) Pectoral segmentation

(b) Breast segmentation

DSC mean increasing

Fig. 7. Tukey underlining diagram for pair-wise DSC comparisons between different
pre-processing settings for (a) pectoral and (b) breast segmentations. The mean DSCs
from settings with a common underline do not differ significantly at the 5% level. The
settings are placed according to their mean DSC scores in an ascending order from left
to right.

/0.5) and settings 2 (normalised/positive/ zero/0.5) versus 4 (normalised/ neg-
ative/ zero/0.5). For pectoral segmentation, settings 3 and 4 are significantly
better than settings 1 and 2, indicating the need for negative monochrome. For
breast area segmentation, setting 4 is significantly better than setting 2 (as noted
earlier, setting 3 failed completely in segmenting the breast). As a result, u-net
training would benefit from using negative images.

Lastly, by allowing image normalisation the padding effect is examined by
comparing settings 1 versus 2 for positive monochrome, and settings 3 versus 4
for negative monochrome. From the Tukey analysis, it is clear that setting 4 of
zero padding yields the highest DSC score.

Therefore, the most optimal pre-processing setting in this study include
image normalisation, negative monochrome, zero padding and a rather small
down-scaling factor 0.25 (i.e. 1 mm per pixel). Some examples of u-net segmen-
tation with the chosen setting are shown in Fig. 8.
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Fig. 8. Exmples of u-net segmentations for pectoral (in green) and breast (in red) using
pre-processing setting 5 (explained in Table 3). The top row shows five examples of
pectoral DSC > 0.90, and bottom row shows another five examples of pectoral DSC <
0.80. (Color figure online)

4 Conclusion and Discussions

In this study, we investigated the effects of different image pre-processing tech-
niques on the performance of u-net for segmenting pectoral muscle and breast
area from DM and DBT images from a range of manufacturers. We used raw
rather than display images in this study. Because the display images are highly
variable between modalities and manufacturers. They are synthetic alteration
of the raw images, so it may not be possible to further normalise the display
image. The results demonstrated that the u-net performance was improved by
training with normalised, negative monochrome images that have been padded
with zeros to standardise their size. Further, we found the training of u-net is
robust to low resolution images, which can facilitate optimisation of the train-
ing speed and memory usage. Being trained on 2,000 images with the optimal
setting, out of 825 testing images the u-net achieved a median DSC of 0.8879 in
pectoral segmentation and 0.9919 in breast segmentation.

Meanwhile, we noticed two segmentation failures. U-net failed in segmenting
the pectoral after being trained with negative raw images with zero padding;
it also failed in segmenting breast after being trained with negative normalised
images with extrapolated padding. We argue that the negative raw image has
poor contrast between the pectoral muscle and dense tissue, which may make it
more challenging for u-net to extract valid descriptive features of the pectoral
muscle. The VolparaTM normalisation creates an anatomical map describing the
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actual tissue thickness independent of imaging conditions. Using this technique,
the contrast between breast tissue and pectoral muscle is naturally enhanced.
Hence, u-net trained on normalised images is able to locate the pectoral muscle
better than when trained on Raw images. However, the extrapolated padding
may increase the complexity of the background, which probably explains the
failed breast segmentation. In future work, we will systematically investigate
these failures, and we will compare the classification performance of u-net with
other popular CNNs such as deepLab [4].
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Abstract. This paper demonstrates the potential of using hyperspectral imaging
for detecting age and defects of grapevine leaves. For age detection studies a
number of grapevine healthy leaves and for defect detection analysis 9 different
defective leaves have been selected. Hyperspectral images of these leaves
covered spectral wavelengths from 380 nm to 1000 nm. A number of features
from the brightness in ultra violet (UV), visible (VIS) and near infrared
(NIR) regions were derived to obtain the correlation of age and defect. From the
experimental studies it has been observed that the mean brightness in terms of
original reflection in visible range has correlation with different ages of grape-
vine leaves. Moreover, the position of mean 1st derivative brightness peak in
VIS region, variation index of brightness and rate of change of brightness i.e.,
mean 1st derivative brightness at NIR provide a good indication about the age of
the leaves. For defect detection whole area and selective areas containing the
defects on the leaves have been experimentally analysed to determine which
option provides better defect detection. Variation index of brightness was also
employed as a guide to obtain information to distinguish healthy and unhealthy
leaves using hyperspectral imaging. The experimental results demonstrated that
hyperspectral imaging has excellent potential as a non-destructive as well as a
non-contact method to detect age and defects of grapevine leaves.

Keywords: Hyperspectral imaging � Grapevine leaves � Age detection � Defect

1 Introduction

Grapes are one of the most widely grown berries in the world due to their nutrition
values and importance in the multibillion dollar wine industry thereby related to
thousands of jobs worldwide and hence are an active area of research [1]. Grapevine
leaves are source of biomolecules which have an influence on the quality and quantity
of grapes. Photosynthetic performance of grapevine leaves is an important process for
producing fruits both qualitatively and quantitatively [2]. The photosynthesis depends
on the intensity of light, temperature as well as chlorophyll, carotenoids and other
accessory molecules such as nitrogen, and protein [3–5]. The contents of chlorophyll as
well as other molecules change during the life cycle of leaves. In the early stage of
development contents of chlorophyll, nitrogen and protein are high in leaves, but after a
period when leaves enter senescence phase, they gradually lose chlorophyll and pro-
tein. On the other hand, health of leaves also affect photosynthetic process as cellular
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structures of unhealthy leaves undergo changes thereby influencing grapes production
[6–8]. Therefore, it is believed that an experimental study which is in the context of
determining age and analysing various defects in grapevine leaves would be important
and interesting to improve the general understanding in this research area.

Over the ages, researchers in Computer Science and other disciplines have utilized
various image based (including but not limited to hyperspectral image methods)
experimental and analytical techniques for performing investigations with different
fruits and vegetables. Diseases for pomegranate, betel vine and fungal diseases in
plants were detected using image processing [9–11], image segmentation and soft
computing techniques were applied for detection of plant leaf diseases and effect of leaf
age and psyllid damage of Eucalyptus saligna foliage [12, 13]. Additionally, head
blight contamination in wheat kernels was detected by using multivariate imaging
Fusarium [14]. Detection of multi-tomato leaf diseases (late blight, target and bacterial
spots) in different stages by using a spectral-based sensor was also reported [15]. Early
blight and late blight diseases on tomato leaves, Fusarium head blight in wheat kernels,
early detection of tomato spotted wilt virus and stress were detected using hyper-
spectral imaging [16–19]. Hyperspectral imaging with high spectral and spatial reso-
lutions is one of the most widely used techniques for studies in disease/defect detection
in leaves. It collects both spatial and spectral information simultaneously from an
object in a non-destructive and non-contact way between ultra violet (UV) and infrared
(IR) regions. As a result, its high spectral resolution provides an extensive volume of
information in recognizing, classifying and measuring objects [20–22]. But very few
research papers are available at present that demonstrate the analysis of grapevine
leaves utilizing hyperspectral imaging. This work presents an extensive experimental
study to detect age and defect of grapevine leaves with the aid of hyperspectral
imaging. The primary contributions of this manuscript are:

• to predict age of grapevine leaves through experimental study of both adaxial and
abaxial leaf surfaces with the aid of hyperspectral imaging;

• to determine effective wavelength region for age detection;
• to obtain information for distinguishing unhealthy leaves from healthy leaves;
• to determine optimum wavelength region for defect detection;
• to introduce a new metric called the variation index that indicates the deviation of a

leaf’s brightness compared to a benchmark leaf which was employed for both age
and defect detection studies.

This report is organized as follows: Sect. 2 details the experimental setup, Sect. 3
describes the experimental results and related in depth discussions and Sect. 4 presents
the conclusion of this work.

2 Experimental Setup

A number of healthy and unhealthy grapevine leaves as presented in Fig. 1(b) were
collected from a vineyard located in central west NSW, Australia. They were scanned
by us to generate hyperspectral data cubes on the same day of procurement by utilizing
Resonon’s benchtop hyperspectral imaging system available in our research laboratory.
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The hyperspectral imaging system is shown in Fig. 1(a) and is comprised of a Pika
XC2 high-precision hyperspectral camera, linear translation stage, mounting tower,
lighting assembly, and software control system known as SpectrononPro. The imaging
spectrometers are line-scan imagers, which means they collect data one line at a time.
The Pika XC2 hyperspectral camera is Resonon’s highest precision Visible and Near-
Infrared imager covering the 380–1000 nm spectral range.

To assemble a complete two dimensional image, multiple lines are scanned as the
object is translated. The multiple line-images are then assembled line by line to form a
complete image. Two-dimensional images are constructed by translating the sample
relative to the camera. This is typically accomplished by placing the sample leaves on a
linear translation stage. For camera settings the frame rate and integration time were
selected as 62.04244 Hz (default) and 244.01 ms respectively. The dark current has
been acquired in absence of a light source. After collecting multiple dark frames
SpectrononPro then uses these measurements to subtract the dark current noise from the
measurements. Measuring absolute reflectance of an object requires calibration to
account for illumination effects. To implement this a white reflectance reference was
placed on the stage under light for a scan of the reference material. The collected data is
then scaled in reflectance to the reference material, including flat-fielding to compensate
for any spatial variations in lighting. Once the imager is calibrated for both dark current
and reflectance reference, the imager will remain calibrated until the references are
removed by the user. The speed unit and scanning speed were selected to be linear and
0.07938 cm/s (lowest). All samples were scanned for 10000 lines. The above-
mentioned setting parameters were selected by trial and error method to obtain optimum
resolution and quality of the hyperspectral images of the experimental samples. Each
scan of a leaf generated a hyperspectral image file with .bil extension with approximate
size of 700 MB–900 MB which were later processed by the SpectrononPro software.

Fig. 1(a). Hyperspectral camera. Fig. 1(b). Samples of grapevine leaves according to
age including the benchmark leaf.
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For age detection studies the experiments were conducted on a number of grape-
vine leaves according to ascending order of their age i.e. the youngest to the oldest leaf
of a vine. All leaves in this group were healthy by appearance. For the defect detection
the experiment was done on 9 defective leaves. For both age and defect detection
analysis the images of both up (i.e. adaxial) and down sides (i.e. abaxial) of the sample
leaves were analysed.

3 Results and Discussions

Sections 3.1 and 3.2 present experimental results and discussions related to age
detection and defect detection respectively. Spectra for each leaf were taken for 380 nm
to 1000 nm.

3.1 Age Detection

Figure 1(b) displays samples of grapevine leaves including benchmark leaf used for the
age detection studies. In this experiment both adaxial and abaxial grapevine leaves in
the wavelength between 379 nm and 1000 nm have been studied. In the visible range
of spectra, a characteristic high brightness peak within the green wavelength range has
been obtained. This is because in the visible wavelength range the curve shape is
governed by absorption effect from chlorophyll and other leaf pigments. It absorbs blue
and red wavelengths more strongly than green. As a result it reflects higher amount of
green compared to blue and red and hence the characteristic high brightness [23, 24].
From the experimental study it has been found that the brightness of the adaxial leaves
is higher than those of abaxial leaves. At *551.6 nm wavelength the brightness
difference between spectra of adaxial leaves are higher compared to those of abaxial
leaves. This could be because grapevine is a C3 plant [2, 25] and for C3 plants the
adaxial leaves contain several times higher concentration of chloroplasts and photo-
synthetic pigments i.e. chlorophylls and carotenoids than abaxial leaves [23]. Therefore
adaxial leaves reflect higher amount of green light compared to abaxial leaves [26].

Figure 2 corroborates that at NIR wavelength range the brightness of adaxial leaves
is higher than that of visible wavelength range. This is because a plant leaf has low
reflectance in the visible spectral region due to strong absorption by chlorophylls and
carotenoids. On the other hand, a relatively high reflectance in the near-infrared is
observed because of internal leaf scattering and no absorption [24, 27]. From the
experimental study it has been found that the brightness of the adaxial and abaxial
leaves are almost same in the NIR region. Therefore, apart from the difference in
intensity there is no significant observed difference between the characteristics of
brightness spectra of adaxial and abaxial leaves. Hence, in this manuscript graphs
obtained from the spectra of adaxial leaves have only been presented for the age
detection studies. Although mean brightness spectra from UV to NIR range provide
characteristics curves the indication of age of leaves is not significantly observed.

Although mean brightness spectra from UV to NIR range provide characteristics’
curves the indication of age of leaves is not significantly observed. Therefore, for
further age detection study the brightness of other leaves were compared with respect to
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the brightness of benchmark leaf at 554.3 nm. This wavelength was selected as a
reference wavelength because it has been found from the spectral analysis that between
UV and NIR ranges the brightness difference is higher for the consecutive leave
according to their age at *554.3 nm. On the other hand, the benchmark leaf has been
selected as a reference leaf because by visual inspection this leaf (see Fig. 1(b)) could
be considered as a matured and healthy leaf. From Fig. 2 it has been found that the ratio
of brightness of first few young leaves increases and after that it decreases with the
increasing age of leaves at 554.3 nm. The phenomenon of increasing brightness ratio
for the first few young leaves could be due to the relatively lower chlorophyll content in
the younger leaves than the comparatively either matured or older leaves [13]. Hence
absorption of green wavelength for the leaf is comparatively higher than the rest of
leaves. Therefore, this youngest leaf has lower reflectance as well as lower brightness
compared to first few younger leaves. As leaves get older the amount of chlorophyll
increases therefore brightness is enhanced. From Fig. 2 it can be seen that few young
leaves have slightly lower brightness ratio than those of first few younger leaves. As
leaves transit from young state to matured state the brightness ratio decreases sharply
and for matured to oldest leaves transition the brightness ratio decreases gradually.
From literature study it has been found that expanding leaves combine high greenness
with low photosynthetic rate as well as the decrease in photosynthetic capacity is
caused by effects such as leaf aging [28, 29]. Therefore decreasing brightness ratio
could be because of the low photosynthetic rate of leaves due to the ageing effect.

To further study the age detection, mean 1st derivatives brightness data have been
analysed. From the mean 1st derivative spectral analysis, longer wavelength shifts of
the 1st derivatives brightness peaks according to age with respect to wavelength has
been observed. These shifts of brightness peaks are clearly demonstrated in Fig. 3
where it can be found that there is a correlation between these shifts and age of the
leaves. For the ease of explanation leaves are presented here according to the ascending
order of age. As the leaves get older the brightness peaks shift to the higher wavelength
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Fig. 2. Ratio of brightness intensity of all adaxial leaves with benchmark leaf at 554.3 nm.
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between 470 nm and 550 nm. Similar to adaxial leaves, mean 1st derivatives brightness
peak shift for abaxial leaves have also been observed. There is no significant shift based
on age of leaves is observed for abaxial leaves compared to adaxial leaves (see Fig. 3).

To clearly understand the effect of age of leaves in the red and near infrared region
(675 nm–775 nm) the mean 1st derivative brightness data have been considered. Fig-
ure 4 represents the mean 1st derivatives brightness of a number of grapevine adaxial
leaves between 675 nm and 775 nm. From Fig. 4 it could be stated that the brightness
peak started gradually broadening when leaves transit from matured to old phase. This
broadening could be due to the ageing effect of leaves. As leaves proceed towards
maturity the mean rate of change of brightness becomes slower. As in Fig. 3, shifts of
mean 1st derivatives brightness peak between 675 nm and 775 nm could be observed,
but there is no significant shift based on age of leaves for this wavelength range.
Similarly mean 1st derivatives’ brightness peak broadening in this wavelength for
abaxial leaves could be noticed.
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Fig. 3. Maximum brightness peak as a function of wavelength in the 470 to 550 nm range.
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From the standard deviation of brightness, a variation index (vi) has been defined:

vi ¼ rbenchmark leaf � rið Þ � 100
rbenchmark leaf

% ð1Þ

where vi is the variation index of ith leaf, r benchmark leaf and ri are the standard
deviations of benchmark leaf and ith leaf respectively. This index represents how much
the brightness of a leaf deviates from that of a matured leaf. Figure 5 demonstrates that
there is a correlation between age of leaves and vi in both UV and NIR regions. It can
be observed that vi follows a specific trend according to the age of leaves in both UV
and NIR regions. As the leaves continue to age, vi starts increasing in the UV region but
demonstrates the opposite characteristics in the NIR region.

3.2 Defect Detection
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Fig. 5. Variation index (vi) of youngest to oldest leaves at different spectrum regions for
determination of age of leaves.

(a) Unhealthy leaf with 
many small white spots 
and few small brown 
spots.

(b) Area (grey area) selected 
for unhealthy leaf 

(c) Specific grey areas selected
for unhealthy leaf 

Fig. 6. Unhealthy leaf with white spots and few brown spots and its selected areas for data cube
accusation. (Color figure online)
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For the defect detection studies the data cubes have been obtained by selecting both
whole area and as well as selective areas of leaves using Lasso tool of SpectrononPro
software. Both whole and selective areas have been studied to obtain an optimum
selection method for distinguishing healthy and unhealthy leaves. The following
paragraphs detail the experimental results and analysis for the 9 defective leaves in terms
of mean brightness and mean 1st derivatives brightness vs wavelength. The character-
istics of these leaves were also compared with a healthy leaf from the age detection
group i.e. the benchmark leaf. This was selected as it appeared to be a matured leaf. As
seen in Fig. 6(a), this particular unhealthy leaf contains white spots along with few
brown spots. Figure 6(b and c) represent examples of the whole area and selective areas.

Figure 7 demonstrates that mean 1st derivative brightness in the NIR wavelength
range is higher for unhealthy leaf of whole area case compared to benchmark leaf.
Narrowing of brightness curves for unhealthy leaf is also observed for whole area case
compared to benchmark leaf. A whole area case shorter wavelength shift of mean 1st

derivative brightness peak is also observed for unhealthy leaf compared to benchmark
leaf. From the literature study it has been found that reflectance in NIR is insensitive to
change in chlorophyll content but sensitive to internal leaf structure, water content,
structural compound and changing of internal mesophyll structure [30, 31]. Therefore,
the deviation of mean 1st derivative brightness curves of unhealthy leaf with respect to
benchmark leaf could be due to the difference in internal leaf structures of unhealthy
and healthy leaves. From Fig. 7 it can be observed that though selective areas case
exhibits similar features as whole area the magnitude of mean 1st derivatives brightness
is lower compared to whole area case. For selective areas case areas have been selected
based on the visible spots or defective areas. Therefore characteristic feature of only
visibly defective areas have been obtained. On the other hand, for whole area case
whole area of a leaf has been selected regardless of visible defects. As a result the
features of both visible and nonvisible defective areas have been acquired with the aid
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Fig. 7. Demonstration of mean 1st derivatives of brightness of healthy (benchmark leaf) and
unhealthy (whole and selective areas) leaves to differentiate healthy and unhealthy leaves.
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of hyperspectral imaging in the NIR region. Therefore whole area case probes sig-
nificant features compared to selective areas’ case.

Sample of unhealthy leaves with visible defects are presented in Fig. 8. For most of
the unhealthy leaves similar features to Fig. 7 such as narrowing and shorter wave-
length shift of the curves have also been observed. It has been found that a sharp
transition from low to high reflectance usually occurs in the wavelengths between the

Unhealthy leaf with brown 
areas and many small brown 
spots 

Unhealthy leaf with several 
big brown spots

Unhealthy leaf with few brown spots

Unhealthy leaf with some 
brownish areas

Unhealthy leaf with few 
brown spots and some holes 
surrounded with brown 
regions

Unhealthy leaf with brown and 
yellowish regions

Unhealthy leaf with many large brown regions Unhealthy leaf with few brownish areas and holes 
surrounded by brownish areas

Fig. 8. Sample of unhealthy leaves with visible defects. (Color figure online)
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visible and the NIR regions, and this transition usually shifts to shorter wavelengths in
diseased crops [32]. The wavelength where this transition occurs can be observed in the
1st derivative brightness curves. Hence, this deviation of 1st derivative brightness curve
shapes of leaves with respect to benchmark leaf could be due to the brown spots of the
leaf. Mean 1st derivative brightness curves were able to significantly distinguish the
healthy and most (though not all) unhealthy leaves in the NIR region. Therefore, mean
spectral ratios analysis has been employed.

Mean Spectral Ratios
To highlight the difference between healthy and unhealthy leaves, the mean brightness
spectra for the unhealthy leaves were each divided by the mean brightness spectrum of
the representative healthy leaf i.e. benchmark leaf for both whole and selective areas of
unhealthy leaves.

Unhealthy leaf with many small white and few brown spots and unhealthy leaf with
few brown spots exhibit almost similar ratio curve trends from *400 nm to 1000 nm
as per Fig. 9(a). In this wavelength range the brightness ratio is higher for unhealthy leaf
with few brown spots than that of unhealthy leaf with many small white and few brown
spots. From Fig. 9(b) it can be surmised that unhealthy leaf with several big brown spots
and unhealthy leaf with brownish regions have almost similar ratio curves. The
brightness ratio of unhealthy leaf with several big brown spots is greater than unhealthy
leaf with brownish regions between the wavelength range *491 nm and *825 nm.
After 825 nm the brightness ratio is higher for unhealthy leaf with brownish regions
than unhealthy leaf with several big brown spots. Figure 9(c) presents that unhealthy
leaf with brown spots and holes and unhealthy leaf with brownish regions and holes
have similar shaped ratio curves. The brightness ratio of unhealthy leaf with brownish
regions and holes is greater than unhealthy leaf with brown spots and holes between the
wavelength range *400 nm and 1000 nm. Figure 9(d) demonstrates that for whole
area cases unhealthy leaves with brown and yellowish regions and unhealthy leaf with
many large brown regions have similar ratio curves with higher ratio value for unhealthy
leaf with many large brown regions between *570 nm to 1000 nm compared to
unhealthy leaves with brown and yellowish regions. Between *400 nm and
*570 nm the ratio value is greater for unhealthy leaves with brown and yellowish
regions than that of unhealthy leaf with many large brown regions. On the other hand for
unhealthy leaf with brown regions and many small brown spots the ratio curve is similar
shaped to unhealthy leaves with brown and yellowish regions and unhealthy leaf with
many large brown regions between *603 nm and 1000 nm. From *400 nm to
*603 nm the unhealthy leaf with brown regions and many small brown spots ratio
curve is different to unhealthy leaves with brown and yellowish regions and unhealthy
leaf with many large brown regions as well as curves of other unhealthy leaves.
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Variation Index
To obtain a correlation between healthy and unhealthy leaves, variation index vi index
has also been applied by using Eq. (1). Figure 10 demonstrates that at NIR region
healthy leaves have vi index closer to benchmark leaf, i.e. unhealthy leaves have higher
value of vi index compared to healthy leaves. No such pattern has been observed for
unhealthy and healthy leaves in the UV region.
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4 Conclusion

In this paper detection of age and defects of grapevine leaves with the aid of hyper-
spectral imaging in the range between 400 nm and 1000 nm were demonstrated. For
age detection leaves aged very young to old have been studied. From the analysis it was
found that the magnitude of mean brightness of leaves has strong correlation with
aging. This variation was found to be more prominent at *554.3 nm. Mean 1st

derivative brightness study demonstrated that mean 1st derivatives brightness peaks in
visible wavelengths shifted to the longer wavelengths as the leaves age. Mean 1st

derivatives brightness curves in the range between *675 nm and *775 nm revealed
that the rate of change of mean brightness decrease with gradual aging of leaves.
Variation index, a new metric introduced in this manuscript, also indicated to be
correlated with age of leaves.

For defect detection both whole area and selective areas containing defects on the
leaves were investigated. From these studies it was found that mean 1st derivatives
brightness in the NIR region disclosed distinguishable curves for both whole area and
selective areas’ leaves compared to a healthy leaf. But the variation of curve shapes
were more significant for whole areas’ leaves compared to selective areas’ leaves. On
the other hand ratio analysis study established that more distinguishable curves could
be obtained from the whole leaves’ study. Experimental results suggest that variation
index could be employed to detect defective leaves. Future in depth analysis could
indicate more specifically age and defect detection of grapevine leaves as well as to
identify or classify the differences between various defects as well as defective leaves.
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Abstract. Motion modeling plays a central role in video compression.
This role is even more critical in 360-degree video sequences given the
associated enormous amount of data that need be stored and communi-
cated. While the translational motion model employed by modern video
coding standards, such as HEVC, is sufficient in most cases, using higher
order models is beneficial; for this reason, the upcoming video coding
standard, VVC, employs a 4-parameter affine model. Discrete cosine
basis has the ability to efficiently model complex motion fields. In this
work, we employ discrete cosine basis to model the underlying motion
field in 360-degree video frames. In particular, we discover discrete cosine
basis oriented homogeneous motion regions over the current frame. Then
employ these estimated motion models, guided by their associated appli-
cability regions, to form a prediction for the target frame. Experimental
results show a delta bit rate of 5.13% can be achieved on 360-degree test
sequences, over conventional HEVC, if this predicted frame is used as an
additional reference frame.

Keywords: 360-degree · Discrete cosine · HEVC

1 Introduction

To provide immersive experience for users, video is captured with 360-degree
view of the world on a sphere and the users are allowed to dynamically control the
viewing direction. This mimics the head movement of a viewer in the real world.
For storage, transmission and efficient access to target regions of the 360-degree
video, captured data is projected onto planes where the projection formats could
be equirectangular, cubemap, octahedron, icosaherdon, etc. Due to the increased
field of view, 360-degree video represents a significantly larger volume of data
than traditional 2D rectilinear video, and hence there is requirement of efficient
compression algorithms to facilitate applications adopting 360-degree video.

Conventional video compression standards are pixel and frame centric.
Motion modeling is a core component in these standards; the higher cod-
ing efficiency obtained with each newer video coding standard can mainly be
c© Springer Nature Switzerland AG 2019
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attributed to the employment of better motion modeling. Modern video codecs
like H.264/AVC [1] and HEVC [2] use a block-based translational motion model.
With this model, neighbouring pixels are grouped together into square or rectan-
gular blocks to form an artificial partitioning of the current frame i.e. the frame
being predicted. Motion modeling then involves performing a search in the set
of already coded frames (i.e. reference frames), for an identically shaped block
that closely resembles the target block.

Employing higher order motion models can improve coding gain, but this
comes with increased computational complexity, which is needed to estimate the
motion parameters of such models. The emerging video coding standard, known
as versatile video coding (VVC), has adopted a 4-parameter affine motion model
[3]; experimental results show that this can reduce the required bit rate by 1%
compared to HEVC [4]. For 360-degree video sequences, the projection employed
to map the spherical surface onto a panoramic frame introduces warping distor-
tions. Furthermore, these warping distortions are not homogeneous across the
frame e.g. in the equirectangular projection, polar areas are over-sampled. All
these results in a complex motion field cannot be accurately described by a
translational or affine motion model.

In [5], a rotational motion model is proposed for 360-degree video coding
that captured object motion on the sphere. The model employs a radial motion
search pattern that does not depend on a block’s location over the sphere.
Another direction of work deals with extending the block-based translational
motion model for omnidirectional video sequences, with the motion model could
account for the spherical geometry of the imaging system [6].

In [7], a bi-directional affine motion model is employed to encode rectilin-
ear video sequences. Homogeneous motion groups are formed, over the current
frame, by classifying blocks to one of the two available affine motion models.
Conformance to the motion description provided by the affine models is used as
the classification criterion. This approach yielded a savings of bit rate around
2% over the HM reference codec for HEVC [8] when 1080p video sequences are
used. As for 4K video sequences, the gain in bit rate increased to around 4%
with HM being the reference coder [9].

The discrete cosine basis has the ability to efficiently model complex motion
fields by providing a smooth and sparse representation. In [10], the discrete
cosine basis is employed to capture motion in fisheye video sequences; a bit rate
saving of up to 6.54% over HM is reported. The basic discrete cosine basis,
employed in [10], is used to perform motion compensation in highly textured
video sequences. Experimental results reported an average bit rate saving of 4.5%
over HM reference [11]. Recently, the discrete cosine basis oriented motion model
has been applied to model the underlying motion in 360-degree video sequences
[12]. An initial investigation involving such a model oriented prediction scheme
resulted a bit rate savings of around 2% over conventional HEVC.

Leveraging on the promising results shown by: (i) homogeneous motion dis-
covery oriented prediction paradigm being able to provide motion coherence
and (ii) discrete cosine basis oriented motion model that can compensate for
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complex motion vector field; in this paper, we propose to discover homogeneous
motion regions over the current frame of 360-degree video sequence. Here, the
motion description is provided by discrete cosine vectors rather than affine vec-
tors. In particular, two high-order motion models and their associated applicabil-
ity regions (domains) are discovered over the target frame and then employed the
estimated models and domains to generate an additional reference frame within
HEVC. This new reference frame then can be used along with conventional ref-
erence frame(s) offered by HEVC to take rate-distortion optimized prediction
unit decision during the encoding process of target frame.

The rest of this paper is organized as follows. Section 2 gives an overview of
the discrete cosine basis. Section 3 details our prediction policy together. Exper-
imental results are presented in Sect. 4, and Sect. 5 states our conclusions.

Fig. 1. The two-dimensional cosine vectors used in this work to represent motion; from
left to right, the plots are for u = (0, 0), (1, 0), (0, 1), and (1, 1).

2 The Discrete Cosine Basis for Motion

A two-dimensional vector φu in the 2D discrete separable cosine basis can be
characterized by u = (u1, u2), where u1 ∈ {0, 1, . . .} and u2 ∈ {0, 1, . . .} rep-
resent, respectively, the horizontal and vertical frequencies of this vector. This
vector is evaluated, at location x = (x1, x2) of the frame under consideration,
using

φu(x) = cos
(

(2x1 + 1)πu1

2W

)
· cos

(
(2x2 + 1)πu2

2H

)
(1)

where W and H are the width and height of the frame, respectively. Then, the
motion vector v = (v1, v2) at location x is obtained from

v1(x) =
∑
u∈U

m1,kφu(x) (2)

v2(x) =
∑
u∈U

m2,kφu(x) (3)

where {m1,k,m2,k}k are the parameters of the model. In this work, we choose
U = {(0, 0), (1, 0), (0, 1), (1, 1)} and k = 2 · u1 + u2; thus, k ∈ {0, 1, 2, 3} and the
model has 8 parameters.
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Fig. 2. Block diagram of the coding/decoding framework that uses the discrete cosines
based motion model compensated prediction as a reference frame, along with the usual
temporal reference(s), for the P-frames. This additional reference frame is generated
by discovering homogeneous motion regions over the current P-frame.

Figure 1 shows the cosine vectors used in this work. The parameters
{m1,k,m2,k}3k=0 are estimated using gradient-based image registration tech-
niques [13,14]. The advantage of using a cosine basis is that the parameters asso-
ciated with higher-order models can be estimated without altering the gradient-
descent algorithm [14]. Thus, motion modeling using a discrete cosine basis can
describe more complex motion than can be described with an affine model while
they are more tractable to estimate than higher order polynomial models.

3 Prediction Using the Proposed Motion Model

In this work, the terms intra-coded frames (I-frames) and inter-coded or pre-
dicted frames (P-frames) are used in their conventional meaning; i.e., they have
the same interpretation as that used in MPEG-2 and the following video coding
standards.

Figure 2 shows a simplified block diagram of the proposed coding/decoding
architecture. The first frame of a 360-degree video sequence is coded/decoded,
as an I-frame, conventionally with HEVC. This coded frame is then propagated
to a discrete cosines basis oriented motion model compensation process, that
generates a reference frame (Rcosine) for the target P-frame. The P-frame cod-
ing/decoding then takes place using HEVC, where along with the usual temporal
reference frame, the Rcosine reference frame can also be used.

Further details of the coding/decoding architecture are provided in the fol-
lowing subsections. In Sect. 3.1, the formation procedure of the Rcosine reference
frame is described. Section 3.2 gives an insight into how Rcosine is used in con-
junction with the usual temporal reference to predict the current frame.

3.1 Discrete Cosines Basis Oriented Prediction Generation

This step begins by estimating the discrete cosines based motion model param-
eters between the reference frame R and the current P-frame, C using standard
gradient-based image registration technique [13,14]. The domain, f

(R→C)
1 , used

to estimate the associated 8-parameter motion model is the entire C frame,
where f

(R→C)
1 is a binary image, of same resolution as C, with all intensity

values equal to 1. The resultant motion model is denoted by M
(R→C)
1 herein.



110 A. Ahmmed and M. Paul

(a) Balboa sequence

(b) Broadway sequence

(c) KiteFlite sequence

Fig. 3. The discrete cosines based motion model, ˜M
(R→C)
1 performed poorly in blocks

with white boundary pixels i.e. these blocks have high mean absolute error (MAE)
values. The example scenario is for predicting frame 100 using coded frame 99 of each
4K (3840 × 2160) sequence [15]. Used block size is 240 × 240 pixels. Together these

blocks form the domain f
(R→C)
2 .
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The fractional part of the estimated motion parameters are quantized to the
accuracy of 1/64-th of a pixel and then encoded using the Exponential-Golomb
coding technique [16]. This quantized motion model, M̃

(R→C)
1 is employed to

warp R for generating a discrete cosines based motion compensated prediction,
ĈR→C

1 of C.
ĈR→C

1 = M̃
(R→C)
1

(
R

)
(4)

Next, an error analysis is carried out over the prediction error associated
to the prediction ĈR→C

1 . Prediction error blocks having the mean-absolute-error
(MAE) greater than the block-wise mean MAE of this error image are identified.
In this way, blocks with high MAE values are determined and then used to
form another domain, f

(R→C)
2 . An example of this domain is shown in Fig. 3.

Then the domain f
(R→C)
2 is fed into the discrete cosine based motion model

estimation process involving R and C, for generating a second motion model,
namely M̃

(R→C)
2 . The reference frame R is warped by this newly estimated and

quantized affine motion model to generate another prediction of C, specifically
ĈR→C

2 .
ĈR→C

2 = M̃
(R→C)
2

(
R

)
(5)

Now with the help of the domain f
(R→C)
2 , the predictions ĈR→C

1 and
ĈR→C

2 are fused into a single prediction of C, from the reference frame R, in the
following way:

Rcosine = f
(R→C)
2 · ĈR→C

2 +
(
1 − f

(R→C)
2

)
· ĈR→C

1 (6)

To generate the predicted frame Rcosine at the decoder, the discrete cosine
based motion parameters M̃

(R→C)
1 and M̃

(R→C)
2 are communicated from the

encoder. That means in total 2 × 8 = 16 parameters, each with 1/64-th of a
pixel accuracy are necessary to yield the Rcosine frame at the decoder.

3.2 Discrete Cosine Based Motion Compensated Prediction
as a Reference Frame

In addition to the normal temporal reference frames for the P-frames, the homo-
geneous motion oriented prediction, Rcosine is used as a reference frame sim-
ilarly to inter-layer reference frame in the multiview extension of HEVC [17].

Table 1. The Bjøntegaard delta gains obtained for the 360-degree test sequences over
standalone HEVC when the discrete cosine-based reference Rcosine is employed.

Sequence Delta-rate Delta-PSNR

Balboa −5.07% +0.18 dB

Broadway −5.13% +0.19 dB

KiteFlite −3.24% +0.10 dB
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The employed approach enables the encoder to make a rate-distortion optimized
decision on prediction unit basis to determine which of the available reference
to use. Additionally, it provides the flexibility of a discrete cosine based motion
model compensated prediction that can be locally adapted with conventional
motion vectors and motion-compensated prediction from the Rcosine reference
frame. Finally, the generation of Rcosine reference frames can be implemented
as an inter-layer process into a multi-layer HEVC encoder/decoder architecture
meaning that existing multi-layer HEVC implementations can be re-used and
no block-level changes to the HEVC encoding/decoding processes are needed.

4 Experimental Analysis

The rate-distortion performance of the proposed coder is investigated on 3 differ-
ent 4K resolution 360-degree video sequences [15]: Balboa, Broadway, and Kite-
Flite sequence. The equirectangular projection (ERP) format is used for exper-
imentation. The initial 120 frames of each 4K (3840 × 2160) sequence are coded
by the HM 16.10 reference software [8] for HEVC. The HM encoder is configured
using the low delay P- GOP structure i.e. IPPP. . . P as per the common test
conditions [18]. Four different quantization parameter values (QP = 22, 27, 32,
37) are used. For each P-frame, the available I- or P-frame is used to estimate
the parameters of the two discrete cosine-based motion models M̃

(R→C)
1 and

M̃
(R→C)
2 respectively. The fractional part of these parameters is limited to 1/64,

and they are coded using the Exponential Golomb coding technique [16].
To use the Rcosine frames as additional reference frames with the usual refer-

ences offered by HEVC, all the Rcosine frames are grouped together and supplied
to the SHM 12.4 reference encoder [19] for the scalable extension of HEVC, as a
base layer, with inter-layer non-zero motion estimation enabled. The additional
reference frame is inserted as a reference frame into LIST0. In the enhance-
ment layer, original video sequence is used to perform quality scalability for
P-frames only, using the same QP values. Therefore, the average PSNR for a
test sequence, in the case where the Rcosine frames are used as additional ref-
erences, is calculated using the PSNR of the I- frame from the HM encoder
and the PSNR of P-frames from the SHM encoder. To generate the overall bit
rate, the code lengths for these frames are summed up, together with the code
lengths of the per-frame parameters of the two discrete cosine-based motion
models M̃

(R→C)
1 and M̃

(R→C)
2 respectively. Table 1 tabulates the Bjøntegaard

Deltas [20] for all 360-degree test sequences under consideration.
The employed hybrid prediction paradigm generates a bit rate saving for

all test sequences. The maximum gain is obtained in the Broadway sequence;
with the Balboa sequence came in a close second. The discrete cosine-based
motion model managed to capture their underlying motion fields reasonably
well compared to the KiteFlite sequence. Figure 4 shows a rate-distortion curve
for the Broadway sequence.

The considered approach for coding 360-degree video sequences has a higher
computational cost than standalone HEVC, because of the additional reference
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Fig. 4. Rate-distortion curve for the Broadway sequence. A bit rate savings of up to
5.13% is achieved over standalone HEVC reference.

frames and their associated estimation cost. The encoder complexity grows if
more discrete cosine-based motion models are employed per frame, while the
increase in the decoder’s complexity is only minimal with that increase.

5 Conclusion

In this paper, we proposed to find homogeneous motion regions, equipped with
discrete cosines basis oriented motion model, over the current P-frame in 360-
degree video sequences. The estimated motion models and their domains are used
to form a prediction of the target frame. Experimental results show a reduction
in bit rate of up to 5.13% over standalone HEVC, if that predicted frame is
employed as an additional reference frame.
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Abstract. This paper presents a double channel 3D convolution neural network
to classify the exam scenes of invigilation videos. The first channel is based on
the C3D convolution neural network, which is the status-of-arts method of the
video scene classification. The structure of this channel is redesigned for clas-
sifying the exam-room scenes of invigilation videos. Another channel is based
on the two-stream convolution neural network using the optical flow graph
sequence as its input. This channel uses the data from the optical flow of video
to improve the performance of the video scene classification. The formed double
channel 3D convolution neural network has appropriate size of convolution
kernel and pooling kernel design. Experiments show that the proposed neural
network can classify the exam-room scenes of invigilation videos faster and
more accurately than the existing methods.

Keywords: Exam invigilation video � Video scene classification �
Convolutional neural network

1 Introduction

The problem of the exam scene classification of invigilation videos is a core function of
automatic invigilation system, which is a kind of video scene classification [1, 2]. In
recent years deep learning has significantly improve the performance of video scene
classification [3]. With the development of convolutional neural network, more and
more related works for complex human-object or human-human interaction [4–6] and
abnormal phenomena of human group activities were proposed [7–9], which proved
that the neural network classification method can effectively improve various video
scene classification in terms of speed and accuracy. Deep learning method mainly
studies the video domain from two aspects: the number of input channels and the
dimension of convolution kernel. Simonyan et al. [10] proposed two-stream convo-
lution neural network, where spatial and temporal information were extracted sepa-
rately, and video spatial-temporal information was reproduced by fully training data.
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Feichtenhofer et al. [11] studied the fusion of spatial information flow and temporal
information flow on the basis of two-stream convolution neural network. This method
greatly reduced the number of parameters and achieved higher accuracy of classifi-
cation. Zhu et al. [12] proposed Hidden two-stream convolution neural network. Wang
et al. [13] proposed a two-stream cyclic neural network method to study human
skeleton behavior, and established a time-space relationship model. In addition, Ji et al.
[14] proposed a 3D convolution neural network model for video behavior recognition.
This method can synchronously extract and fuse the spatial and temporal features of
video, which retains the motion information between adjacent frames. Tran et al. [15]
proposed a general 3D convolution neural network C3D, which can be applied to
behavior recognition, scene recognition and video similarity analysis. Qiu et al. [16]
proposed a deep neural network based on Pseudo-3D convolution trained by large
dataset, which can reduce the amount of computation and parameters and improve the
computational performance. However, all of these researches do not study the classi-
fication of video scene in exam invigilation video, which pays attention to the group
movement trend and has difficulties in taking both nearly static motion for a empty
exam-room and a middle-level examination scene and intense motion for the examine
leaving scene into account together. Therefore, in this paper, a double channel 3D
convolution neural network model is proposed, where spatial-temporal features are
extracted and fused from the original image frame sequence and optical flow graph
sequence to improve the recognition ability of the neural network for motion features.
This method can classify the scene more quickly and accurately.

This paper is organized as follows. Section 2 proposes a double channel 3D con-
volutional neural network model (D3DCNN), which is used to classify video scene for
exam invigilation video (flow chart is shown in Fig. 1). Section 3 introduces some
experimental settings and makes experimental comparison between D3DCNN model
and other neural networks on EMV-1 test dataset, which proves our network has better
performance. Section 4 is the conclusion and the future prospect.

Double-channel 3D convolutional neural network

Fig. 1. Flow chart of classifying the exam scenes of invigilation videos.
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2 Problem Definition and Problem Solving Model

2.1 Problem Definition

According to the movement patterns at different exam stages in exam rooms, this paper
defines the following five scene categories of invigilation videos:

(1) Empty exam-room: no staff and no activities in exam-room;
(2) Preparing and closing: there are no candidates in the exam-room. Only the

invigilator does the examination work before and after the examination in the
exam-room, such as opening the sealed examination papers before the examina-
tion, collecting the examination papers table by table after the examination,
summarizing the examination papers and sealing the bags;

(3) Entering the exam-room: candidates appear one after another from the entrance of
the exam-room, enter the location of each area of the exam-room and sit down;

(4) Leaving the exam-room: at the end of the examination, candidates stand up and
rush to the exit of the exam-room from all areas of the exam-room and disappear
from the monitoring;

(5) Exam ongoing: the candidate answers in his own position. The invigilator dis-
tributes the examination papers table by table, walks around, stops and sits down.

This paper is to develop an algorithm for classifying the video scene segments into
the defined five kinds of events of the exam-room invigilation videos in the coming
several sections.

2.2 Double Channel 3D Convolutional Neural Network Model
(D3DCNN)

In this section it is presented a double channel 3D Convolutional Neural Network
Model (D3DCNN) and its network structure is illustrated in Fig. 2. In order to simplify
the network structure and improve training efficiency, channel C1 emphasizes spatial
flow information and channel C2 emphasizes temporal flow information.

The structure parameters of D3DCNN network are given in Table 1. Eight con-
volution layers of the 3D convolution network structure in C1 channel are named as
Conv1_1\Conv2_1\Conv3_1 * Conv3_2\Conv4_1 * Conv4_2\Conv5_1 * Con-
v5_2. Three fully connected layers are named as FC0 * FC2. Five maximum pooling
layers are named as Pool1 * Pool5. Five convolution layers of 3D convolution net-
work structure in C2 channel are named as Conv1\Conv2\Conv3 * Conv5. Three
fully connected layers are named as FC0 * FC2. Three maximum pooling layers are
named as Pool1 * Pool3. All convolution layers adopt 3D convolution kernel. The
convolution kernel size is uniform to k � k� 3(k 2 {3, 5, 7}). The convolution kernel
size of the pool layer is k � 2 � 2(k 2 {1, 2}).

118 W. Song and X. Yu



...

... ...

...

...

... ...
...

... ...

... ... ...
......

... ...

...

...

...... ...

...

Fig. 2. Double channel 3D convolutional neural network model.

Table 1. D3DCNN network structure parameters

C1 channel C2 channel

Layer Convolution kernel
size

Number Step Layer Convolution kernel
size

Number Step

Conv1_1 3 � 3 � 3 64 1 � 1 � 1 Conv1 7 � 7� 3 96 1 � 1 � 1
Pool1 2 � 2 � 2 1 1 � 2 � 2 Pool1 2 � 2 1 2 � 2

Conv2_1 3 � 3 � 3 128 1 � 1 � 1 Conv2 5 � 5 � 3 256 1 � 1 � 1
Pool 2 2 � 2 � 2 1 2 � 2 � 2 Pool2 2 � 2 1 2 � 2

Conv3_1 3 � 3 � 3 256 1 � 1 � 1 Conv3 3 � 3 � 3 512 1 � 1 � 1
Conv3_2 3 � 3 � 3 256 1 � 1 � 1 Conv4 3 � 3 � 3 512 1 � 1 � 1
Pool 3 2 � 2 � 2 1 2 � 2 � 2 Conv5 3 � 3 � 3 512 1 � 1 � 1

Conv4_1 3 � 3 � 3 512 1 � 1 � 1 Pool3 2 � 2 1 2 � 2
Conv4_2 3 � 3 � 3 512 1 � 1 � 1 FC0 − 4096 −

Pool 4 2 � 2 � 2 1 2 � 2 � 2 FC1 − 4096 −

Conv5_1 3 � 3 � 3 512 1 � 1 � 1 FC2 − 5 −

Conv5_2 3 � 3 � 3 512 1 � 1 � 1

Pool5 2 � 2 � 2 1 2 � 2 � 2
FC0 − 4096 −

FC1 − 4096 −

FC2 − 5 −

Layer FC3 5
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2.3 Improvement on C3D Model (C1 Channel)

The C1 channel in our network improves the C3D model on the basis of the original
data, so as to get the channel with emphasis on spatial flow. In our method, a
3 � 3 � 3 3D convolution kernel is adopted in 8 convolution layers, which can fully
extract the space-time information of exam-room. Compared with larger scale con-
volution kernel, such as 5 � 5, 7 � 7, etc., the performance of our convolution kernel
is more stable, which can efficiently extract spatial information from each sub-area of
the exam-room and avoid information omission caused by over-abstraction of local
information. In addition, the pooling kernel of 2 � 2� 2 are used in the five pooling
layers of the model to preserve the spatial flow information and avoid excessive
consumption in the temporal dimension.

2.4 Improvement on Two-Stream Network Model (C2 Channel)

Based on the improvement of the two-stream network model, C2 channel with
emphasis on time flow is obtained. In our method, C2 channel expands the 2D con-
volution neural network part to 3D and add a convolution kernel of size 3 to the time
dimension, so as to extract the temporal and spatial features of optical flow sequence
efficiently. The first two layers of C2 adopt 3D convolution kernel of 7 � 7 and 5 � 5
in spatial dimension, which can accelerate the information abstraction of spatial
dimension, avoid excessive consumption on spatial scale, and enhance the sensitivity
of network to local information changes on time axis. In addition, the pooling layer of
C2 channel retains two-dimensional pooling kernel, which can avoid the reduction of
information in the time dimension, so as to retain the information in the time dimension
fully.

2.5 Double Channel Spatial-Temporal Feature Fusion Algorithms

Through the above two sections, we get the output D3 from the final pooling layer,
which is a three-dimensional feature graph. In order to further abstract the output of D3

through the full connection layer, it is necessary to “flatten” it in 3D space (space X,
space Y and time Z) and a new one-dimensional eigenvector is formed by linear
stitching. The by inputting this one-dimensional eigenvector into the full connection
layer, the final high-level features of the channel can be calculated, and then the
subsequent fusion can be carried out through the connection operation. The algorithm
is shown in Table 2.

The two N1-dimensional feature vectors extracted from the image sequence by
single channel C1 and C2 are as follows:

T1 ¼ FC1 við Þ ¼ xC11 ; xC12 ; . . .; xC1N1

� �
T2 ¼ FC2 við Þ ¼ xC21 ; xC22 ; . . .; xC2N1

� �
8<
: ð1Þ
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By connecting the output vectors of two channels, the fusion features of 2 � N1
dimension can be obtained as follows:

T ¼ F við Þ ¼ xC11 ; xC12 ; . . .; xC1N1
; xC21 ; xC22 ; . . .; xC2N1

� �
vi

ð2Þ

where N1 ¼ 512. And FC1 �ð Þ and FC2 �ð Þ are the feature extraction operations of input
image sequences for channel C1 and C2 respectively.

We can continue to abstract and reduce dimensionality through two full connection
layers to further fuse the temporal and spatial features extracted from the two channels.
The number of neurons with two full junction layers is N2 and N3, respectively. The
N3 dimension feature vector X is obtained as follows:

X ¼ x1; x2; . . .; xN3ð Þvi ð3Þ

where N3 is the number of sample categories.
D3DCNN adopts the Softmax function u xð Þ ¼ ex=

P
ex as its classifier. The

output of Softmax layer is the final output of D3DCNN which is called as Y �ð Þ. Then
the network output is expressed as follows:

Y við Þ ¼ y1; y2; . . .; yN3ð Þ
yj ¼ u xj

� � ¼ exjP
exj

(
ð4Þ

where yj is the probability that the current image sequence vi which belongs to class j.
Therefore, the correct category of vi is the ordinal number of the largest element in
y1; y2; . . .; yN3

� �
.

Table 2. Double channel spatial-temporal feature fusion algorithms

Algorithms: Feature Fusion Algorithms 
Input: Output feature maps M1 and M2 of final pooling layer C1-D3 and C2-D3 in 

channel C1 and C2, weight matrix W1, W2, W3 offset vectors b1, B2 and B3 of full con-
nection layer C1-FC0, C1-FC0 and FC1. 

Output: Fusion of eigenvectors .
1: Flattening Two Feature Matrices M1, M2 obtaining Ki=reshape(Mi).(i=1,2)
2: Calculated by Full Connection Layer Vi=KiWi+bi.
3: Vi is activated by Sigmoid =Sigm (Vi). 
4: Combining two vectors , , obtaining T=concat ( ). 
5: The final eigenvector is obtained by calculating the full connection layer and activating 

the Sigmoid. X=Sigm (TW3+b3). 
6: Return X
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The training process of D3DCNN is realized by stochastic gradient descent method
to minimize the loss function. The loss function of D3DCNN is the sum of cross-
entropy loss and regularization term. The loss function is as follows:

loss ¼ �
X

y
0
j log yj

� �þ k
2

Wik k2 ð5Þ

Where the first term is the cross-entropy loss function, the second term is the L2
regular term of the network weight, and the second term k is the coefficient of the
regular term. The loss function is determined by the product of the attenuation coef-
ficient of the weight.

3 Experiment and Analysis

3.1 Experimental Dataset and Experimental Settings

In this study, a 5-fold cross-validation scheme was adopted and carried out on graphics
CARDS with two NVIDA GeForce GTX1080, Inter®core™i7-6700KCPU@
4.00 GHz and RAM: 32.0 GB, with Python2.7, anaconda3 (Python3.5 included), caffe,
TensorFlow, etc. The experiment in this paper is mainly completed by TensorFlow.

The data used in this paper is from real invigilation video of standardized exam-
room. The data consists of 14 h and is chosen from 10 different examination venues.
The original resolution is 1920 � 1080 and frame rate is 24FPS and MP4 format. In
this paper, sliding sampling is carried out with 6 frames in effective fragments and 32
frames are adopted in per sample in the aspect of sample fragment acquisition.

We adjusted the image size of each frame of the sample fragment to 144 � 82,
where D3DCNN can achieve the best balance between lower time consumption and
classification accuracy. Define each sample fragment size for l� h� w� c, where l is
the number of frame segments, c is the number of frame image channels and h and w
are the height and width of sample segment frames. Therefore, the sample fragment
size in this paper was 144 � 82 � 3 � 32. In this paper, 3260 sample fragments were
adopted. According to the semantics of manual annotation, we obtained the classifi-
cation and annotation of scene simultaneously. The number of sample fragments in
various examination venues is shown in Table 3. Because of the 5-fold cross-validation
scheme, the number of training sample fragments and test sample fragments was 4 to 1
in each category. The sample fragment set used in this paper was marked as EMV-1
dataset (Examination Monitoring video).

Table 3. The number of sample fragments in various examination venues

Type Label Number of image sequences Training dataset Test dataset

1 Empty exam-room 516 413 103
2 Preparing and closing 826 661 165

3 Entering the exam-room 778 622 156
4 Leaving the exam-room 543 434 109
5 Exam ongoing 597 478 119

Total 3260 2608 652
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In this paper, the Stochastic Gradient Descent (SGD) method was applied to train
the D3DCNN model. The initial learning rate was set to 0.001 and the learning
attenuation rate was set to 0.99. Batch size for reading EMV-1 dataset in training was
set to 32, which means the five-dimensional tensor of 32 � 144 � 82 � 3 � 32 was
read every time in the training. At the same time, the labels of each sample fragment
were read and used for training in the form of 32 � 1 tensor. A round of epoch
required 82 iterations, and the maximum number of iterations was set as 82000. During
the training, the model was retained every 1000 iterations.

3.2 Optical Flow Experiment of Video Dataset in Exam-Room

The channel C2 of D3DCNN model adopted pre-processed optical flow graph as data
input. In this paper, the dense optical flow method was applied in the specific problem
of exam invigilation video based on two following aspects: First, it is not necessary to
calculate the optical flow graph frame by frame, but only one frame per 0:5 � FPSd e
frame. Second, it does not care about the precise motion of the specific object but
mainly considers the overall movement trend of the exam-room. Figure 3(a) is an
example of an optical flow graph extracting from two exam-room images with
0:5 � FPSd e frames apart. Figure 3(b) is an example of the optical flow graph sequence
(candidates leave the exam-room) of the input double channel 3D convolution neural
network.

3.3 Analysis of Experimental Results of EMV-1 Dataset

In this section, experimental analysis and comparison of D3DCNN model and single
channel C1 and C2 neural networks on EMV-1 test dataset proved the validity of the
double channel 3D convolution network and proved the superiority of D3DCNN model
by comparing with many frontier methods.

Fig. 3. Optical flow graph of exam invigilation video. (a) An optical flow graph extracting from
two exam-room images. (b) A sample of optical flow graph sequence of exam invigilation video.
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Figure 4 shows confusion matrix diagrams of C1 channel model, C2 channel model
and D3DCNN model for classification of five types of exam-room video scene
respectively, where Y-axis is the real category of sample fragments and X-axis is the
predicted sample category of sample fragments.

From the comparative analysis of Fig. 4(a) and (b), it can be seen that the classi-
fication accuracy of C1 channel model is higher than that of C2 channel model for
Category 2 (preparation and closing) scenarios. The reason is that the C2 channel
model uses optical flow graphs sequence to extract features, and the recognition of type
2 is mainly realized by learning the action features of the invigilators. When the action
amplitude of the invigilators does not change significantly, it is easy to confuse with
other sample categories which also have weak action changes. However, the classifi-
cation accuracy of C1 channel model for Category 3 (candidates enter the exam-room)
and Category 4 (candidates leave the exam-room) is lower than that of C2 channel
model. That is because the C1 channel model is classified by the original frame image
samples, and the two types of sample sequences present complex and confusing per-
sonnel distribution. The lack of distinguishing ability of the C1 channel model leads to
confusion between the two types. In these two kinds of video scenarios, the direction
and trend of candidates’ movement have obvious trend in the optical flow graph, and
C2 channel model makes full use of this to improve the recognition accuracy of these
two kinds of sample fragments.

Generally, the C1 channel model has better discriminant ability to classify samples
with the distribution of personnel and the movement of only a few people and the C2
channel model has a good ability to distinguish the types of personnel distribution
disorder or mass movement. D3DCNN compensates the C1 and C2 channel models,
combines their advantages, and effectively fuses image spatial content and action
information. The classification accuracy of all kinds of samples is improved to more
than 0.88, and the overall accuracy is up to 0.92 (shown in Fig. 4(c)).

Table 4 compares the classification accuracy of several frontier methods and
D3DCNN on the dataset EVM-1. The traditional BoW method combined with the
BoW model has a general performance. The accuracy of the BoW method based on
HOG, HOF and MoSIFT features is only about 55%. Compared with traditional
method, the accuracy of most deep learning methods can reach more than 80%, such as
C3D, C1 and C2 channel models.

Under the same input data, the classification accuracy of C3D model is 87.48%
slightly lower than that of C1 channel model 88.03%, which proves that the single
channel network model designed in this paper is better. The C2 channel model applies
the same model structure to the optical flow map data and obtains 86.74% classification
results. D3DCNN model further uses double channel network models to learn the
features of different source data and fuses the temporal and spatial features of C1 and
C2 channel models, which can improve the classification accuracy to the highest
92.27%.
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Table 4. Comparison of classification accuracy on the EMV-1

SN Methods Accuracy in %

1 HOG + BoW 54.29
2 HOF + BoW 55.36
3 MoSIFT + BoW 54.91
4 MoSIFT + KDE + Sparse Coding 58.13
5 C3D 87.48
6 C1 88.03
7 C2 86.74
8 D3DCNN 92.27

Fig. 4. Comparison of the classification confusion matrix between D3DCNN and two channels.
(a) Classification confusion matrix of C1 channel model. (b) Classification confusion matrix of
C2 channel model. (c) D3DCNN classification confusion matrix.
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4 Conclusions and Future Work

This paper has proposed an effective method for classifying the exam scenes of
invigilation videos. The core of this method is a double channel 3D convolution neural
network that can classify the exam scenes of invigilation videos. The first channel is
based on the C3D convolution neural network. It uses the three-dimensional convo-
lution kernel to extract the temporal and spatial features effectively. Another channel is
based on the two-stream convolution neural network that uses the data from the optical
flow of videos to improve the performance of the video scene classification. Two
channels are fused to the synergy effect on classifying the video scenes. After training
with a large number of samples, the model can achieve an efficient classification of the
exam-room’s global motion state. Experiments on the EMV-1 dataset of exam invig-
ilation video demonstrate the superiority of the model.

Although the end-to-end training method can be realized on the double channel 3D
convolution neural network model in this paper, it needs to be prepared in advance
since the optical flow graphs of one of the data sources needs to be obtained by
computing the source video data. Therefore, this method has not yet formed a complete
end-to-end system. How to integrate optical flow information acquisition into network
model and realize the complete end-to-end training and reasoning is one of the key
points of future researches. The effects of different optical flow methods on the model
results, the effects of different types of features besides optical flow data as input
sources on the model results, and the more optimized network model structure design
will be the next research priorities.
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Abstract. Due to the powerful image editing tools, image integrity protection is
becoming important, for instance, in a court of law, news reports, insurance
claims or telemedicine. Digital image watermarking is a technique for detecting,
localizing and recovering of tampered image but capability and accuracy of
performance by the existing methods are still issues especially when tampering
rate is relatively high. This paper proposes a novel blind fragile watermarking
mechanism for effective image authentication and recovery. In the proposed
scheme, not only the probability of detection and localization of tampering is
increased because of embedding appropriate authentication code in the proper
position but also there is an efficient post-processing of recovery in a way that
any pixel has treated differently leading to higher quality of recovered image.
Furthermore, embedding more fragile authentication code with a smaller number
of bits can help to provide a second opportunity for content recovery while the
quality of watermarked image is preserved. Thus, better results have been
achieved in terms of accuracy of detection and the quality of recovered image
after higher tampering rate compared with some of the state-of-the-art schemes.

Keywords: Watermarking � Tamper detection � Image recovery � Image
security � Image authentication

1 Introduction

Modifying, transmitting and exchanging digital content have become more convenient
and frequent due to the advancements in modern communication technologies and the
availability of numerous image processing tools. It may result in challenges when
truthfulness of digitized information contained in the images is important and can lead
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to problems in application areas like medical imaging, forensic documents, news
reports etc. During transmission such sensitive contents may be intentionally or
unintentionally manipulated leading to undesired consequences. Therefore, it is really a
significant problem to confirm the integrity of received images as well as the original
ownership authentication. For this reason, digital image integrity verification has
become a popular and crucial research subject [1–5].

Image integrity verification can be implemented by digital signatures or digital
watermarking. The digital signature method includes extracting the feature information
of digital images and saving it as independent authentication information. A digital
image can be verified if the authentication information is determined. However, a
digital signature cannot distinguish where exactly tampering has happened. Whereas, a
digital watermarking is able to not only detect, but also identify the location of tam-
pering. “Digital Watermarking” is a method in which additional information is
embedded into a digital signal with the purpose of authentication or verifying its
integrity. This method has important applications in copyright protection, detection of
fraud and document forgery, authentication of imagery and combatting fake news.
Invisible watermark could be a company logo, a literary message indicating the
ownership of the image, some features of the original image, and even a full copy of the
compressed original image itself. Watermark data can be extracted for various pur-
poses, including content integrity verification or ownership authentication [1–6].

According to applications, watermark techniques, can be categorized as fragile
watermarking, semi-fragile watermarking and robust watermarking. Fragile water-
marking can be easily altered or damaged by any modification. Since it is sensitive to
any kind of modifications, it can be used for verifying the integrity of the received
images. Semi-fragile watermarking scheme is able to resist some malicious attacks
while it is sensitive to some other forms of tampering and can be used for multiple
purposes. Robust watermarking can be used to ownership authentication or copyright
protection. Watermarking for tamper detection and recovery has received much
attention recently. Fragile image watermarking has been studied for content authenti-
cation and integrity verification. In recent studies, more self-embedding fragile
watermarking schemes have been developed to recover the contents of the detected,
tampered regions using the intact information. In this type of schemes watermark data
are usually basic features related to the original image [7–9].

Although there are variety of schemes that are able to recover the tampered image,
there is no general model for the integrity verification and content recovery due to the
trade-off between the recovered image quality and tampering rate. The performance of
tamper detection, localization and recovery schemes are usually given in terms of
accuracy of detection, localization and quality of recovered image in different recovery
conditions. Recovery condition can be tampering rate or the amount of modifications.
In most fragile image watermarking least significant bit (LSB) embedding method
generally has been used because it is simple and has high capacity of data hiding with
good quality [5]. Some methods [5, 7] have used more than 2 LSBs of image’s pixels
for data embedding while the others [6, 10, 11] only used 2 LSBs or even less.
Obviously using less LSBs for embedding watermark data can result in better quality of
watermarked image. However, there is more limitation for embedding data.
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Shehab et al. [6] proposed a new fragile watermarking scheme for image authen-
tication and self-recovery for medical applications. In their method an image is divided
to blocks. Blocks are non-overlapping with the same size of 4 × 4 then for every block
singular value decomposition (SVD) is used to obtain block authentication bits and the
self-recovery information is calculated with the help of the average values of every four
pixels inside the block. Block authentication and self-recovery bits are inserted into the
two least significant bits (LSBs) of the image pixels of the other block for authenti-
cation and providing a way to detect different attacked area of the watermarked image
and recover the original image after tampering. Arnold transformation is also used to
determine the insertion of both authentication and self-recovery bits. This method can
achieve reasonable quality of recovered image but the validity of localization of
tampering cannot be trusted exactly. This problem occurs because of embedding both
authentication and recovery bits in the same block. Here a lack of capability is noticed
in realizing that which block is tampered with, whether the block contained authenti-
cation bits or the source block; thus, there would be an increase in False Positive Rate
(FPR). Moreover, methods which use average pixels values same as [6] has the
problem of mosaic appearance for recovered blocks. Hsu and Tu [7] used smoothness
to distinguish the types of image blocks, and employ different watermark embedding,
tamper detection, and recovery strategies for different block types to enhance hiding
efficiency, authentication, and recovery effects. They proposed further processing for
recovered blocks to eliminate mosaic appearance after being recovered. In their method
although the problem of mosaic appearance was solved, the quality of recovered image
after post-processing has decreased.

Kim et al. [10] proposed a self-embedding fragile watermarking scheme to restoration
of a tampered image. An absolute moment block truncation coding was used to compress
the original image. Then, compressed version of the original image was embedded using
the LSB and 2LSB for the pixels of the cover image. In their scheme, at receiver side, a
compressed version of the original image is reconstructed by using extracted water-
marked data and compared with compressed version of received image in order to detect
tampering. In their method, due to lacking separated authentication and recovery bits, the
probability of error could be high. In many self-embedding block-wise schemes, the
recovery bits related to a particular block are often hidden into the other block of the
image. Sometimes, this recovery method could be unsuccessful as a result of tampering
the block contained the recovery bits. This is called tampering coincidence problem [5].

To solve the problem, in some papers, redundant information of the recovery codes
has been embedded into the original image. However, embedding redundant data needs
more embedding bits resulting in greater distortion. Therefore, the quality of water-
marked image has decreased due to more embedding data. Optimal iterative block
truncation coding (OIBTC) has been proposed by Qin et al. [11], which can acquire
better visual quality of decoded images than Block Truncation Coding (BTC). They
used OIBTC in order to generate reference bits with high efficiency for content
recovery. Their method can achieve good performance of tampering recovery. They
applied two sizes of blocks and obtained different results for each size (4 × 4 and
8 × 8). As a result of higher compression rate and having greater redundancy of
recovery data, the largest restorable tampering rates are higher for block sizes of 8 × 8.
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But the quality of recovered image is better for block size of 4 × 4 when tampering rate
is low due to the fact that watermarked data can have more detailed recovery bits for
each block. Although, the quality of the recovered image after higher tampering rate
can be improved for the block size of 8 × 8 because of embedding redundant infor-
mation, the localization accuracy will be also reduced due to using a large block size. It
is obvious that more watermark data can be embedded into a large block size, but it
delivers a poor accuracy for tamper localization [6, 12].

In the proposed method, authentication code is more compressed but with greater
sensitivity to any modification. Instead, the second chance for block recovery can be
embedded inside the watermarked image. Furthermore, pixels in the recovered blocks
are differently treated concerning to their positions. Therefore, the proposed method
will be capable to recover more tampered block with higher quality. The experimental
results demonstrate that this method is truly efficient, especially when the tampered
area is relatively large.

The contributions of the paper are:

• Introduction of more fragile and compressed authentication code with higher
probability of detecting tampering.

• Introduce embedding the second recovery data for better recovery while the quality
of the watermarked image is preserved.

• Introduction of effective pixel-wise mechanism after content recovery to eliminate
mosaic visual.

2 Proposed Method

The image is divided into 4 × 4 blocks then authentication code and reference code are
computed for each block separately. Do to the fact that, the smaller block size can
provide more accurate tamper localization [12], the block size of 4 × 4 has been
selected in this proposed method. However, choosing smaller block size such as 2 × 2
is not possible because there is more limitation on the capacity of data hiding. Unlike
the [6] method the location of authentication code for each block is different from its
recovery code to achieve greater accuracy. Authentication data will be embedded in
each block itself and recovery data will be embedded into the other block. Recovery
data can be achieved firstly with the help of average pixels values of the blocks then
authentication code for each block will be made with reference to calculated watermark
data of the block and their parity bits. To ensure the security and providing better
recovery ability, the recovery data related to each block transform in the other block in
a way that it can only be reversed back by the previous unique and secret key. For this
reason, Arnold transformation is used to find destination block for embedding recovery
codes such a way that watermarked data can be distributed into an image’s blocks [6,
12]. A digital image which is divided into non-overlapping blocks can be considered as
a two unit function f(x, y). It is a mapping function which changes a source block (x, y)
to a destination block (x′,y′) using (1).
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Parameter of “N” is the total number of blocks in an image. Parameters “a” and “b” can
be used as the secret keys.

2.1 Generating and Embedding Watermarked Data

Self-recovery information consists of two parts, the first and the second recovery code.
The embedding locations of block recovery codes are different and should be calculated
with secret keys to have greater protection. It helps with hiding the neighboring block
recovery data at a distant location in order to prevent an attacker from more tampering
and provide better self-recovery.

To reduce the amount of watermark data and increase the quality of watermarked
image, the watermark recovery data are divided into two kinds of recovery codes. The
first recovery code can be used more frequently therefore it is more complete and
deliver better quality. The first recovery data for every 4 × 4 block includes four
average values related to four 2 × 2 blocks which are inside this block. The average
value of the 4 × 4 block is considered as its second recovery data which is more
compressed and will be used in case of damaging the first one. The number of 5 bits is
assigned for every average value as its 5 Most Significant Bits (MSBs). There are five
average values which should be embedded in every block such a way that one of them
(R5 in Fig. 1) is the second recovery code and it belongs to one block of the image and
the other four codes (R1;R2;R3;R4 in Fig. 1) are altogether as the first recovery code
and they belong to another block of the image (see Figs. 1 and 2).

Fig. 1. The first and second recovery codes
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In order to generate reference bits of recovery codes, mean values and their 5 MSB
can be calculated by the following formulas (2, 3, 4, and 5).

Rx ¼ 1
4

X4

i¼1
Piþ 4 x�1ð Þ x ¼ 1; 2; 3; 4 ð2Þ

Rx;t ¼ floor round Rxð Þ=2t½ �mod 2; t ¼ 0; 1; . . .; 4 ð3Þ

R5 ¼ 1
16

X16

i¼1
Pi ð4Þ

R5;t ¼ floor round R5ð Þ=2t½ �mod 2; t ¼ 0; 1; . . .; 4 ð5Þ

Where Pi (l = 1, 2… 16) are pixels inside the block and Ri (l = 1, 2… 5) are related
mean values. The function floor (.) returns the nearest integer towards minus infinity of
the input, the function round (.) returns the nearest integer of the input, Ri (l = 1, 2… 5)
denote the recovery codes of the block (see Fig. 1), and t (t = 0, 1… 4) denote the
5 MSB bits of the mean values. After embedding all reference codes in their related
destination block, authentication code of each block should be calculated according to
its embedded data. Thus, the parity bit for any of the five average values should be
calculated and added to them. In order to achieve more accuracy and decrease FNR, the
other two parity checks should be done on the first and second LSBs of destination
block to ensure that the probability of detecting tampering can be high enough.
Therefore, the number of bits for authentication code is 7. In order not to degrade the
quality of the image noticeably, the two LSBs of the pixels in every block are used to
embed watermarked data. The 7 bits of all LSBs in every block are reserved for
authentication bits. There are 5 average values which are needed to embed as recovery
code and each average value has 5 bits separately in every block. An extra bit is added
to every average value as parity bit to check whether data has been tampered or not.
These bits are included authentication code. In the Fig. 3 Rx;i are the recovery codes
and py are authentication codes which are embedded in 2 LSBs of destination block. As
it mentioned before, authentication code for every block should be computed according
its embedded recovery data then embedded into the block itself.

Fig. 2. Finding destination block for embedding recovery codes
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Since there are seven times of checking parity, the probability of not to detect
tampering is very low and can be calculated by binomial distribution formula. When
the number of bit errors becomes even a single parity bit fails to detect, therefore the
probability of undetected error is calculated by taking into account the number of
combinations that even bits are in error by (6).

Pr undetectedð Þ ¼ n
x

� �
pxqn�x ð6Þ

Here “n” is the number of bits and “x” is the number of errors which are even. “p” is
the probability of changing or error for one bit and “q” is the probability of not
changing for one bit. When parity checks are done on the amounts of averages, the
number of bits is 5. As a result, the probability of error can be calculated by (7).

Pr undetectedð Þn¼5 =
5
2

� �
1
2

� �2 1
2
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þ 5
4
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2

� �4 1
2

� �1

\
1
2

ð7Þ

When parity check are done on LSBs, the number of bits is 15. Consequently, the
probability of error can be calculated by (8).

Pr undetectedð Þn¼15 =
15
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As a result of 7 times checking parity, the probability of not detecting of tampering

(FNR) can be far less than 1
2

� �7
.

2.2 Tamper Detection and Localization

An image should be divided to 4 × 4 blocks to detect tampering. The watermark data
should be extracted from the two LSBs of pixel values of every block. Then five
average values will be separated and parity bit for any of them should be calculated and
compared with the related extracted parity bit to distinguish whether the image block is
tampered with or not. If parity for all average values are valid the other two parity
checks should be done on the first and second LSBs as well. If the data extracted are
not same compared with the parity bits it indicates that block has been tampered with
and recovery is necessary.

Fig. 3. Embedding authentication and recovery codes in first and second LSB of a block
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2.3 Recovery of Tampered Blocks

In case of detecting tampering in a block, its recovery data which have been embedded
in the other areas of the image should be extracted to reconstruct its modified data. The
addresses of the recovery codes can be calculated by the inverse of Arnold transfor-
mation with the two secret keys that have been used during embedding procedure. Our
priority is the first recovery data since it has more quality. For this reason, another
authentication test is done to ensure that the block contained the first recovery data is
still undamaged. If the first recovery code related to tampered block is valid this
recovery data will be used to recover the block. Otherwise if the second recovery code
is available and intact it can be used as well. If both recovery codes of a block have
been damaged, the average value of all its available intact adjacent blocks can be
considered as its mean value.

When above recovery steps are done the 5 Most Significant Bits (MSBs) of all
pixels related to the tampered blocks could be recovered. The recovered blocks may
have mosaic appearance since the same average values have been used for some pixels
similarly. In order to solve this problem further processing can be done for every pixels
of the recovered blocks. Every pixel of the recovered blocks should be processed in a
different way according to their position in the block in order to avoid substituting same
values for all of them and achieving better quality. The quality of the block can be
improved with the assist of its neighbors. This is because every pixel can be affected by
its four neighbors as it can be clearly seen from the Fig. 4. Any pixels of the 2 × 2
block which is recovered by the mean of the block is affected two times by its own
block mean and one time by its two neighbor blocks mean as well. Therefore, the
process after recovery can be done by (9).

Pxi ¼ 2� Rx þMB1 þMB2=4½ �; i ¼ 1; 2; . . .; 4; x ¼ 1; 2; . . .; 4 ð9Þ

Where “i” defines the number of pixels in the 2 × 2 block, “x” defines the number of
the block, MB1 and MB2 are its neighbour blocks mean values.

In the method [7] this point is not paid attention. Instead they used the corner
neighbors which do not have much influence on the mentioned pixels. For this reason,
the quality of recovered block has decreased in their method. After using above

Fig. 4. Post-processing for pixels individually
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formula, the 6 MSBs of all block pixels are recovered. Figure 5 illustrates detection
and recovery of tampered blocks in the image.

2.4 Recovery of Tampered Image

The image can be reconstructed by integrating the undamaged blocks and the recovered
blocks. In order to decrease the distortion between original image and recovered image
caused by first and second LSBs, further processes should be consulted with. Since
distortion for two bits is calculated by (10), the binary value of 10 can be best value for
first and second LSBs to minimize the amount of distortion.

D ¼
Xi¼3

i¼0
Li � xð Þ2 ð10Þ

Where “D” defines alteration by two LSBs, Li is the real amount of two LSBs and can
be 0, 1 and 2 to 3 as a decimal value. It can be simply calculated that the amount of 2
(10 in binary form) is the best value to minimize the distortion.

Fig. 5. Tamper detection and recovery for an image block
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3 Experimental Results

Some standard images have been utilized to demonstrate the effectiveness of proposed
method. Performance analysis of the proposed method has been done on the quality of
watermarked images and recovered image with standard quality measurements Peak
Signal-to-Noise Ratio (PSNR)) in same conditions or similar tampering rates. The
comparison between the results of the proposed method and [6] and [7] are listed in
Table 1, when tampering rates (t) were 30%.

As it can clearly be seen from the table all our results are better except for Barbara
image because of having mosaic shape in this image itself. It is obvious that our method
has even better results than [6] and [7] in higher tampering rate (between 30%–50%) as a
result of having second chance of recovery. The quality of watermarked image in
proposed method and [6] for all images are more than 43 dB thanks to embedding
watermark data in only two LSBs. But the quality of watermarked image in [7] is less
and (around 40.9) due to an increased use of LSBs to embed data hiding for each pixel in
average. Our method is able to detect, localize and recover tampered image when
tampering rate is less than 50% with acceptable quality. This capability can prove the
high proficiency and capability of our method. The Fig. 6 shows the results of tampering
localization and recovery by the proposed method after copy paste attack.

The Fig. 7 shows recovered image by the proposed method and the method of [6]
and [7] in similar conditions after cropping attack. The other images are also prepared
including two medical 512 × 512 images of Liver and Brain since the proposed
method can work on medical images as well. The Fig. 8 shows recovered image after
tampering by the proposed method and the scheme of [6]. To show the superior
performance of this method, the picture of Liver has been selected to show the details
in a way that can be seen by eyes more clearly. As it can be clearly seen in the Fig. 9
the quality of recovered area in the image in proposed method is better than that of [6]
as a result of eliminating mosaic visual in our method.

Table 1. Comparison the results of proposed method with [6] and [7] in terms of PSNR for
different standard images when tampering rate is 30%

Standard images [6] [7] Proposed method

Lena 35.2832 33.6408 36.2505
Barbara 26.8452 24.8220 26.2362
Mandril 34.3247 32.0925 34.7858
Woman-Darkhair 43.1291 42.0440 45.4568
Woman-Blonde 33.4915 32.2753 33.9269
Living Room 31.3660 29.5539 31.6878
pepper 35.3788 34.1731 36.7211
Lake 32.9030 31.4760 33.9225
JetPlane 37.2206 35.4477 38.6208
CameraMan 37.5171 34.4148 37.4082
House 44.4450 43.2550 49.7387
Pirot 33.6052 31.9483 33.9626
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The experimental results show the proposed scheme has better performance in
terms of tamper detection accuracy in compared with latest methods as can be seen in
Table 2. The authentication code in our method is more sensitive to any kind of
modification. The probability of detecting tampering for each block is far higher than
the trace of SVD which is used in [6] as authentication code. Although SVD has

Fig. 6. (Results of copy and paste attack by proposed method) Original image – Tampered
image – Detected Tampered Area – Recovered image by proposed method

Fig. 7. (Results of Cropping attack) Tamper image t = 30% - Recovered image by [6] -
Recovered image by Proposed method - Recovered image by [7]
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characteristic of robustness, it is not helpful in this type of application. Furthermore,
since each block has its own authentication code and recovery code belonged to the
other block, the possibility of happening False Positive Rate (FPR) will decrease. The
rate of error of FPR in the scheme of [6] is more because the destination block includes
both the authentication and the recovery codes. Thus, if the destination block is tam-
pered, an error will happen in detecting where the image is tampered exactly. The
improvement can be clearly seen in Table 2 when the proposed scheme has been
compared with the scheme of [6] and [7] in terms of authentication error rates.

Fig. 8. Original image - Tamper image - Recovered image by [6] - Recovered image by
Proposed method

Fig. 9. Recovered tampered area by [6] - Recovered tampered area by proposed method after
eliminating mosaic visual

Table 2. Comparison the results in average in terms of FRN and FPR

Paper FNR FPR

[6] 0.41 0.013
[7] 0.0008 0.0044
Proposed scheme <0.0078 0.0003
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4 Conclusion

In this paper, a blind self-embedding watermarking scheme for tamper detection,
localization and recovery has been proposed using a novel data hiding embedding
mechanism. To provide additional security the image is divided into the blocks and
watermarked data are included as authentication code and recovery code. In order to
achieve greater quality of recovered image, two types of recovery code are utilized. The
average mean values are applied for each block to create recovery codes. Any of the
recovery codes belonged to each block should be embedded into the other blocks at a
distant location for providing better self-recovery. Authentication code for each block
is 7 bits and is generated through 7 times of parity checks for watermarked data of
every block and should be embedded inside the block itself. The receiver can extract
authentication code from each block and compare with its content parity checks for the
purpose of authentication. If the data are not same, it indicates that tampering has
occurred. Then another test would be performed to prevent it from extracting tampered
data as recovery data. A second opportunity is provided to recover the tampered block
by embedding more efficient and fragile authentication code with a smaller number of
bits. Therefore, the proposed method not only has high quality of watermarked image
but also is able recover tampered image in higher tampering rate. Moreover, further
processes have been done in order to increase the quality of recovered image and
elimination of the mosaic visual. Experimental results show this method can achieve
superior performance in terms of authentication and recovering of the image.
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Abstract. Parameter fine tuning is a transfer learning approach
whereby learned parameters from pre-trained source network are trans-
ferred to the target network followed by fine-tuning. Prior research has
shown that this approach is capable of improving task performance.
However, the impact of the ImageNet pre-trained classification layer
in parameter fine-tuning is mostly unexplored in the literature. In this
paper, we propose a fine-tuning approach with the pre-trained classifi-
cation layer. We employ layer-wise fine-tuning to determine which lay-
ers should be frozen for optimal performance. Our empirical analysis
demonstrates that the proposed fine-tuning performs better than tradi-
tional fine-tuning. This finding indicates that the pre-trained classifica-
tion layer holds less category-specific or more global information than
believed earlier. Thus, we hypothesize that the presence of this layer
is crucial for growing network depth to adapt better to a new task.
Our study manifests that careful normalization and scaling are essen-
tial for creating harmony between the pre-trained and new layers for
target domain adaptation. We evaluate the proposed depth augmented
networks for fine-tuning on several challenging benchmark datasets and
show that they can achieve higher classification accuracy than contem-
porary transfer learning approaches.

Keywords: CNNs · Parameter fine-tuning · Depth augmentation

1 Introduction

Convolutional neural networks [1–4] require a huge amount of labelled training
data to yield optimal performance. Luckily, training CNNs on a large and diverse
dataset (e.g. ImageNet) has been shown to enable the knowledge transfer across a
wide range of tasks [5]. Parameter fine-tuning is one of the best performing transfer
learning approaches used by the deep learning community. Parameter fine-tuning
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C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 142–155, 2019.
https://doi.org/10.1007/978-3-030-34879-3_12
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assists transferring learned knowledge to accomplish the target task with limited
labelled data and increases the performance of the target model over random ini-
tialization [6]. The sequence of traditional parameter fine-tuning is to replace the
classification layer of a CNN, pre-trained on a large and diverse dataset (e.g. Ima-
geNet), with a randomly initialized new classification layer as per the target task.
Then the new model undergoes forward-backward propagation to tune gradient
descent on the target set. This transfer learning approach is exploited successfully
by a number of contemporary transfer learning research [7–10].

Fig. 1. The t-SNE visualization of extracted features from the pre-trained classifica-
tion layer. Dark pink colour represents ImageNet features, and other colours represent
features from eight different target sets. (Color figure online)

The intuition behind so far not using the pre-trained classification layer while
fine-tuning is that this layer holds category-specific features [6] that may not
generalize well to target sets. However, our research manifests that even the
classification layers of CNNs pre-trained on ImageNet have of overlapping or
neighbouring high-level features with the target sets of images of natural and
artificial objects, since ImageNet consists of a massive amount of labelled images
of natural and human-made objects. Figure 1 shows the t-SNE [29] visualization
of the relative distribution of extracted features from the classification layer
of pre-trained AlexNet for widely used eight transfer learning target datasets
(Sect. 3.1) and ImageNet (source). The t-SNE algorithm tries to minimize the
divergence between two distribution by preserving the close or related clusters
of high dimension in converted low dimension: one distribution is that mea-
sures pair-wise similarity in higher dimensional input data (in our case thousand
dimensional features of source-target datasets) and the other distribution that
measures pair-wise similarity in lower dimension (in our case two-dimensional
space for visualization). We have used t-SNE for visualizing the relation or close-
ness between source and target features. The high intermingling or neighbouring
between source and target feature distribution manifests that the classification
layer of ImageNet pre-trained CNN may well assist the target network to adapt
to the target domain via parameter fine-tuning. Also, by jointly adapting pre-
trained classification and other representation layers for the target task, we could
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essentially bridge the domain shift underlying both the marginal distribution and
the conditional distribution, which is pivotal for enhancing transfer learning [11].
Thus, we argue that the pre-trained classification layer is important for trans-
fer learning and propose to include this layer in the fine-tuning procedure. In
this work, we evaluate all fine-tuning approaches with our layer-wise fine-tuning
scheme to observe fine-tuning from which layer produces optimal performance.

A significant number of works have experimented with incremental and life-
long learning [12–14]. For developmental transfer learning, in consistent with
the traditional fine-tuning sequence, Wang et al. [15] and Oquab et al. [9] have
discarded the pre-trained classification layer and appended new layers after the
penultimate fully-connected (FC) layer of AlexNet. However, inspired by our
empirical analysis of the transferability of the pre-trained classification layer
(Sect. 3.2), we argue that the presence of the pre-trained classification layer is
vital to increasing the network depth for transfer learning. Thus, we propose to
consider this layer as the last FC layer and to append new layers beyond it for
developmental transfer learning.

During fine-tuning, our proposed depth augmented networks might struggle
from internal covariate shift of activations across pre-trained and new layers.
Thus, to establish harmony between the learning of new and pre-trained layers,
and to reduce sensitivity to random initialization, we introduce a normalization
scheme to the network. We experiment with L2-norm normalization [15] and
batch normalization [16] to search for the best performing normalization scheme
for the proposed depth augmented networks.

The main contributions of the paper are as follows:

– We propose to include the pre-trained classification layer in fine-tuning and
find that the transfer learning performance with the pre-trained classification
layer is higher than the traditional fine-tuning approach without it.

– We investigate which layers should be frozen during fine-tuning for optimal
performance.

– For developmental transfer learning, we propose to augment new layers
beyond the pre-trained classification layer to adapt better to target task.
We also investigate the best fit normalization scheme for our proposed depth
augmented networks.

The rest of the paper is organized as follows. Our proposed approaches are
presented in Sect. 2. Section 3 presents the setup and analysis of our experimen-
tation. Section 4 summarizes the contributions of this paper.

2 Methodology

We introduce the architectural and notational details of the proposed and tradi-
tional fine-tuning, the proposed depth augmented networks, and the layer-wise
fine-tuning scheme in this section. Let us assume χN be a CNN pre-trained
with a large dataset (e.g. ImageNet) having N layers L1, ..., LN , including the
classification layer.
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Fig. 2. Block diagram of the (a) traditional fine-tuning, (b) proposed fine-tuning and
(c)–(d) depth augmented networks for fine-tuning, illustrating architectures of fine-
tuning TLN [χκ

N ]ψν , [χN ]ψν , [χN ]1+ψ
ν , and [χN ]2+ψ

ν , respectively.

2.1 Traditional and Proposed Fine-Tuning

Let χκ
N denote the sub-network comprising the first κ layers of χN , 1 ≤ κ < N .

Let [χκ
N +ψ]ν ≡ [χκ

N ]ψν denote a transfer-learning network (TLN) from the first κ,
1 ≤ κ < N , layers of the pre-trained CNN χN , with parameter fine-tuning from
layer Lν onwards, 1 ≤ ν ≤ κ, where ψ is a classification module for new classes,
which is a FC classification layer C followed by a Softmax layer. Figure 2(a)
illustrates the block diagram of a TLN ([χN−1

N ]ψν ) which follows traditional fine-
tuning sequence where the pre-trained classification layer LN is discarded before
fine-tuning. On the contrary, we include the pre-trained classification layer LN

in the proposed fine-tuning approach, as shown in Fig. 2(b). Our proposed fine-
tuning TLN which comprises of all the layers of χN , is denoted as [χN ]ψν , with
parameter fine-tuning from layer Lν onwards.

2.2 Proposed Depth Augmented Networks for Fine-Tuning

We increase the depth capacity of the network by constructing new FC layers
comprising S ∈ {512, 1024, 2048, 4096} neurons on top of the classification layer
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LN as shown in Fig. 2(c) and (d). Let [χN +LN+1 + ...+LN+τ +ψ]ν ≡ [χN ]τ+ψ
ν

denote a depth augmented TLN from the pre-trained CNN χN augmented with
τ , τ ≥ 0, additional FC layers LN+1, ..., LN+τ , with parameter fine-tuning from
layer Lν onwards, 1 ≤ ν ≤ N + τ , where ψ is the new classification module,
which has a FC classification layer C with a Softmax layer. Appended layers
are treated as adaptation layers to compensate for the different image statistics
of the source and target sets. Moreover, they allow for suitable compositions of
pre-existing parameters and avoid unwanted modifications to the parameters of
pre-trained layers for their adaptation to the new task.

To maintain learning pace, we propose to include a normalization scheme in
proposed depth augmented networks. We explore both L2-norm normalization
and batch normalization. For the first normalization approach, consistent with
[15], we apply L2-norm normalization to the input activations of new layers. In
case of batch normalization, we standardize the mean and variance of the input
activations of new layers for stabilizing the learning process. Finally, we employ
the learnable scaling parameter to scale the normalized activations.

2.3 Layer-Wise Fine-Tuning Scheme

We evaluate all the approaches discussed above (Sects. 2.1 and 2.2) using a two-
step layer-wise fine-tuning scheme. At the first step, we initialize the trans-
ferred layers with pre-trained parameters and new layers randomly. In the second
step, we start fine-tuning from the last transferred layer and freeze other layers.
These two steps are repeated K times with different setups (K is the number
of transferred layers), i.e. each time we unfreeze one more penultimate layer.
For instance, in the second setup, we start fine-tuning from the penultimate
transferred layer onwards. It is worth mentioning that the fine-tuning setups
are mutually exclusive and parameters of all the different setups are initialized
according to Step 1. We record transfer learning performance for each of these
fine-tuning setups to determine which setup yields optimal performance.

3 Performance Study and Analysis

This section describes the datasets used in our experiments, the implementation
details, and our evaluation outcomes for proposed approaches.

3.1 Datasets and Implementation Details

We assembled eight different fine-grained and coarse target datasets, as stated
in Table 1. Fine-grained datasets used in this work are 102 Flowers [17] with
102 categories, CUB 200-2011 [18] with 200 types of birds, Stanford Dogs [19]
with 120 classes and Oxford Pets [20] with 37 classes. The Coarse or mixed
semantic datasets are Caltech-256 [21] with 256 categories, Pascal VOC-07 [22]
having 20 different classes, MIT-67 scenes [23] with 67 classes of indoor scenes
and SUN-397 scenes [24] with 397 categories. We have used ImageNet as the
source dataset.



Enhanced Transfer Learning with ImageNet Trained Classification Layer 147

Table 1. Selected datasets for target task.

Type Name Images Categories

Fine grained 102 Flowers 8189 102

CUB 200-2011 11788 200

Stanford Dogs 20580 120

Oxford Pets 7400 37

Coarse Caltech-256 30607 256

Pascal VOC-07 9963 20

MIT-67 scenes 15620 67

SUN-397 scenes 108754 397

We have used AlexNet [1] and VGG-16 [2] pre-trained on ImageNet as source
networks. Networks with two different depths, i.e. AlexNet, and VGG-16 are
used to observe whether proposed parameter fine-tuning has consistent perfor-
mance across different architectures. For pre-processing the training dataset,
input images are first randomly cropped, horizontally flipped, and then normal-
ized. A split of 75% of target dataset is used for training, and the remaining 25%
for testing. We execute 2000 iterations with a batch size of 100 and momentum
0.9 for fine-tuning. A global learning rate of 0.005 is used with a piece-wise
scheduler which lowers down the learning rate by 10 times less than the previous
one at every 10 epochs. We have used 10 times higher learning rate in the newly
appended layers of proposed depth augmented networks.

3.2 Evaluation and Analysis of Proposed Fine-Tuning

To investigate the impact of pre-trained classification layer in parameter fine-
tuning and to compare the performance of proposed fine-tuning with traditional
fine-tuning, we utilize our layer-wise fine-tuning scheme (Sect. 2.3). Figure 3
presents the results of two coarse (Caltech-256 and Pascal VOC-07) and two
fine-grained datasets (CUB 200-2011, 102 Flowers). Traditional fine-tuning setup
(dotted lines) lags far behind the proposed fine-tuning (dashed lines) consistently
for almost all fine-tuning setups. This finding substantiates that fine-tuning pre-
trained classification layer along with other transferred layers assist better trans-
fer learning. Note that other datasets also perform similarly.

3.3 Layers to Be Frozen for Optimal Performance

Proposed and traditional fine-tuning performance seems to increase when we
continue to unfreeze and fine-tune more pre-trained layers according to different
layer-wise fine-tuning setups (Sect. 2.3), as shown in Fig. 3(a) and (b). However,
we observe a significant drop in performance when we tune initial convolutional
layers, more specifically, convolutional layer 1 and 2 for AlexNet, and convolution
block 1 and 2 for VGG-16. The intuition is that fine-tuning these generic layers
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Fig. 3. Both graphs present the performance of proposed fine-tuning with the pre-
trained classification layer (dashed lines), and traditional fine-tuning (dotted lines) for
CUB 200-2011, 102 Flowers, Caltech-256 and Pascal VOC-07 datasets. (a) Here, the
x-axis represents 8 layers of the AlexNet as 1, 2, ..., N − 2, N − 1, N and shows the
layer from which fine-tuning proceeds while earlier layers are frozen (e.g. N −2 denotes
fine-tuning of layer LN−2 to LN and other layers are frozen). (b) Here, the x-axis shows
16 layers (5 convolution blocks and 3 FC layers) of the VGG-16 as 1, 2, ..., N − 2, N −
1, N . For both networks, proposed fine-tuning significantly outperforms traditional
fine-tuning for all datasets.

might introduce noisy or unwanted modifications of parameters. That is, updat-
ing parameters would force the network to learn highly generic features of target
set which are already learned from source set. The fine-tuning procedure has far
fewer data and iterations than training from scratch, which might not let a vast
number of pre-trained parameters of initial convolutional layers find another
such equilibrium to interact with next convolutional layer in the same pace.
Figure 3(a) portrays that fine-tuning from the third convolution layer onwards
of AlexNet yields the highest accuracy. Figure 3(b) manifests that VGG-16 holds
a similar trend for the third convolution block, which gives another perception
that the first two convolution blocks of VGG-16 may contain highly generic or
low-level features.

3.4 Performance Analysis of Proposed Depth Augmented Networks

We append a new FC layer on top of the pre-trained classification layer, employ
normalization scheme to the augmented network, and perform layer-wise fine-
tuning. We discuss details about our normalization scheme later in this section.
Our results shown in solid lines of Fig. 4(a) and (b) present our best performing
augmented networks with 2048 neurons and signify that parameter fine-tuning
with increased network capacity paves the way to learn better. Our proposed
single-layer depth augmented network performed better than fine-tuning with
the pre-trained classification layer. This observation verifies the effectiveness
of increasing model capacity beyond the pre-trained classification layer when
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Fig. 4. These accuracy graphs present the performance of proposed fine-tuning with
the pre-trained classification layer (dashed lines), and proposed single-layer depth
augmented network (solid lines) for CUB 200-2011, 102 Flowers, Caltech-256 and
Pascal VOC-07 datasets. (a) Here, the x-axis represents 8 layers of the AlexNet as
1, 2, ..., N − 2, N − 1, N and shows the layer from which fine-tuning proceeds while
earlier layers are frozen (e.g. N − 2 denotes fine-tuning of layer LN−2 to LN and other
layers are frozen). (b) Here, the x-axis shows 16 layers (5 convolution blocks and 3
FC layers) of the VGG-16 as 1, 2, ..., N − 2, N − 1, N . Single-layer depth augmented
networks further boost performance over proposed fine-tuning for all datasets.

adapting it to both fine-grained and coarse novel classification task. Consider-
ing the best layer-wise fine-tuning performance, CUB and 102 Flowers seem to
achieve more gain than the other two.

A detailed analysis of our investigation with single-layer depth augmented
networks having different combinations of neurons, such as 512, 1024, 2048,
and 4096, is shown in Table 2. Our empirical results indicate that the increase
in performance is proportional to the increase in the magnitude of the new
layer; however, for 4096 neurons, it diminishes marginally. In proposed depth
augmentation approach, the bridge between new and pre-trained layers is the
layer consisting only 1000 neurons; it might suffer from an overabundance of
parameters while propagating information through to four times larger neural
layer. Single-layer depth augmentation with 2048 neurons happens to yield best
performance. It is worth mentioning that our augmented networks also perform
similarly for other datasets.

Comparison with Contemporary Transfer Learning Works. To further
prove the robustness of proposed single-layer depth augmented networks, we
summarize the performance comparison with different existing transfer learning
approaches from literature in Tables 3 and 4. The best outcomes among various
combinations of our single-layer depth augmented AlexNet and VGG-16 evalu-
ated by our layer-wise fine-tuning scheme are shown. For other approaches, the
performance gap between our implementation and that reported by [5,15,25–28]
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Table 2. Diagnostic performance analysis of our depth augmented networks. Here, S
denotes the number of neurons in newly appended FC layer LN+1. Fine-tuning from
layer N − 5 (i.e. third convolution layer/ block) yields best performance for almost all
combinations.

Network Dataset S [χN ]
(1+ψ)
N [χN ]

(1+ψ)
N−1 [χN ]

(1+ψ)
N−2 [χN ]

(1+ψ)
N−5 All

AlexNet CUB 200-2011 512 65.2 66.5 66.9 67.8 67.2

1024 66.2 67.5 68.9 69.9 68.4

2048 66.3 68.7 69.0 70.9 69.2

4096 66.7 68.1 67.1 68.1 66.8

Caltech-256 512 75.5 78.2 78.6 79.5 79.1

1024 75.9 78.3 78.9 80.9 80.3

2048 75.2 77.9 78.5 81.9 81.1

4096 75.0 78.1 78.3 81.0 80.9

VGG-16 CUB 200-2011 512 76.4 76.8 77.1 77.9 77.6

1024 76.8 77.1 77.5 77.6 77.9

2048 76.7 77.6 77.9 78.1 77.1

4096 75.9 77.7 77.0 77.5 77.4

Caltech-256 512 85.5 86.1 87.7 87.9 87.1

1024 85.9 86.3 86.9 87.8 87.5

2048 85.5 87.8 88.0 88.4 88.1

4096 85.3 88.1 89.5 88.5 88.1

Table 3. Performance comparison of proposed single-layer depth augmented fine-tuned
AlexNet network with contemporary fine-tuning approaches.

Approach CUB

200-2011

102

flowers

Stanford

dogs

Oxford

pets

Caltech-256 VOC07 MIT-67 SUN-397

Normal FT CNN 62.3 88.9 63.8 80.0 72.1 77.9 61.2 53.9

CNN-SVM [5] 53.3 74.7 66.8 79.6 72.3 75.3 58.4 55.9

CNNAug-SVM [5] 61.8 86.8 66.6 79.9 74.8 76.8 69.0 56.2

LSVM [25] 61.4 87.1 65.0 77.6 69.7 75.2 66.7 55.8

MsML+ [25] 66.6 89.4 69.5 81.1 68.4 74.8 59.8 52.1

CombinedAlexNet [26] 63.3 83.3 64.5 76.9 69.2 77.1 58.8 54.2

WA-CNN [15] 69.0 92.8 66.9 82.4 79.5 83.4 66.3 58.3

Grow-conv [27] 66.1 91.4 67.2 82.1 78.3 77.0 70.1 50.2

Proposed network 70.9 95.9 68.7 84.5 81.9 87.9 69.9 62.6

is due to different target sets, train-test splits, network architectures, and iter-
ations. Note that we have used similar hyper-parameters, iterations, and train-
test splits for all approaches in Tables 3 and 4 to maintain a fair comparison.
Consistent superior outcomes validate that the presence of the pre-trained clas-
sification layer in increasing model capacity for parameter fine-tuning is effective
for adjusting the network to a wide range of target tasks.
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Table 4. Performance comparison of proposed single-layer depth augmented fine-tuned
VGG-16 network with contemporary fine-tuning approaches.

Approach CUB

200-2011

102

flowers

Stanford

dogs

Oxford

pets

Caltech-256 VOC07 MIT-67 SUN-397

Normal FT CNN 70.5 85.6 68.2 85.2 83.9 86.5 66.5 61.8

CNN-SVM [5] 66.5 81.5 66.7 86.4 79.9 82.4 60.4 56.6

Muldip-Net [28] 71.5 81.9 65.0 86.1 80.9 87.5 68.9 63.5

Grow-conv [27] 72.5 88.7 75.1 89.1 86.1 89.1 72.1 67.5

DA-CNN [15] 76.1 93.3 72.8 88.4 84.9 91.4 73.1 67.2

Proposed network 78.1 97.1 76.1 90.6 88.5 94.4 76.8 69.8

Table 5. Performance comparison between single-layer and multiple-layer depth aug-
mented networks. Only the highest performing combination is presented here. Multiple-
layer depth augmented networks for other datasets also yield consistent performance.

Network Dataset Configuration Accuracy (%)

AlexNet CUB 200-2011 [χN ]1+ψ
N−5 70.9

[χN ]2+ψ
N−5 72.1

102 Flowers [χN ]1+ψ
N−5 95.9

[χN ]2+ψ
N−5 97.2

Caltech-256 [χN ]1+ψ
N−5 81.9

[χN ]2+ψ
N−5 82.8

VOC-07 [χN ]1+ψ
N−5 87.9

[χN ]2+ψ
N−5 88.8

VGG-16 CUB 200-2011 [χN ]1+ψ
N−5 78.1

[χN ]2+ψ
N−5 78.9

102 Flowers [χN ]1+ψ
N−5 97.1

[χN ]2+ψ
N−5 98.2

Caltech-256 [χN ]1+ψ
N−5 88.5

[χN ]2+ψ
N−5 89.4

VOC-07 [χN ]1+ψ
N−5 94.4

[χN ]2+ψ
N−5 95.9

Comparison of Single and Multiple-layer Depth Augmentation. Aug-
menting two new layers beyond pre-trained classification layer is observed to be
the cut-off point as performance starts to diminish after that. Table 5 shows the
results of the best combination (i.e. LN+1 = 2048 and LN+2 = 1024) of two-
layer and single-layer depth augmentation. Appending two new layers after the
pre-trained classification layer facilitate network marginally over single-layer aug-
mentation by increasing representational capacity. It is proven once again that
the pre-trained classification layer holds prominent high-level features which are
capable of propagating learned knowledge to multiple newly appended layers.
This also manifests increasing network incrementally by augmenting depth is a
stable parameterization for improving performance.
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Table 6. Performance comparison between single-layer depth augmented networks
with L2-norm and batch-norm normalization scheme.

Network Dataset Norm Accuracy (%)

[χN ]
(1+ψ)
N [χN ]

(1+ψ)
N−1 [χN ]

(1+ψ)
N−2 [χN ]

(1+ψ)
N−5 All

AlexNet CUB 200-2011 Standardization 66.2 67.5 68.9 69.9 68.4

L2 62.1 64.2 64.3 64.5 63.5

VGG-16 CUB 200-2011 Standardization 76.7 77.6 77.9 78.1 78.5

L2 71.5 72.1 73.1 73.2 72.7

Best Fit Normalization Scheme. After exploring two types of normaliza-
tion, we observe that standardization [16] assisted better learning for proposed
single and multiple-layer depth augmented networks. We represent the results of
diagnostic experiments with S = 1024 and standardization in Table 6. Results
of the single-layer depth augmented AlexNet trained on CUB 200-2011 dataset
show that the improvement of our depth augmented network is around 2% com-
pared to traditional fine-tuning for L2-norm normalization, and more than 6%
otherwise. A similar significant boost in performance is also noticed in other
datasets, which are not stated in this paper for limited space. Increase in task
performance states that standardization reduces the chances of the pre-trained
activations to dominate the randomly initialized ones.

3.5 Average Performance Gain

Tables 7 and 8 show that in average both coarse and fine-grained target datasets
leverage the presence of the pre-trained classification layer in proposed fine-
tuning and depth augmentation. However, coarse datasets manifest slightly more
significant performance gain than fine-grained ones. This suggests that this layer
possesses general information to transfer to a wide range of datasets. Results
show that both the networks gain significant improvement for single-layer aug-
mentation while for two-layer, the increase is marginal. Moreover, less deep back-
bone network seems to be more benefited from depth augmentation.

Table 7. Performance gain of proposed fine-tuning [χN ]ψN−5 from traditional fine-

tuning [χN−1
N ]ψN−5, single-layer depth augmented networks [χN ]1+ψ

N−5 from proposed

fine-tuning, and double-layer [χN ]2+ψ
N−5 from single-layer depth augmented networks

respectively for fine-grained datasets, where parameter fine-tuning proceeds from layer
LN−5.

CUB 200-2011 102 Flowers Stan. dogs Oxf. pets Avg.

AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16

[χN ]
ψ
N−5 3.3 2.8 3.1 1.6 1.4 1.6 4.2 2.0 3.0 2.0

[χN ]
1+ψ
N−5 4.7 2.5 2.0 2.9 1.8 3.7 2.1 3.7 2.7 3.2

[χN ]
2+ψ
N−5 1.2 0.8 1.3 1.1 0.4 1.2 1.0 0.9 1.0 1.0
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Table 8. Performance gain of proposed fine-tuning [χN ]ψN−5 from traditional fine-

tuning [χN−1
N ]ψN−5, single-layer depth augmented networks [χN ]1+ψ

N−5 from proposed

fine-tuning, and double-layer [χN ]2+ψ
N−5 from single-layer depth augmented networks

respectively for coarse datasets, where parameter fine-tuning proceeds from layer LN−5.

Caltech-256 VOC-07 MIT-67 SUN-397 Avg.

AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16 AlexNet VGG-16

[χN ]
ψ
N−5 4.0 2.7 3.4 4.6 5.1 6.5 6.7 4.5 4.8 4.6

[χN ]
1+ψ
N−5 2.8 2.7 3.4 2.3 3.6 3.8 2.0 3.5 3.0 3.1

[χN ]
2+ψ
N−5 0.9 0.9 0.9 1.5 1.4 1.1 1.7 1.3 1.2 1.2

4 Conclusion

In this paper, we demonstrate that the ImageNet and widely used transfer learn-
ing target sets have neighbouring high-level features, therefore, adapting the
pre-trained classification layer which catches high-level features would help fine-
tuning. We propose a novel fine-tuning approach with the pre-trained classifi-
cation layer. We empirically establish that proposed fine-tuning approach out-
performs traditional fine-tuning for all selected target datasets. Also, we notice
on average, the coarse target datasets with ImageNet achieve more performance
gain than fine-grained ones. For evaluating traditional and proposed fine-tuning
approaches, we use our layer-wise fine-tuning scheme. Our layer-wise fine-tuning
scheme manifests that freezing initial convolutional layers yield optimal fine-
tuning performance for all target datasets.

Being inspired by developmental transfer learning and impact of the pre-
trained classification layer in fine-tuning, we augment new layers beyond the pre-
trained classification layer for a better adaptation of the target task. Moreover, to
tune pre-trained and new parameters at a steady speed and to encourage better
learning, we normalize and scale input activations of augmented layers. Assess-
ment of the proposed depth augmented networks on eight different datasets
show that they outperform existing transfer learning approaches. Our empirical
study has provided practitioners strong justification to utilize the ImageNet pre-
trained classification layer for fine-tuning and depth augmentation beyond it for
adapting the network to target tasks.
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Abstract. Pain estimation for horses is a tedious task since they are
flight animals and tend to suppress pain specific behaviour. We obtained
continuous video data of horse in different levels of pain, to evaluate their
behaviour – while they were undergoing routine castration. During the
whole time we regularly and manually evaluated the horses’ pain.

To quantify the horses’ motions, we automatically extracted horse
masks from which we derive their orientation and position. We then per-
formed a motion feature selection based on the different types of manual
pain measurements. This is thus a first time comparison of long term
manual and automatically derived equine pain evaluation.

A result is the decreased motion entropy of horses in pain and a
tendency of staying in a place for longer periods of time. This was
reflected with large observation time windows and features related to
this behaviour – features which measure the entropy, for instance, or
the change quantiles. It also turned out horses behave differently when
humans are nearby, thus this method gives an unbiased view on the pain
behaviour, especially motion under pain conditions.

These results can decrease the workload in veterinary clinics and pro-
vides means of remotely displaying potential discomfort of horses.

Keywords: Image processing · Signal processing · Equine welfare
monitoring · Time series · Pain estimation

1 Introduction

Horses are flight animals. Flight animals tend to suppress discomfort by trying
to visually fit into the rest of the group as much as possible. This makes it very
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difficult to tell the well-being of horses. In fact, this can be very dangerous, since
for instance, the occurrence of a colic is one of the most dreaded ones, due to its
high prevalence and since it may lead to death even within a few hours, if not
discovered early and treated properly.

By looking at horses carefully enough, however, veterinarians are able to
conclude how much horses actually suffer. For one, the facial expression changes
subtly, which can be evaluated by muscle tension, ear positions, mouth muscle
tension, nostril strain and more features. This “Horse Grimace Scale” (HGS) is
evaluated in a questionnaire which is described in Costa et al. [5]. Secondly, there
are short and long-term effects on physiological parameters such as pulse, blood
pressure and heart rate variability (HRV). Lastly, experienced veterinarians and
animal attendants are able to tell the level of discomfort by looking at the (lack
of) full-body movement of the horses.

All of these methods require experienced staff to regularly look after horses
whose conditions are dangerous, which quite time-consuming. In this article we
describe methods to evaluate the well-being of horses by automated video anal-
ysis – see Fig. 1 for an example input frame. A major goal of this evaluation was
to derive motion features for remote supervisors to decide if these features have
changed in a way that advises manual evaluation. We describe the steps taken
to distinguish a horse’s normal motion behaviour from its discomfort condition.
Thus, this is the first time to extensively extract and correlate horses’ movement
from video data and correlate it with manually measured pain.

Fig. 1. A sample frame of a horse in a box with the camera viewing from above.

We provide an overview of related research, after which we explain our devel-
oped image processing and feature extraction routines, including the hardware
setup. Then we describe how we manually evaluated the horse welfare. Finally
we compare measurements and image processing results and discuss how this can
be improved and developed into an even more autonomous monitoring system.

2 Related Work

There are few works specifically dealing with automated video assessment of
animals or even horses. In the next two sections we will refer to relevant computer
vision and veterinarian research.
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2.1 Image Processing

The recent years have seen some increase in automated animal welfare research.
Livestock surveillance was one of the early applications. In Shao and Xin [15]
thermal comfort of pigs was classified using computer vision techniques, already
using implicit behaviour classification. Costa et al. [4] used proprietary group
tracking software to extract behaviour differences of piglets induced by differ-
ent barn climate conditions. A recent PhD thesis of Nasirahmadi [10] provides
insights into pig and cattle monitoring by computer vision methods. It lists meth-
ods of animal instance segmentation and 3D tracking (e.g. by time of flight cam-
eras) and 2D image acquisition techniques, some of which use thermal infrared.
Also, methods of classification movement into feeding, drinking, lying, locomo-
tion, aggressive and reproductive behaviours are suggested. The segmentation of
livestock can be done using learning approaches as in Nilson et al. [11], where the
location of pigs is of interest. Other sensors are interesting, too, for instance in
Pezzuolo et al. [12], different types of low cost 3D body measurements were stud-
ied for livestock buildings. Matthews et al. [8] provide a survey about manual
and automated measurements in livestock surveillance. For pigs, they exemplify
the activity budget approach, were different classes of activity can be observed.
Based on the daily activity budgets, deviation from normal behaviour can be
detected to assess pig welfare.

Deep neuronal networks have become interesting due to their massive success
in other fields. Guzhva et al. [6] have implemented a tracking algorithm for cow
detection and motion extraction, based on convolutional networks.

From other computer vision fields, especially segmentation networks are
interesting for this article, which can segment object classes in an image on
a per pixel basis. The deeplab (v3) of Chen et al. [3] is a fast and highly accu-
rate such DNN. It optimizes the classification result with a conditional random
field for optimized masks in terms of holes or fringes.

Apart from this, there’s also a lot of proprietary software to track animals in
laboratories, such as insects, rats and mice.

2.2 Horse Physiology and Pain Estimation

Correct recognition and evaluation of pain is crucial for correct diagnosis and
treatment of horses. A definition of pain by the International Association for
the Study of Pain (IASP) is “An unpleasant sensory and emotional experience
associated with actual or potential tissue damage, or described in terms of such
damage”, see Merskey [9]. However, horses cannot communicate what level of
pain they experience, they actually try to hide their discomfort from potential
predators. Individuals may express pain substantially different, Wagner [16].

There are different parameters to measure pain. Physiological parameters are
heart and breathing rate, rectal temperature, blood pressure etc. Some param-
eters are more reliable than others, for instance breathing and heart rate can
hint for pain, Price et al. [13] and have at most short-term effects but can still
be used in composite assessment surveys (CPS), Bussieres et al. and van Loon
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et al. [2,7]. Blood pressure and HRV give a fair indication to pain, Von Borell
et al. and Bussieres et al. [1,2].

Important parameters are behavioral parameters, some of which are lame-
ness, restlessness, head-lowering, teeth-grinding, flaring of nostrils, sweating,
rigid posture, head-turning as in Wagner [16].

Pain scales can describe the pain for certain types of symptoms, for instance
laminitis, synovitis. Pain can be evaluated fairly symptom independently and
reproducible by using surveys which result in scales. One of these generic and
frequently used scales is the HGS, Costa et al. [5]. It is a questionnaire of 6
questions, each of which can be answered with values of 0, 1 or 2, resulting in a
maximum value of 12. These questions look for ear position, orbital tightening,
tension above eye area, the tension of chewing muscles, mouth and nostril strain.
We used a CPS of Bussières et al. and van Loon et al. [2,7]. It assesses facial
expression, behaviour and the physiological parameters heart and breathing fre-
quency, borborygmus and body temperature.

3 Veterinary Horse Welfare Evaluation

3.1 Experiment Layout

We performed the horse welfare evaluation by means of a routine castration at
the stud farm Meura, which was performed at the request of the owners. We had
a test group of 15 two-year-old stallions, stalled one week before castration. The
castration was conducted in April 2018. We measured the horse welfare before
surgery, during and after, at least once a day – twice, close to surgery. See also
Sect. 3.2.

The measurements included general clinical examination (respiratory fre-
quency, heart rate, temperature) and blood pressure measurement via High Def-
inition Oscillometry. A group of 7 animals was resettled one day after castration
into an open barn, the second group of 8 animals remained in the boxes, the
latter were of most interest for this article. We noticed the second group had to
deal with much stronger wound swelling and they showed less motion than the
animals in the open barn. One day after surgery, the animals showed a reduced
general condition and mildly increased temperature due to the castration. In the
following days, the animals recovered from the surgical pain. From day 4 post
OP, the wound swelling began to increase, which in turn resulted in a renewed
rise in temperature and pain behaviour. From day 7 post OP on, the wound
swelling gradually decreased and the animals felt more comfortable. This prob-
lem could not be observed as strongly in the open barn because, since these
horses moved much more and thereby reduced their wound swelling. Also, it
turned out that horses behave differently, when a doctor or generally a person
is present.

3.2 Manual Measurement Description

The manual measurements of interest are: HGS, a more general questionnaire
including physiological and behavioral parameters – a CPS of Bussieres et al.
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and van Loon et al. [2,7], mean arterial pressure (MAP) and a basic computa-
tion of the HRV. We represent the HRV as standard deviation of the heart beat
duration, i.e. the duration between R-peaks. Since the duration of the measure-
ments was short (≈ 30–60s), this is only an indication of the true HRV standard
deviation at the time of the measurement.

Other measurement types were heart rate and systolic and diastolic pres-
sure. However these have turned out not to be as relevant for this article, i.e.
did not correlate as strongly to other measurements. The pulse and blood pres-
sure measurements (and thus, HRV, too) were performed at least three times
consecutively, to reduce measurement noise. These measurements were still very
sparse, from a signal processing perspective. Obviously, extrapolation can only
guess what has happened in between, so we fixed all comparisons to a window
around the times of measurements. Refer to Fig. 3 for an measurement example.

These different, manually acquired measurements do not perfectly relate,
see also Sect. 5.1. However, we consider all these measurements as our “ground
truth” for the further evaluation of the movement pattern. This ground truth is
not perfect, i.e. comes with a lot of noise, however since we had different ground
truth signals, we hoped all together give a hint to the true horse stress and pain
level.

4 Extraction and Evaluation of Horse Motion Parameters

4.1 Experiment and Hardware Setup

For data recording we used a digital video recording system. We installed four
cameras for each stable box, for different perspectives, where we mounted one
of these cameras as a top view camera. For this particular evaluation we only
used the top view, which ensures least perspective distortion of the motion. The
Full-HD video data of 12 frames per second is collected and saved as hourly
H264-AVI files. For the time of the castration we collected 10TB of video data.
Figure 1 shows a sample input image of a video stream from the ceiling camera.

4.2 Mask Generation for Horse Candidate Extraction

Mask generation cannot work well in different settings with classic background
estimation (BGE). The application of BGE is limited to certain environments
and many manually set parameters. Also our environment showed lots of inter-
fering factors like flying dust, insects/birds in front of the camera, cleaning staff,
animal attendants and veterinarians. Lastly horses tend to stand still for long
periods of time, every now and then – especially sick horses – and thus BGE is
not a good method in the first place.

Thus, to extract horse masks, we collected 2500 images of horses, mainly
viewed from above. The horses were of different breed and size, with differ-
ent posture and with varying background scenes. We created the segmentation
masks manually, such that we could apply a deep neuronal network approach for
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semantic segmentation. The semantic segmentation is for achieving pixel-based
object classification and a reasonable grouping of pixels into connected objects.
The latter is usually performed after DNN classification of the pixels, e.g. with
conditional random fields. We chose the deeplab v3, Chen et al. [3], which has
a high detection quality and a fast run-time. The masks were extracted for 4
frames per second of the original video data.

We had to deal with false positives and only partly correct segmentations,
i.e. missing body parts. To select the most likely mask contour representing the
horse, we computed parameters: The total number of contours, the deviation
of the expected horse’s shape describing ellipse, the distance of the center to
the previous description and the deviation of the expected horse area in pixels.
These are all only hints but can be turned into a pseudo-probability of values of
]0, 1], by normalizing given a and roughly expected properties b with:

p =
1

1 + s · (a − b)2
, (1)

where s is some kind of shape factor of the curve. We chose the contour with
the highest product of all these pseudo-probabilities as the horse contour.

4.3 Extracting Horse Orientation and Viewing Direction

A horse can move its neck and look around without moving its torso and limps,
which allows for discrimination of looking and standing direction. By the same
argument, the dock of the horse is the most visually stable position. In Reulke
et al. [14] a horse mask and a best fit ellipse were extracted. However, this
approach is very sensitive to any body-part movement, especially the rather
long neck: Viewed from above, it may appear short, when the horse is feeding,
or long, when it is leaning or looking forward. Also it may turn its neck left and
right, which in turn changes the ellipse’s orientation. The ellipse would generally
change its shape, center and orientation, even though the horse was standing in
the same position.

To overcome this type of problem, we introduced a new method which aims
to detect the dock of the horse and its standing direction. Since the mask extrac-
tion of Sect. 4.2 reliably produces few holes and fringes we decided to perform
topological skeletonization. The resulting skeleton can be traced with trace seg-
ments obtained by skeleton intersections. We merged these segments to horse
longitudinal axis candidates, with the requirement of low angle change at the
contact points. The longest such axis is considered the visual longitudinal axis.
Since the horses’ caudal ends (towards tail) are visually almost always wider than
the cranial ones (towards head), the horse standing orientation can be extracted,
too.

This approach can be sensitive to a range of scenarios: missing body parts
(i.e. low camera field of view), unexpected postures, segmentation issues, etc.
However, it turns out the whole process is quite stable, also due to the fact of
the horses staying in a controlled environment of a stable or a veterinary hospital.
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Again we computed a pseudo-probability of the orientation correctness, which
we extracted by comparing the widths of the caudal and cranial ends.

4.4 Tracking and Motion Parameters

We individually filtered the position and the horse orientation with Kalman’s
filter. The updates have a weight given by the product of pseudo-probabilities
of Sects. 4.2 and 4.3. The influence of a measure on the Kalman Filter update
process can be controlled by the process co-variance noise setting. This procedure
is illustrated in Fig. 2.

Fig. 2. The algorithm extracts a horse mask and determines the position and orienta-
tion by utilizing a thinning algorithm, the right hand side depicts a result after filtering.

We turned the result, a 2D positional image space vector and an orientation
angle, into a vector by stacking both outputs. The angle was weighed such that
the absolute values of the mean changes of both inputs is similar. The length of
this vector results in a 1D time series, which we call horse activity time series.

As the Sects. 2.2 and 3 have stated, there might be a correlation of horses’
motion and its stress or pain. The more pain horses experience, the less or even
more they tend to move, based on different types of pain.

To find suitable types of features, which describe the measurements from
Sect. 3.2 as best as possible by extracting an selecting from multiple time series
features. In Python there’s a package called tsfresh, which does exactly that,
extracting hundreds of features.

We were interested in shorter evaluation times, thus we tested possible shift-
ing window lengths of 10 min, 1 h, a half and a full day.

We wanted to find the best fitting features in terms of weighted Pearson’s
correlation coefficient. The weights represented the time distance to the next
measurement, since these were sparse. The weights were 1 when simultaneous to
a measurement date or 0 when the time difference is more than 5 h – everything
in between has linearly interpolated weights.
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5 Results

5.1 Interpretation of the Measurements

In this section we provide an overview and a brief interpretation of the measure-
ments. A more comprehensive veterinary medical interpretation will follow in a
separate publication.

The pairwise correlation of the different measurements shows the difficulty
of horse welfare or pain assessment. The two manual horse scales are influenced
by human experience, day-to-day bias and subjective interpretation of the ques-
tionnaires (Table 1).

Table 1. The Spearman Rank correlation coefficients for the different measurements
of all horses. The actual comparisons of the different signals (measurements) are
individual-based and this table represents the overall sum of all individuals. The indi-
vidual distributions are not properly known, that’s why we chose the Spearman Rank
correlation over Pearson’s Correlation coefficient. HRV is the standard deviation of the
heart rate variability and MAP is short for mean arterial pressure. Refer to the text
for a discussion of the values.
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HGS [5] 0.34 −0.10 0.06 0.10 0.10 0.09

CPS [2,7] −0.09 0.21 0.08 0.15 0.18

HRV −0.01 −0.09 −0.16 −0.16

Heart rate −0.07 0.03 0.05

Systolic pressure 0.87 0.76

MAP 0.94

The heart rate seems to be influenced least by the stress or pain, but the sec-
ond scale incorporates this measure, thus the higher correlation. Blood pressure
has a very slight correlation to the measured scales, as expected from Sect. 2.2.

The standard deviation of the heart beat durations is slightly negatively cor-
related to all other measurements, as expected, too. A stressed mammal would
have much more evenly distributed heart beat durations than in a relaxed state
and this is reflected here in the negative correlation. The exemplary measure-
ments of one horse are depicted in Fig. 3.

5.2 Interpreting Horses’ Motion in Relation to Stress or Pain

One major result of the experiment was that horses tend to be more present
or visibly express less pain, when humans, especially veterinarians or animal
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Fig. 3. Example manual measurement data of horse 16, which did not show many
complications until the end of the measurement period where the pain seems to increase
(wound swelling). The yellow blood pressure values are systolic, mean arterial pressure
(MAP) and diastolic pressure. (The orange bar marks the event of the castration).
(Color figure online)

attendants are nearby. For instance, stallions were not known to lick the post-
surgical swellings, but in our videos we observed exactly this behaviour.

The second important confirmation is the coupling of stress or pain to motion
– motion here includes moving the head and change of location or posture. Horses
in castration tended to move less, the more pain they had evaluated on the two
pain scales. This is the result which we explain in more details in this section.

We tried to derive features which most closely relate to the two different
scales and measurements described above.

Using multiple measurements might stabilize the sparsity of measurements
and due to the different nature and low pair-wise correlation it might result in
a selection of robust features for pain or stress.

As similarity measure we used the weighted Pearson Coefficient. Our weight
for each feature point xi is defined by

wi = max
(

0,
m − δt

m

)
, (2)

where m is the maximum temporal distance (5 h) to the next respective mea-
surement and δt the respective time difference.
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Fig. 4. Sample Entropy of the motion of horse 12, which was the horse exhibiting most
pain by the behavioral/physiological scale, in the wound swelling stage. The sample
entropy is a measure for the signal complexity and roughly inversely correlates with
the pain measurements. The feature is plotted with dots in times where no correlation
was measured (i.e. the weights were zero). Time window was 24 h.

Best Features Evaluation: For the time window of 10min none of the
extracted features reflected the measurements, the absolute correlation values
of the best features were significantly less than 0.1 for all of the selected mea-
surements.

A good feature will relate well to all measurements yi, we combined this by
a quality term q:

q := |corr(x, y1, w) · · · corr(x, yn, w)| , (3)

which means optimizing the geometric mean of all correlations. This weighs indi-
vidual correlations independently of possible preferences towards single measure-
ment types.

In Table 2 we provide an overview of the feature selection result. Similar
features with the same name but different parameters are omitted for readability,
hence the table contains a list of groups of features which correlate well with the
given measurements.

A first glance reveals: The larger the windows, the better the selected features
tend to describe the horse stress or pain. This may be due to larger windows
being able to capture repeating effects, especially diurnal effects.

The second result is the existence of features which fairly well correlate to
all the different types of measurements – this had been an open question prior
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Table 2. A list of the five best features groups (in terms of q) for different sliding
window sizes and their correlations to the measurements. We picked the best feature
of a parameter group. Also refer to the library tsfresh for more details.

Feature name (x-values) y
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Window of 3600 s (1 h)

Approx. entropy (m = 2, r = 0.9) −0.07 −0.15 0.09 −0.11 0.011

Change quant. (mean, abs., [0.4, 0.8]) −0.13 −0.13 0.05 −0.08 0.007

Mean abs change −0.09 −0.12 0.06 −0.11 0.007

Longest strike below mean 0.08 0.09 −0.07 0.12 0.005

Quantile (q = 0.1) 0.18 0.04 0.07 −0.08 0.004

Window of 43200 s (12 h)

Sample entropy −0.17 −0.32 0.24 −0.06 0.081

Count below mean 0.27 0.30 −0.07 0.07 0.042

Median −0.15 −0.19 0.15 −0.08 0.034

Quantile (q = 0.4) −0.14 −0.17 0.18 −0.08 0.034

Approx. entropy (m = 2, r = 0.5) −0.17 −0.22 0.24 −0.03 0.028

Window of 86400 s (24 h)

Change quant. (variance, [0.6, 0.8]) 0.18 0.29 −0.22 0.13 0.145

Longest strike below mean 0.24 0.39 −0.13 0.12 0.141

Approx. entropy (m = 2, r = 0.3) −0.20 −0.25 0.31 −0.08 0.123

Ar coefficient (coeff 0, k = 10) −0.25 −0.17 0.21 −0.11 0.101

Sample entropy −0.16 −0.23 0.30 −0.06 0.072

to the experiments. This, too, means that the pain of horses seems to correlate
to the exhibition of motion, which is a veterinary medical confirmation.

The features correlating well all tend to somehow describe the lack of motion
when the horses are in pain. The less pain a horse experiences, the more it will
move unpredictably, see the different kinds of entropy features. And the less it
will have long periods of idleness, see also the features which counts or compares
strikes above or below mean. Interestingly, the feature median, which is a median
of the motion itself (speed), seems to capture the pain rather well, too, for the
12 h window.

In Figs. 4 and 5 we plotted some of the features and results for two of the
horses. Horse 9 did not show much pain, Fig. 5, however it was still affected by
the surgery and its after-effect. This is visible in the selected feature count below
mean and others, too. Horse 12, Fig. 4, did show quite some wound swelling
complications, with high fever, a couple of days after surgery. This can be seen
in all of the features, here we displayed the sample entropy.
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Fig. 5. Another interesting feature is the count below mean value of a signal. Here it
is display for a horse which was behaving rather normal, after surgery. However, pain
scales give a hint of slight stress after surgery, including the swelling, for roughly 6
days – which is capture well with this feature. Time window was 12 h.

6 Summary and Discussion

We showed how deep image segmentation, image and signal processing can be
used to assess the welfare of single horses in a box. We extracted the horses’
motion by segmenting the horse body using the deeplab neuronal network, fol-
lowed by a smoothed position and orientation extraction. The horses’ pain or
stress was measured manually, by different means, up to three times a day. We
could use this as a clue to the real ground truth. These measurements mutually
did not correlate strongly. This may have different effects, due to different phys-
iological processes and delays. However, we used many of these measurements
to select robust motion time-series features which correlate well to all of this
selection of measurements.

We evaluated the correlation only close to the measurements, since in the
meantime we simply cannot tell the pain level. The resulting features fit the
different measurements well. Features which correlate best to all measurements
were usually entropy types and other kinds of restlessness measures, but at this
point in time we can not suggest a bullet-proof selection of features – this has
to be evaluated on a large and varied database of horse video recordings.

A veterinary medical result of this evaluation is the reflection of pain in the
motion of horses. The more pain this breed of horses underwent in a castration,
the less it moved, generally and the longer the periods and proportion of pre-
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dictable motion (especially standing still). This may be different for other breeds
and for other types of pain, especially for colic pain, where horses constantly tend
to try to find a good position with little pain. Note, the motion of horses may
reflect excitement, pain, stress or other influences, however here we were able to
show a tendency of motion changes being related to stress and pain.

The result can be used to monitor horses semi-automatedly, where veterinar-
ians can estimate deviations from normal behaviour and look after the respective
horses if the behaviour deviates too much. This video based monitoring also has
the advantage that horses will not disguise their pain behaviour from nearby
staff. A fully automated evaluation will need a lot more data from many more
horses, especially almost constant measurements from different kinds of sensors
(e.g. EKG).

For the first time we were able to evaluate and compare manual equine welfare
assessment with automatically extracted, continuous motion features – for a long
period of time and under the controlled circumstances of a castration.

In our future work we will address the possible instability of the position
and orientation extraction – which could possibly extracted more robustly by
deep interest point detectors. It might be better to keep two dimensions in the
data: speed and orientation – this inherently carries more information than the
reduction to vector lengths. This would imply multivariate time-series evalua-
tion. Also we can now optimize the camera requirements, especially for visibility
of the horses. Up until now we also only worked with constellations where only
one horse is allowed in a box. However, some of the mares had their foals with
them. Since different measurements may have different delays to occurring pain,
dynamic time warping based correlation could improve and stabilize the results
here.
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of health and welfare compromises through automated detection of behavioural
changes in pigs. Vet. J. 217, 43–51 (2016)

9. Merskey, H.: Pain terms: a list with definitions and notes on usage. Recommended
IASP Subcommittee on Taxonomy. Pain 6(3), 249 (1979)

10. Nasirahmadi, A.: Development of automated computer vision systems for investi-
gation of livestock behaviours (2017)
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Abstract. Backlighting is a poor illumination condition where the pri-
mary light source illuminates a part of the scene from behind. While the
part of the scene (often termed as backlit) suffers from low lighting condi-
tion, rest of the scene is either well-exposed or over-exposed. We aims to
restore such images through enhancement using exposure correction. We
generate pseudo images based on the relation of exposure with aperture
and shutter speed in a camera. Human visual system (HVS)-sensitive
and spatial frequency-aware multi-scale fusion is carried out for exposure
correction to produce a globally enhanced image from the input and the
pseudo images. Following this, we locally enhance the globally enhanced
image to incorporate the information of frequently appearing intensity
differences in a spatial neighborhood. Experimental results show that our
technique outperforms other relevant approaches subjectively. Quantita-
tive evaluation in terms of DE, EME, PixDist, LOE, AMBE measures
shows the superiority of our technique over the other techniques. Our
technique is faster than the approaches compared here while generating
enhanced and naturalness preserved outputs.

Keywords: Backlit image · Exposure · Enhancement · Fusion

1 Introduction

When a camera captures a scene, the visibility of the areas/objects in the
acquired image depends on the amount of light reflected back to the camera,
from the areas/objects in the scene. While an object in the scene in front of the
camera is illuminated by the light source from behind, the object often suffers
from under-exposure. Such a lighting condition is commonly known as backlight-
ing and the generated image is known as a backlit image [18]. In such images,
when a part of the scene suffers from poor illumination due to backlighting, the
rest of the scene (we refer as non-backlit) is either well-exposed or over-exposed.
Such an abrupt variation in exposure of the same scene creates a problem in the
capturing, which is usually beyond photographers limit or camera’s exposure
and aperture setting [18]. Ill-capturing due to such a lighting condition creates a
c© Springer Nature Switzerland AG 2019
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serious degradation with simultaneous presence of under-exposed, well-exposed
and over-exposed areas in the captured image. Thus, the acquired image often
suffers from poor visual quality. The conventional image contrast enhance ment
techniques fail to restore such images due to the presence of the extreme varia-
tion in the intensities [18]. On the other hand, such poorly illuminated images
affect the performance of high level machine vision applications like detection
and recognition [24].

In general, image enhancement techniques can be classified into two types,
global and local. Among the global enhancement techniques, a basic approach is
histogram equalization (HE) [8], where the histogram of input image is stretched
using cumulative distribution function. But such stretching fails to restore the
backlit images generating undesired artifacts [18]. Histogram modification before
stretching helps to minimize such artifacts but it limits the amount of enhance-
ment [2,10].

Global enhancement techniques do not include local neighbourhood informa-
tion and therefore does not consider local contextual information. To include such
contexts, a technique is proposed in [4] which generates 2D histogram for local
enhancement. Such local information is also exploited through layered difference
representation (LD) in [12]. Although, the technique is efficient in enhancing
local details and produce satisfactory outputs in generic low contrast images, it
does not enhance backlit images properly.

A backlit image is a low light image generated due to a special kind of ill-
illumination condition where only a part of the object in an image suffers from
low-lighting [17]. The authors in [6] proposed a technique which exploits the
presence of interactions among the luminance levels and performs well for low-
light images. Low-light image can be enhanced in a better way through retinex
based approaches [7,20]. In [20], the authors proposed a retinex based approach
for low-light image enhancement where reflectance and the illumination map are
estimated through optimization and then, illumination map is gamma-corrected
to generate enhanced image. But it suffers from artifacts in the output. To
remove noise from the low light images, the authors in [14] proposed a retinex
based approach for low-light image enhancement where reflectance, illumination,
and noise map estimated through optimization and then, illumination is gamma-
corrected to generate enhanced image. But such technique produce artifacts in
dark region especially images with limited or low noise.

Coventiontional contrast enhancement or low light image enhancement tech-
niques usually not able to restore the illumination problem in backlit images.
Thus, backlit images require a specified modeling to handle the underlying spe-
cial ill-illumination problem [18]. The authors in [18] have specifically designed a
learning-based algorithm for backlit image restoration. The algorithm first seg-
ments backlit objects from the non-backlit and then applies two different tone
mapping functions for backlit image restoration. But, the effectiveness of the
algorithm highly depends on the segmentation output, and a misclassification
between backlit and non-backlit may generate undesired variations of illumina-
tion in the output.
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Fig. 1. Backlit Image Enhancement: The first row presents the input backlit images
and second row presents the corresponding enhanced outputs using our technique.

This paper adopts the relation of aperture and shutter speed with exposure,
to generate exposure varied representations of the input image. We then generate
weights based on exposedness and gradient energy of the images, and carry out
multi-scale image fusion for input image exposure correction. Such approach
globally enhances the input image. Then, a local enhancement considering the
context around image pixel is performed. The results show that our approach
is good at enhancing the backlit images while preserving the naturalness (See
Fig. 1). The contributions of the paper are as follows:

– A technique which generates pseudo multi-exposure images exploiting the
relation of aperture and shutter speed with camera exposure.

– HVS-sensitive spatial frequency aware global enhancement and neighborhood
intensity difference boosting local enhancement for backlit image restoration.

– Substantially faster than other algorithms while producing state-of-the-art
results.

Rest of the paper is organized as follows. Section 2 elaborates the motivation
and details of the proposed technique. Section 3 presents the quantitative and
subjective evaluation. Finally, Sect. 4 concludes the technique.

2 Proposed Approach

2.1 Motivation

Whenever humans view a scene, both global processing and local processing act
together. As a part of it, they perceive a scene by adjusting the exposure of
the pupil based on the ambient light centered around the field of view. Such
a processing allows a viewer to adapt to different parts of the same scene to
achieve better details and perception. Due to the limitations of sensor and device
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technology, a camera can capture only one of the possible representations of
the real world scene that we perceive. The incapability of achieving the said
adaptation makes the images captured by a camera vulnerable to wrong exposure
in certain areas. A captured image can be considered as an image

– based on a single exposure yielding only one representation of many possible
representations.

– vulnerable to under/over exposure both locally or globally due to the non-
adaptability.

2D Histogram 
based Enhacement

LP

WP

LP

WP

LP

WP

Multi Resolution 
based Fusion

Global Enhancement

Local Enhancement

Fig. 2. A schematic diagram of our proposed technique which generates better exposed
pseudo images to blend through multi-scale image fusion for exposure correction based
global enhancement. Laplacian pyramid (LP) contains the bandpass versions of the
images and weight pyramid (WP) contains the weights corresponding to each bandpass
versions of the images. The image is then locally enhanced incorporating local context
through 2D histogram.

Due to the said limitations, if an image is captured such that it has under-
exposed regions due to backlighting, it can be enhanced to reveal the details
by generating different representations of the image which form a bracketed
sequence of low dynamic range (LDR) images. The LDR images upon fusion
generate a high dynamic range image (HDR) [25]. Though, HDR image contains
extensive information, a common standard display device cannot visualize the
content. On the other hand, if we restrict to generate an output image of the
same dynamic range while capturing the useful information from the bracketed
captured LDR images, the output image can provide visual aesthetic quality like
HDR [19]. Moreover, such a technique neither requires to compute inter HDR
images nor the generated output requires a special device to display. In such
a case, the user needs a set of appropriate bracketed images suited to capture
the information of the whole dynamic range of the scene. Such a sequence often
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suffers from motion artifacts (due to subject and camera motions) and misalign-
ment. Moreover, such a technique cannot be used for the restoration of already
captured images. Therefore, we will be required to virtually generate bracketed
images based on the relation between exposure with aperture and shutter speed.
The multiple images generated with these multiple lightness maps carry different
but relevant information of the actual scene. A suitable exposure fusion [16,19]
technique is required to fuse the images to generate one enhanced image with
all the relevant information of the images. Such exposure fusion should include
local details enhancement [29]. A schematic diagram of our proposed technique
is shown in Fig. 2.

2.2 Pseudo Image Generation

In images, the lightness is directly related to the amount of ambient light leading
to visual sensation. So, it can be claimed that the lightness component in images
is primarily affected by under/over exposed conditions due to the lightness condi-
tion. In a camera, changing in photometric exposure value (PEV) allows varying
amount of light to enter into the lens, which reflects in the lightness map (L) of
the captured image [11,23,30]. The change in the values of lightness map due to
the PEV [23,30] is defined as follows

PEV ∝ t

N2
(1)

where, t is the exposure time that quantifies the shutter speed. The amount of
light that enters the lens is proportionately related to exposure time. N which
represents f -number is defined as follows

N =
f

D
(2)

where, f is the focal length and D is the diameter of the lens. Therefore, two
different pairs of exposure time and f -number, can be related as,

PEV1

PEV2
=

t1N2
2

t2N1
2 (3)

Let us consider the f -stop exposure sequence [11]. In such a sequence a particular
exposure value allows twice the amount of light with respect to its successor f -
stop and allows only half the light compared to its predecessor [11]. Similarly,
in the case of exposure time, the consecutive values in the exposure time scale
allow the doubling or halving of the amount of light [23,30]. Based on the above
statements and expressions (1–3), we consider that the lightness component L
is related to PEV as follows

L = K × 2PEV (4)

where K is a constant, and PEV can be a value from natural number. Two
lightness maps L1 and L2 based on two PEVs, PEV1 and PEV2 are related as:

L1

L2
= 2PEV1−PEV2 (5)
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To capture structure aware lightness map (L), we consider the brightest channel
which gives the maximum intensity across the color channels [6]. We consider
level N/2 as the best exposed level and the levels N/4−3N/4 as the well exposed
levels for a k-bit image having N = 2k levels in the map. Therefore, our algorithm
will generate a set of images with consecutive exposure values higher than the
actual image by applying (6) until the mean value of the lightness map is less
than 3N/4.

LHE(i, j) =
{

L(i, j) × 2PEV , if L(i, j) × 2PEV < N
N , if L(i, j) × 2PEV ≥ N

(6)

Note that the generated images with higher exposure value usually contain more
artifacts like blocking and halo artifacts. Therefore, we restrict our method to
generate a maximum of two virtual lightness maps (with PEV = 1 and 2). The
generated lightness maps represent highly exposed lightness map with higher
exposure values than the input.

Note that computationally very less-intensive hardware-friendly process in
(6) generates LHE which has a linear relationship with the input lightness map.
Such a process preserves the underlying structural information, which is basically
represented by the reflectance component (R) [6] in an image.

2.3 Weight Computation for Fusion

The psuedo images along with the input image are to be fused to generate
a well-exposed image with backlit region having sufficient visibility. Here, we
consider pixel level fusion [15] where our enhanced output will be a weighted
sum of the images to be fused using a multi-scale fusion approach [16,19]. The
weights are to be determined according to the value of the pixel in consideration.
As mentioned already, the backlight image suffers from under-exposure in the
backlit part and well or over exposed in non backlit part. So, technique should
properly enhance the under exposed pixels, preserve the well exposed pixels, and
limit the exposedness in the over exposed pixels. Moreover, the output should
preserve the high frequency details for pleasant output. Therefore, we compute
weights based on exposedness and gradient value.

The images are first normalized to [0, 1], where 0 is considered as darkest
possible and 1 is the brightest possible pixel. In such a case, the best exposed
pixel is 0.5 which is exactly the middle of the darkest and brightest pixel possible
in the defined range. In the contribution to weight value from exposedness, pixel
value having intensity 0.5 will be assigned maximum weight. Any deviation from
0.5 will be penalized (lesser weight). For such a weighting strategy, we consider
the Gaussian function, which is the function usually adopted [19].

WE
c(i, j) = exp

{
−Ic(i, j) − 0.5

2 × (0.3)2

}
; c = {R,G,B} (7)

Combining the three channels, we have WE = WR
E ×WG

E ×WB
E . To capture the

details of the image, different approaches propose different contrast measures
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[19]. HVS is sensitive to spatial frequency [21]. So, image enhancement in terms
of contrast should include spatial frequency [22]. In the contribution to weight
value from contrast, we therefore, compute gradient energy which is directly
related to spatial frequency. To minimize the effect of noise, we consider Sobel
(Sobel vertical and Sobel horizontal) [8] for gradient computation. The weight
based on the gradient energy is given by

WG =
∑

(i,j)∈Ω

Ix(i, j)2 + Iy(i, j)2 (8)

Ix is obtained by convolving the image with the vertical Sobel operator and Iy

with horizontal Sobel operator.
The weights WE and WG are combined and normalized. The final weight for

nth image at pixel (i, j) is defined as

Wn(i, j) =
WE,n(i, j) × WG,n(i, j)∑
WE,n(i, j) × WG,n(i, j)

(9)

2.4 Multi-scale Image Fusion

The multiple images generated with these multiple lightness maps carry different
but relevant information of the actual scene. A straight-forward image fusion
strategy is the weighted average of the inputs. But such an operation results
in output with artifacts, especially in the area of the image with details. Thus
a suitable image fusion technique is required to fuse the images to generate a
single well-exposed enhanced image with all the relevant information present in
the output. HVS is sensitive to spatial frequency [21]. So, image enhancement
in terms of contrast should include spatial frequency [22]. In [22], the authors
have defined contrast based on spatial frequency in terms of bandpass filtered
version of the image. Therefore, we consider spatial frequency sensitive pyramidal
structure for processing the images.

In [22], the authors have defined contrast in terms of band pass filtered ver-
sion of image. A pyramidal structure is considered for processing input image
with band pass filter for ‘perceived contrast’ analysis. This multi-scale pyrami-
dal structure based processing is a well accepted approach for image enhance-
ment [9,27]. This motivates us to consider the spatial frequency aware pyramidal
structure for suitable fusion of the images generated. Among different variant
of multi-scale decomposition based image fusion, Laplacian pyramid [3] is most
suitable for our case because Laplacian pyramid allows to access directly a set
of quasi-bandpass version of original input image. Such elements in Laplacian
pyramid allow simultaneous space-frequency localization. This is one of the most
important feature which will help us to process based on ‘perceived contrast’
analysis for image enhancement. Moreover, generation for Laplacian pyramid
needs very simple hardware friendly computations which are not only local but
also can be processed in parallel in pipeline hardware architecture. Thus, this
kind of system can give real time [3] performance. This motivates us to consider
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the spatial frequency aware Laplacian pyramid for suitable fusion of the images
generated. Our approach is similar to Laplacian pyramid based image fusion
[3,19] where fusion is carried out in each scale as a weighted average operation.
However, computed weight Wn(i, j) for nth image is determined based on the
exposedness and gradient energy at the scale of the input image. So, for fusion
through Laplacian pyramid, we generate weights for nth image at scale l, as
follows

Wl,n(i, j) =
∑

p

∑
q

G(p, q)Wl(2i + p, 2j + q) (10)

where G is Gaussian mask used as a low pass filter to generate the weights at
different scales. Let us denote a bandpass version of higher resolution nth input
image of scale l in Laplacian pyramid as LA{I}i,j,n. The fusion operation is a
weighted average of the bandpass images in a particular scale.

LA{I}l
i,j =

N∑
n=1

WS
l,n(i, j)LA{I}l

i,j,n (11)

Expansion and addition [19] of all the band pass versions of Laplacian pyramid
LA{I}l

i,j will generate the output image Io, which in our case is the enhanced
well-exposed image.

2.5 2D Histogram Based Local Enhancement

The above globally enhanced image may suffer from a loss in a local neighbor-
hood [24]. Thus a suitable local enhancement is required.

HVS is more perceptive towards intensity difference rather than intensity in a
spatial neighborhood [12]. A desired transformation p = [p(0), p(1), ..., p(N − 1)]
for a k-bit image with N = 2k − 1 should map intensity values m and m + n
to p(m) and p(m + n) such that the frequently appearing intensity difference
in a spatial neighborhood is boosted up in the final output. To generate such a
transformation, the authors in [12] have proposed a layered representation of 2D
histogram h such that the index h(m,m + n) represents the count of the occur-
rence of intensity levels m + n and m in a spatial neighborhood. Overstretching
due to the presence of large values in h is tackled using logarithmic function for
attenuation. The attenuated 2D histogram for layer n in the layered representa-
tion is hn

m = log(h(m,m + n) + h(m + n,m)) [12]. For the layer n in the layered
representation dn

m = pm+n − pm for 0 ≤ m ≤ N − 1 − n should be related to hn
m

such that dn
m = κn ×hn

m for 0 ≤ m ≤ N −1−n where κn is a normalizing factor.
Under such a condition, constrained optimization in [12] generates the desired
transformation p, which is used here on the fused output to boost up frequently
occurring intensity pairs in a local context for image enhancement.

3 Experimental Result

To determine the efficiency of our algorithm, we compare it with the state-of-
the-art low-light image enhancement LLVORM [20] and SRL [14] and state-of-
the-art backlit image restoration (LRB) [18]. The 38 test images from the backlit
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(a) Original Input Image (b) Original (Cropped)

(c) LLVORM (d) LLVORM (Cropped)

(e) SRL (f) SRL (Cropped)

(g) LRB (h) LRB (Cropped)

(i) Proposed (j) Proposed (Cropped)

Fig. 3. Subjective analysis of a backlit image having very low-light condition for backlit
object. Left column and right column show the entire image and its cropped version
respectively for comparative evaluation.
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(a) Original Input Image (b) Original (Cropped)

(c) LLVORM (d) LLVORM (Cropped)

(e) SRL (f) SRL (Cropped)

(g) LRB (h) LRB (Cropped)

(i) Proposed (j) Proposed (Cropped)

Fig. 4. Subjective analysis of a backlit image having medium low-light condition for
backlit object. Left column and right column show the entire image and its cropped
version respectively for comparative evaluation.
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image database shared by [18] are used for the evaluation. We have generated
the results on an Intel i5-4590 CPU 3.30 GHz machine with 16 GB RAM.

In Figs. 3 and 4, we present the subjective evaluation of two standard
images and their cropped versions for detailed analysis. It can be observed that
LLVORM is not able to enhance the images sufficiently. The results of LLVORM
suffer from certain undesired artifacts. SRL produces better results, but it also
produce artifacts. In terms of visibility of backlit part of the images, LRB and our
proposed technique are better which are specifically proposed for backlit image
restoration. But LRB suffers from washed out effect (as marked in the head
part of Fig. 3(h)), artifacts at the edges (as marked in hand part of Fig. 3(h)).
Moreover, LRB can generate undesired output due to the misclassification of
backlit from non-backlit. Figure 4(h) shows such an example where the back-
ground between left hand and the tree is treated as backlit part and the dress
(backlit) and background (non-backlit) adopt to the same tone. The same can
be observed for the right hand (marked area) where the edge of the right hand
gets the tone of the nearest background.

For the quantitative evaluation, we consider discrete entropy (DE) [26],
measure of enhancement (EME) [1], and PixDist [5] to quantify the degree
of enhancement in the output. DE is a measure of information present in the
image. Higher is the value of DE, higher is the variability in image [12]. EME
[1] and PixDist [5] are two widely used measures of enhancement. Higher is the
value better is the enhancement for EME and PixDist. While enhancing image,
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Fig. 7. Time vs image size

the lightness order should be maintained for naturalness preservation [13]. LOE
which measures lightness order error is a measure of naturalness [28]. Lower is
the value better is the quality of an image. AMBE measures the absolute change
between mean gray value of input and output image. Lower is value better is
the mean brightness preservation. We also consider the execution time for eval-
uation. Figure 5 and 6 present the average values of DE, EME, PixDist, LOE,
AMBE, and execution time of all the images from the dataset. The green color
in the Figs. 5 and 6 indicates the best results. It is clear that in terms of all
the measures, our algorithm outperforms the rest. Note that the average time
required for our algorithm is 0.36 s, which is substantially lower than others.

We finally show the Time vs Image Size analysis in Fig. 7. We can see that
our techniques outperforms the rest of the techniques on the increase in time
with respect to the increase in image size. On the other hand, as the image size
increases, the competing backlit image enhancement algorithm LRB requires
substantially higher time.

From the above discussion, it is evident that our technique performs better
than others, subjectively and quantitatively. The presence of noise generated by
our technique is limited. But, the technique may generate comparatively noisy
output from an input backlit image having extremely low-lighting condition with
the presence of considerable noise. Handling such issues can be a future scope
of improvement.

4 Conclusion

This paper presents an approach for backlit image restoration through HVS-
sensitive multi-scale fusion of multiple pseudo exposed images along with the
input. We generate pseudo images exploiting the relation of exposure with aper-
ture and shutter speed. The fused image is locally enhanced by boosting the
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intensity difference in a spatial neighborhood to generate the output. The pro-
posed technique is found to be faster. Moreover, the technique enhances the
backlit images sufficiently while preserving the naturalness.
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Abstract. Vine nutrition is a key element of vineyard management. Nutrient
disorders affect vine growth, crop yield, berry composition, and wine quality.
Each vineyard may have a unique combination of soil type, vine age, canopy
architecture, cultivar and rootstock. Therefore nutritional requirements vary
between vineyards and even locations within a vineyard. Nutritional disorders
can be detected visually on leaves, fruits, stems or roots. The advancement of
image processing and machine learning has made it feasible to develop rapid
tools to assess vine nutritional disorders using these symptoms. This paper
presents our proposed method of using a smartphone app to capture and analyse
images of vine leaves for identifying nutritional disorders of grapevines rapidly
and conveniently. Nutrient deficiency/toxicity symptoms were created in
hydroponically grown grapevines of both red and white varieties. RGB (red,
green, and blue) images of old and young leaves were taken weekly to track the
progression of symptoms. A benchmarked dataset was developed through a
laboratory based nutrient analysis of the petioles. A wide range of features (e.g.,
texture, smoothness, contrast and shape) were selected for the following cus-
tomised machine learning techniques. Our proposed algorithm was developed to
identify specific deficiency and toxicity symptoms through training and testing
process. The support vector machine has achieved a 98.99% average accuracy in
the testing.
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1 Introduction

The efficiency of an agricultural system is directly related to the timely and optimal
management of pests and diseases, and precise management of irrigation and fertilizers.
Pests, diseases and nutritional problems significantly affect the quality and yield of
crops. Thus, early identification of symptoms for pests, disease and nutritional disor-
ders is crucial in any agricultural practice to ensure productivity and profitability.
Symptoms of nutritional disorders or infections are visual signs to variations in the
normal physiological and metabolic functions of the plant [1, 2]. Usually, the symp-
toms are apparent in leaves, fruits, stems or roots. As a result, the correct identification
of specific plant symptoms can be a useful diagnostic tool for the assessment of
diseases and nutritional disorders in plants [3, 4].

In addition to water, oxygen and carbon dioxide, plants require at least 14 nutrients
to maintain their physiological functions. Six mineral elements which are required in
relatively greater amounts are called macronutrients: nitrogen (N), potassium (K),
phosphorus (P), magnesium (Mg) calcium (Ca), and sulphur (S). The other elements,
which are required in smaller amounts are called micronutrients: zinc (Zn), iron (Fe),
copper (Cu), boron (B), manganese (Mn), chlorine (Cl), molybdenum (Mo), and nickel
(Ni) [5, 6]. Deficiency and toxicity in any one of these mineral elements negatively
impact plant health and productivity and may cause the development of visual
symptoms. The usual diagnostic techniques for nutritional disorders are based on crop
growth responses, leaf symptoms and soil and plant tissue analysis [7, 8]. General
nutrient deficiency symptoms include reduced growth, yellowing, purple or red dis-
coloration, interveinal chlorosis or necrosis. Nutrient toxicity can also cause abnormal
growth patterns, leaf discolouration, chlorosis and necrotic patches. Many nutrients
when in excess, may interfere with the uptake of other nutrients and can potentially
cause deficiency symptoms [9]. Hence, an accurate diagnosis of nutrient disorders is
essential for successful fertilizer management.

The assessment of nutritional disorders in the field is a very labor intensive process
requiring tissue diagnostics by qualified laboratories [10]. Researchers have applied
new technologies to improve the efficiency and accuracy of the identification of plant
disorders and diseases. Hyperspectral imaging has resulted in vegetation indices for
indirect monitoring of plant disorders [11]. However, specific disorders cannot be
identified. A new spectral index was developed to identify three distinct pathogens in
winter wheat disease [12]. Using the RELIEFF algorithm, the most and least appro-
priate wavelengths for various illnesses were collected. The classification accuracies of
these new indices were 86.5%, 85.2%, 91.6% and 93.5% respectively for healthy and
leaves infected with powdery mildew, yellow rust or aphids.

Image processing techniques were used for disease identification and fruit grading
[10, 13]. Applying an artificial neural network for disease detection, two distinct
databases were employed, one for the purpose of training and the other for testing.
Back propagation was used for the weight adjustment of the training databases. Three
feature vectors were considered i.e., texture, colour, and morphology [13]. They found
that the morphological characteristics yielded better results compared to the other two
features.
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Chili plant leaf images were recorded and processed to determine their health
status [14]. Pre-processing was performed using filtering, edge detection and mor-
phological operations. MATLAB software was applied to extract features, however, the
segmentation of the leaf from the background is an important preliminary step. The
technique proposed in [15] compared the threshold of both the Otsu and clustering
algorithms to analyse infected leaves [4]. The authors found that the value of the
extracted features was smaller for the k-means clustering algorithm and more precise
than any other technique. In this technique, the green pixels were recognised after
implementing k-means clustering methods and the variable threshold value was
determined by using the Otsu algorithm to make a final decision regarding leaf health
status. The technique of color co-occurrence was used for feature extraction. The
spatial gray-level dependence matrices (SGDM) was used to compute the texture
statistics and the features were calculated using the gray-level co-occurrence matrix
(GLCM) [16].

Zhang et al. developed a field programmable gate arrays (FPGA) and a digital sig-
nal processor (DSP) based system to monitor and control plant diseases [17]. The
FPGA was used for collecting field crop images or videos for monitoring and diagnos-
ing. A rice disease detection technique using a pattern recognition method is elaborated
in [18]. At first, the authors selected the region of interest (ROI) manually, then they used
a model incorporating hue, saturation, and intensity (HIS) to segment the image. Later,
a boundary and spot detection was performed to define the infected portion of the leaf.

All the above-mentioned techniques are used to identify plant nutrient deficiency
and toxicity symptoms, but they are not specific to the viticulture. In viticulture, there
are several kinds of plant disorders including physiological and nutrient disorders (e.g.,
nitrogen deficiency), pathological diseases (e.g., powdery mildew) and pests (e.g.,
blister mite) as shown in Fig. 1. It should be mentioned here that we have developed
the benchmarked dataset through nutrient analysis of petioles with matching symptom
severity. Each disorder contains a different kind of symptom, and to cover all symp-
toms we carefully chose a wide range of innovative features (i.e., 10 features) and
customised machine learning technique to identify specific deficiency and toxicity
symptoms. Moreover, we have devolved a prototype of a smartphone app to capture
and analyse images of vine leaves quickly and conveniently for assessing nutritional
disorders of grapevines with minimal cost.

The rest of this paper is organised as follows: Sect. 2 describes the proposed vine
nutritional disorders detection approach, Sect. 3 presents experimental results. Finally,
the conclusions are given in Sect. 4.

2 Proposed Grapevine Nutritional Disorder Detection
Technique

Here we outline the image analysis and smartphone App development process of vine
leaves to assess nutritional disorders of grapevines rapidly and conveniently with
minimal cost. This process consists of three steps: (i) development of nutrient
deficiency/toxicity symptoms, (ii) machine learning and image analysis and (iii) app
development.
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2.1 Development of Nutrient Deficiency/Toxicity Symptoms

In order to develop an image processing algorithm for the identification of nutrient
deficiency/toxicity symptoms in grapevines, an image database with various symptoms
were developed. Nutrient deficiency/toxicity symptoms were created in potted
grapevines grown in a washed sand medium, for Shiraz (a red variety) and Chardonnay
(a white variety) (Fig. 2). Modified Hoagland’s nutrient solutions, with high or low
levels of specific elements, were used as treatments to create the symptoms. The

(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 1. Grapevine leaves: (a), (b), (c) and (d) are the upper surface of the leaves whereas (e), (f),
(g) and (h) are the corresponding lower surface of the Chardonnay grapevine leaves.

Fig. 2. Potted vines are grown in washed sand with specific nutrient formulations.
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experimental design was a completely randomised block design with eight replicate
plants for each treatment. RGB (red, green, and blue) images of old and young leaves
were taken weekly to track the progression of symptoms. Chemical nutrient analysis of
the leaf petioles was matched with symptom development.

2.2 Machine Learning and Image Analysis

The basic steps leading to symptom detection and classification though image pro-
cessing is shown in Fig. 3. RGB images of healthy and symptomatic leaves were
captured for training and testing purposes. In most cases, a specific portion of the leaf
was affected. Therefore, the ROI for the nutritional disorder was cropped and processed
for feature extraction. In order to distinguish the different nutritional disorders, a
comprehensive set of image features (e.g., contrast, correlation, energy, homogeneity,
mean, standard deviation, entropy, root means square (RMS), kurtosis and skewness)
have been selected and fed into the customised machine learning (i.e., support vector
machine (SVM)) techniques; intelligent algorithms were created to identify specific
deficiency and toxicity symptoms. Two critical steps i.e., (a) feature extraction and
(b) classification are further described below.

(a) Feature Extraction
Haralick introduced the most popular two step feature extracting technique i.e.,
(i) computing co-occurrence matrix (CM) and (ii) calculating the texture feature based
on the CM. This technique is useful in a wide range of image analysis applications [19].
In image processing, the gray-level co-occurrence matrix (GLCM) characterises the
texture of an image by calculating how often pairs of pixels with specific values and in

Give grower immediate info on the cause of the grapevine disorder and provide 
links to resources on how to address the problem

Classify leaf as healthy or unhealthy

Extract features of the cropped image

Crop image to region of interest

Image acquisition

Fig. 3. Basic steps for grapevine diseases detection.
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a specified spatial relationship occur in an image. In the transformation from the image
space into the co-occurrence matrix space, the neighbouring pixels in one or some of
the eight (e.g., 0°, 45°, 90°, 135°, 0°, −45°, −90°, and −135°) directions can be used. It
contains information about the positions of the pixels having similar gray level values.
In general, each element (i, j) in the GLCM specifies the number of times that the pixel
with a value i occurred horizontally adjacent to a pixel with value j.

Figure 4 outlines a computation that has been applied in the manner where the
element (1, 1) in the GLCM contains the value 1 because there is only one instance in the
image where two horizontally adjacent pixels have the values 1 and 1. Element (1, 2) in
the GLCM contains the value 2 because there are two instances in the image where two,
horizontally adjacent pixels have the values 1 and 2 [19, 20]. In the second step, we
calculate four features (i.e., contrast, correlation, energy and homogeneity) based on the
GLCM.

Following is the summary of selected image features.

(i) Contrast
The contrast is a measure of the intensity of a pixel and its neighbour over the
image. In the visual perception of the real world, contrast is determined by the
difference in the colour and brightness of the object and other objects within the
same field of view. The intensity contrast between a pixel and its neighbor over
the whole image in the range of 0� contrast� size GLCM; 1ð Þ � 1ð Þ2. For a
constant image, the value of contrast is 0. Contrast can be calculated using Eq.
(1)

Fig. 4. Creation of GLCM from the image [20].
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Contrast ¼
X
i;j

i� jj j2p i; jð Þ: ð1Þ

where i and j are the gray level values in the image and p is the relative
frequency matrix of the texture.

(ii) Correlation
Correlation shows a statistical measure of how correlated a pixel is to its
neighbor over the whole image. Correlation is 1 or −1 for a perfectly positively
or negatively correlated image. Correlation is not defined for a constant image.
Correlation can be calculated using Eq. (2)

Correlation ¼
X
i;j

i� lið Þ j� lj
� �

p i; jð Þ
rirj

: ð2Þ

where li and lj represents the mean and ri and rj represents the standard
deviation of the rows and columns.

(iii) Energy
Energy (E) can be defined as the measure of the extent of pixel pair repetitions
and is repented by the sum of squared elements in the GLCM (i.e., Eq. (3)).
When pixels are very similar, the energy value will be large. Energy is 1 for a
constant image.

E ¼
X

i;j
p i; jð Þ2 ð3Þ

(iv) Homogeneity
Homogeneity represents the closeness of the distribution of elements in the
GLCM to the GLCM diagonal and is defined by Eq. (4). The maximum and
minimum value of the homogeneity is 0 to 1. Homogeneity is 1 for a diagonal
GLCM.

Homogeneity ¼
X

i;j

p i; jð Þ
1þ i� jj j ð4Þ

(v) Entropy
Entropy is the measure of randomness that is used to characterize the texture of
the input image. Its value will be maximum when all the elements of the co-
occurrence matrix are the same. It is defined as in Eq. (5) as follows

Entropy ¼
X
i;j

p i; jð Þ �log2 p i; jð Þð Þð Þ ð5Þ

(vi) Mean
Suppose, z to be a random variable denoting image gray levels and I(zi) be the
corresponding histogram, where i = 1, 2, 3… . The mean gives the average gray
level of each region and it is defined by Eq. (6)
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m ¼
X

i
ziI zið Þ ð6Þ

(vii) Standard Deviation
Standard deviation expresses by how much the members of a group differ from
the mean value for the group and is defined by Eq. (7). A low standard devi-
ation indicates that the data points tend to be close to the mean, while a high
standard deviation indicates that the data points are spread out over a wider
range of values.

Standard Deviation ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiX

i
zi � mð Þ2I zið Þ

q
ð7Þ

(viii) Skewness
Skewness is a measure of the asymmetry of the gray levels around the sample
mean and defined as Eq. (8). If skewness is negative, the data are spread out
more to the left of the mean than to the right. If skewness is positive, the data
are spread out more to the right.

Skewness ¼
X

i
zi � mð Þ3I zið Þ ð8Þ

(ix) Kurtosis
In digital image processing kurtosis values are interpreted in combination with
noise and resolution measurement. High kurtosis values should go hand in hand
with low noise and low resolution.

Kurtosis ¼
X

i
zi � mð Þ4I zið Þ ð9Þ

(x) Root Mean Square (RMS)
The RMS value of each row or column of the input, along vectors of a specified
dimension of the input, or of the entire input. The RMS value of the jth column
of a M � N input matrix I is given by Eq. (10) as follows

RMS ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPM

i¼1 I i; jð Þj j2
q

M
ð10Þ

(b) Classification
After extraction, the features were given as input of the SVM for training purpose as
shown in Fig. 5. Then, for the testing purpose, features were extracted from the testing
images and given as input of the SVM. The multiclass SVM is built up by various two-
class SVMs to solve the problem, either by using one-versus-all or one-versus-one. The
winning class is then determined by the highest output function or the maximum votes
respectively. This helps the multiclass SVM to perform effectively to predict a healthy
or unhealthy leaf.
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2.3 App Development

We have developed an Android Mobile Application to demonstrate these disease
recognition algorithms. Figure 6 shows the features of the proposed App. The
Application is developed at Android version 9.0 and requires a minimum Android
version of 4.0.3. It uses an open-source software library - OpenCV to implement our
proposed machine learning algorithms.

The application is designed to have the following functionalities:

• Acquire/label leaf images for analysis
• Provide information about relevant leaf/vine diseases
• Analyse a leaf region with an SVM algorithm to detect whether the leaf has a

disorder or no

3 Experimental Results

To evaluate the performances of the proposed technique, we extracted features from 40
images for training purposes. Then, we tested evaluation metrics (e.g., precision, recall
and F1-measure) of the proposed technique on 145 images to evaluate their overall
performances. It should be mentioned here that both the training and testing images are
captured within the same environment (e.g., illumination, temperature). The definition
of precision, recall and F1-measure can be defined by the Eqs. (11)–(13) [21].

Precision ¼ Tp
Tp þFp

: ð11Þ

Recall ¼ Tp
Tp þFn

: ð12Þ

Fig. 5. Classification algorithm.
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F1� measure ¼ 2� Precision� Recall
PrecisionþRecall

: ð13Þ

where Tp, Fp and Fn are the number of images correctly identified by the proposed
technique and the laboratory experiment, the number of images correctly identified by
the proposed technique but not by the laboratory experiment, the number of images
correctly identified by the laboratory experiment but not by the proposed technique
respectively. However, either precision or recall alone cannot provide a good indication
of a perfect measurement [21, 22]. For example, a technique can offer better precision
but poor recall or vice versa. To be an effective and robust method, it must achieve both
higher precision and recall. To represent this measure, the F1-measure is defined as
combining precision, recall, and represented by Eq. (13). A high value for both the
precision and recall indicate that the F1-measure is also very high. Thus, a method with
a high F1-measure value confirms a better technique to classify a leaf as healthy or
unhealthy. Table 1 shows the precision is 100% for both the healthy and unhealthy

Fig. 6. Basic features of the App.
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leaves whereas the recall was 100% and 96.04% for the healthy and unhealthy leaves
respectively. Similarly, the F1-measure for healthy and unhealthy leaves are 100% and
97.98% respectively. The average F1-measure is 98.99% which represents the overall
performance of the proposed technique. An example is shown in Fig. 7. This leaf
appears visually healthy, however, a laboratory test confirmed that it has nitrogen
deficiency (i.e., unhealthy). Our proposed technique was thus able to detect it correctly
and outperformed the human assessment.

4 Conclusion

Successful crop cultivation is highly dependent on the ability to accurately detect and
classify a grapevine disease and this can be done using image processing. This article
has elaborated feature extraction and classification methods of leaf symptoms.
The SVM technique was highly effective at correctly identifying and classifying the
disorder. We have thus been able to create a prototype for the first version of the mobile

Fig. 7. Visual output.

Table 1. Precision, recall, and F1-measure for the proposed technique

Chardonnay Shiraz Average F1-measure (%)
Healthy Unhealthy Healthy Unhealthy

Precision (%) 100 100 100 100 98.99
Recall (%) 100 95.02 100 97.06
F1-measure (%) 100 97.44 100 98.51

194 D. M. M. Rahaman et al.



app. The experimental results show that image analysis and the machine learning
approach can be applied to the identification of nutritional disorders.
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Abstract. In this paper, we introduce a hierarchical colour image seg-
mentation based on cuboid partitioning using simple statistical features
of the pixel intensities in the RGB channels. Estimating the difference
between any two colours is a challenging task. As most of the colour
models are not perceptually uniform, investigation of an alternative strat-
egy is highly demanding. To address this issue, for our proposed tech-
nique, we present a new concept for colour distance measure based on
the inconsistency of pixel intensities of an image which is more compli-
ant to human perception. Constructing a reliable set of superpixels from
an image is fundamental for further merging. As cuboid partitioning is
a superior candidate to produce superpixels, we use the agglomerative
merging to yield the final segmentation results exploiting the outcome
of our proposed cuboid partitioning. The proposed cuboid segmentation
based algorithm significantly outperforms not only the quadtree-based
segmentation but also existing state-of-the-art segmentation algorithms
in terms of quality of segmentation for the benchmark datasets used in
image segmentation.

Keywords: Cuboid segmentation · Agglomerative merging · Colour
image segmentation

1 Introduction

Image segmentation is a significant pre-processing step for most image process-
ing techniques such as object recognition, object-based image classification, and
content-based image retrieval. These computer vision techniques are being used
in many cutting edge applications, including the latest medical imaging, traffic
control system, remote sensing, and video surveillance.

There are mainly two different approaches to image segmentation [2]: (i)
edge detection-based and (ii) region-based segmentation. Edge detection aims to
detect edges between different group of pixels and does not guarantee to detect
the closed object contours. Region-based segmentation divides an image into
disjoint regions. Image derivative was the basic concept of early edge detection
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 197–210, 2019.
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algorithms [5]. Recently, gPb-OWT-UCM [2] put forth a contour detector and
combined it with a hierarchical image segmentation. Again, there exists a wide
spectrum of region based techniques, including normalized cut [24], mean shift
[7], random walk [11], region grow [30], graph-based [9], watershed [32], fuzzy
c-means clustering [17], JSEG [8], and hierarchical segmentation [18,27,33].

Even with the overabundance of segmentation techniques, there are demands
for new techniques because all the methods could not be suitable for all types of
applications. For example, segmentation techniques for medical imaging cannot
be applied to natural images. A recent work [21] proposes an unconventional
way of segmentation, where the output of the algorithm comes in the form
of cuboids. The motivation for the task is to facilitate efficient and effective
content-based image retrieval and video coding. In this era of multimedia, most
video contents are transmitted and also stored in the compressed form, thus the
post-processing (e.g., video object recognition [12], action recognition [6], and
video summarization [3]) needs to decompress them. Embedding relevant coding
metadata can facilitate the post-processing exempting the decompression. The
only available data are in the form of rectangular blocks in the compression
format. The arbitrarily shaped partitions of video segmentation techniques are
not appropriate to serve the purpose. The rectangular-shaped output of cuboid
segmentation can serve it best.

Cuboid segmentation [21] uses simple statistical features (e.g., mean and
variance), derived from the distribution of pixel values. The main idea is to use
a greedy heuristic to recursively split a rectangular image into two rectangular
halves with an optimal split-line, orthogonal to one of the axes so that the value
of the distance metric is maximized. The recursion is terminated when the dis-
tance is below a threshold or when the targeting granularity is reached. Cuboid
segmentation has some outstanding benefits. It is very simple to implement and
preserves spatial relationships among neighbours. The complexity is bounded to
linear form by utilizing the integral imaging approach [29] to generate the colour
moments. Again, the cuboid segmentation is very fast as the depth of recursion
is bounded logarithmically. Moreover, it can also take advantages of matrix pro-
cessing and the specialized hardware e.g., the graphics processing unit. Again,
the hierarchical approach is amenable to parallel processing. Lastly, the output
of segmentation (i.e., the boundary of cuboid segments) can be stored using only
the four corner points of each cuboid.

The cuboid segmentation can easily be confused with the quadtree (QT)
decomposition [26] as both of them produce segments of rectangular shape. QT
decomposition is widely used for coding purposes. The main idea is to segment
the image into homogeneous and heterogeneous parts to allocate fewer bits to
homogeneous regions and more bits to those regions that contain additional
detail and sharper features. Although both the algorithms partition an image
recursively, they differ from each other greatly. First of all, the original quadtree
decomposition requires images not only with equal height and width but also the
value of height and width must be of the power of two but cuboid segmentation
does not care about the image size. Again, the QT decomposition divides the
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image into four equal-sized blocks in each iteration until a specified homogeneity
criterion is achieved. In contrast, the cuboid segmentation does not use any
arbitrary division. Rather it uses the local optimum distance to divide the image
into two regions based on a specific feature space (e.g., colour, texture, or both).

However, the very first cuboid segmentation algorithm suffers from over-
segmentation of regions with a similar colour. This is because it quantizes the
HCL colour model into a fixed number of colours in cubic spaces and uses the
Euclidean distance measure in that cubic space. In CSeg’18 [28], the HCL colour
space and quantization is ignored and l∞-norm is used while selecting the opti-
mal split s∗ among all possible splits. This means for each possible split, a
dominant RGB channel was selected for which the distance between the halves
in that channel is the maximum of all three channels. As an image (or sub-image
thereafter) is static while considering the optimal split, the distance-dependent
dominant channel selection leads to inconsistency in the decision process as dif-
ferent channels may become dominant for different splits of the same image.
Again, in the CSeg’18, contrast measure has been used to determine whether a
cuboid needs to be partitioned further. The contrast value used in CSeg’18 can
be influenced by the local contrast, which limits the efficacy of accurate decision
making for cuboid partitioning.

In this paper, the first shortcoming of CSeg’18 has been overcome in two
stages. A dominant channel is selected first among the three RGB channels
where the variance is the maximum. Then the best split based on the maximum
distance between the cuboid halves is chosen in that dominant channel. The
variance represents the variation among the pixels of a cuboid more accurately.
Hence, the variation of contrasts within a cuboid indicates the use of variance in
decision making for partitioning will improve the performance of segmentation.
Therefore, we use the variance of any cuboid instead of its contrast to decide
further partitioning of it, thus addressing the second shortcoming of CSeg’18.

We use the statistical property of the pixel values to find out the maximum
contrast between the foreground and the background of an image to eventu-
ally perform the cuboid segmentation algorithm to distinguish regions. Besides,
we include the variance as a threshold to determine the homogeneity of image
regions. Because of perceptually distinctive differences in the contrast between
foreground and background objects and the more intuitive distance value, the
proposed cuboid segmentation algorithm can detect and separate the background
and foreground objects more accurately.

The idea of superpixels is being used in many segmentation techniques
[15,16,22,33] as they are more convenient to compute region-based image fea-
tures by reducing the number of image primitives significantly. Although the
output of cuboid segmentation is a set of cuboids, these cuboids can admittedly
be considered as superpixels. Among the existing superpixel segmentation tech-
niques, Turbopixels [14] and SLIC [1] have linear time complexity with the ability
to control the number of segments. However, in both the algorithms the initial
seeds evolve over a smaller spatial extent resulting in a collection superpixels of
almost similar size. On the contrary, cuboid segmentation enforces strong spatial
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relationships among neighbouring pixels and the homogeneity criteria used to
terminate the split process results in a combination of cuboids of homogeneous
image regions with different sizes.

In this paper, we use cuboids as superpixels and then exploit the hierarchical
agglomerative merging approach to group them into meaningful regions describ-
ing objects in an image. By controlling the number of cuboids, the complexity
of further merging process is also bounded to linear form that ensures the linear
complexity of total segmentation process. Comprehensive experiments are per-
formed using four standard measurements for quantitative evaluation namely the
Probabilistic Rand Index (PRI) [31], Global Consistency Error (GCE) [19], Vari-
ation of Information (VoI) [20] and Boundary Displacement Error (BDE) [10]
on benchmark datasets (BSDS500 [19] and MSRC [25]). These are widely used
to evaluate segmentation performance. In comparing the results, we have imple-
mented the same merging algorithm using the output of CSeg’18 and quadtree.
The experimental results exhibit better performance for the CSeg’19 based app-
roach than both the CSeg’18 based and quadtree-based approaches. In addition,
the proposed approach gains in the evaluation criteria against some state-of-the-
art techniques.

The rest of the paper is organized as follows. Section 2 depicts the theory
behind our proposed technique and the proposed algorithm. The performance
studies are presented in Sect. 3. Section 4 provides the conclusion.

2 Proposed Technique

In this section, we present our partitioning technique that uses simple statistical
features of pixel intensities to partition an image into a collection of cuboids.
Next, we describe the hierarchical merging process of the cuboids to form mean-
ingful image regions.

2.1 Cuboid Segmentation

Variance and Its Impact on Pixel Data: Variance is a measurement that
depicts the dispersion of a dataset relative to its mean, or expected value. For a
dataset x1, x2, ..., xN with mean x, the variance σ2 can be denoted as

σ2 =
1
N

N∑

i=1

(xi − x)2. (1)

A low variance indicates that the data points tend to be close to the mean,
while a high variance indicates that the data points are spread out over a wider
range of values. We used this insight to select the dominating channel in each
iteration of our proposed algorithm. As RGB colour space (0 ≤ R,G,B ≤ 255)
is orthogonal in nature, the dominating channel among R, G or B is the one
that has more pixel values far from their mean. As natural images may contain
different objects of different colours, the dominant channel for the different parts
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Fig. 1. In clockwise order from top-left: original image, channel R, channel B, and
channel G. While the image and Cuboid 1 (top) have the dominant B channel, Cuboid
2 (bottom) has dominant R channel.

of an image might not be the same (Fig. 1). Therefore, in each iteration, we first
select the dominant channel and then perform the cuboid segmentation only
on that channel. As a consequence, the more we separate different objects or
parts of an image, the dominating channel turns more explicit. As RGB colour
space is not perceptually uniform, the difference of the centroid (RGB mean)
between any two distinct part of the image is not perceptually consistent. Since
each channel of the RGB colour model is more intuitive separately than the
whole colour model, the distance of the centroid in a single channel will be more
perceptually consistent. This paves the way of manipulating the distance of their
mean colour in a single channel which conforms with human perception closely.

Proposed Algorithm: Let IX,Y = (RI
X,Y , GI

X,Y , BI
X,Y ) denote an RGB image

of size X × Y = n. If σ2
max(IX,Y ) defines the maximum variance among the

three colour channels, the dominating colour channel, Ch of an image can be
defined as

Ch =

⎧
⎪⎨

⎪⎩

R, if σ2
max(IX,Y ) = σ2(RI

X,Y );
G, else if σ2

max(IX,Y ) = σ2(GI
X,Y );

B, otherwise.
(2)
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If μR,G,B
I is the first order raw RGB colour moment of image I, then the colour-

contrast distance between two images I and J can be estimated as,

D∗
I,J = |μCh

I − μCh
J |. (3)

To determine the homogeneity property of regions we use a threshold called
variance threshold, VX,Y,ns

and the variance of a region is the average of the
variances in each R, G and B channel

σ2(IX,Y ) =
1
3

(
σ2(RI

X,Y ) + σ2(GI
X,Y ) + σ2(BI

X,Y )
)
. (4)

Image I can be split into two sub-cuboids I1i and I2i of sizes i × Y and
(X − i) × Y pixels respectively, using a vertical line x = i + 0.5 in X − 1 ways
with i ∈ 1, 2, ...,X − 1. Similarly, it can be split into two sub-cuboids I1X−1+j

and I2X−1+j of sizes X × j and X × (Y − j) pixels respectively, using a horizontal
line y = j + 0.5 in Y − 1 ways with j ∈ 1, 2, ..., Y − 1.

For a user-defined number of cuboid, ns, a split is considered valid only if the
variance of the cuboid meets the variance threshold and the area of the cuboid
meets the area threshold

v(s|IX,Y ) = XY ≥ A ∧ σ2(IX,Y ) ≥ VX,Y,ns
. (5)

The colour contrast distance of the half-cuboids is the objective function

f(s|IX,Y ) = D∗
I1
s ,I

2
s
. (6)

Then the greedy optimization heuristic to find the best split of I from the
possible X + Y − 2 ways as

max
1≤s≤X+Y −2

f(s|IX,Y )

subject to v(s|IX,Y ).
(7)

A hierarchical partitioning algorithm may be designed by recursively splitting
the two half-cuboids using the optimal split s∗. The algorithm terminates when
all possible ways of splitting are found to be obsolete that means if one or both
of the variance threshold and area threshold is not satisfied. The algorithm is
now formally presented below as Algorithm 1.

2.2 Merging

The output of the previous stage is a full binary tree where the original image
represents the root and the segmented cuboids represent the leaf nodes. In this
stage, we perform merging of the leaf cuboids using hierarchical agglomerative
clustering of Ward’s minimum variance method [13] where the criterion for choos-
ing the pair of clusters to merge at each step is based on the optimal value of
an objective function. Ward’s minimum variance criterion minimizes the total



Hierarchical Colour Image Segmentation 203

Algorithm 1. CSeg’19 (IX,Y )
dmax = 0;
s∗ = 0;
for s = 1, 2, ..., X + Y − 2 do

if v(s|IX,Y,ns) ∧ f(s|IX,Y ) > dmax then
dmax = f(s|IX,Y );
s∗ = s;

end if
end for
if dmax > 0 then

CSeg’19(I1s∗)
CSeg’19(I2s∗)

end if

Fig. 2. Visual comparison of CSeg’19 (top), CSeg’18 (middle) and quadtree (bottom)
based segmentation outcome.
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within-cluster variance. The merging is accomplished in two steps. In the first
step, we merge the pair of sibling leaf nodes that contribute minimum impact in
the division process of their parent node.

Let C1 be an internal node of size n1 and C1.1 and C1.2 be two child nodes of
it with size n1.1 and n1.2. If σ2

1 , σ2
1.1 and σ2

1.2 be the variance of the parent (i.e.
the variance if they are merged) and two leaf nodes correspondingly, the within
cluster variance of the C1 and C2 can be defined as,

σ2
C12

= n1σ
2
1 − (n1.1σ

2
1.1 + n1.2σ

2
1.2). (8)

If C ∈ C1, C2, ..., CN be the set of internal cuboids having two leaf nodes as
children, then in each iteration the internal cuboid having minimum value of
impact factor will be considered to be merged. In the next step, we consider
merging of those pair of nodes that are a neighbour of each other using the
same criteria. The first step of merging eliminates some trivial splitting while
the second step emphasizes merging of the image regions partitioned into two
different subtrees as well as into the same subtree.

3 Results and Discussion

In this section, we present both the quantitative and the visual results of our
proposed technique and compare them with others.

3.1 Evaluation Metric and Dataset

In our experiment, we use four quantitative metrics widely used in evaluating
performance of image segmentation techniques, namely PRI [31], GCE [19], VoI
[20] and BDE [10]. We conducted our experiments using the two widely used
benchmark image datasets: Berkeley Segmentation Data Set 500 (BSDS500) [19]
and Microsoft Research Cambridge (MSRC) dataset [25]. The BSDB500 dataset
contains 500 natural images with 300 train, and 200 test images and each image
has multiple ground truths. The MSRC dataset comprises 591 natural images
of 21 object classes. Among the 21 classes, we used 7 classes having 203 images.
To compare our proposed technique, we have implemented another algorithm
by exploiting the output of quadtree decomposition and then using the same
hierarchical merging algorithm we used in our technique.

3.2 Performance Evaluation

To preserve the size of images, we implemented the quadtree algorithm depend-
ing on the aspect ratio of images. For both techniques, we used the same value
of area threshold A = 4 for all the images. The value of the variance threshold
varies according to the contrast of an image. As an image is divided into two
blocks in cuboid segmentation, while it is divided into four blocks in quadtree
decomposition, we set the variance threshold in such a way that in the split
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step, the number of cuboids, ns remain at least 2000 in both the techniques. It
is evident that if the number of cuboids is higher in merging phase, the more
accurate segmentation results are expected to have in the final segmentation
output. We set the number of cuboids, ns to be equal for both QT and Cseg’19
to ensure none of them is penalized. According to the resolution of images, we
set ns = 1000 for BSDS500 and ns = 550 for MSRC dataset, which ensures the
complexity of the whole process to be linear. We also implement the merging
algorithm using the output of CSeg’18 on both of the datasets.

Table 1. Performance comparison of CSeg’19, CSeg’18 and quadtree (QT) based seg-
mentation for BSDS500 and MSRC dataset

BSDS500 MSRC

PRI↑ VoI↓ GCE↓ BDE↓ PRI↑ VoI↓ GCE↓ BDE↓
CSeg’19 0.813 1.785 0.089 11.135 0.804 1.188 0.116 9.121

CSeg’18 0.808 1.817 0.097 11.470 0.787 1.195 0.121 9.125

QT 0.809 1.836 0.098 11.224 0.799 1.196 0.122 9.413

Table 2. Performance comparison of the proposed technique with state-of-the-art
methods for BSDS500 dataset using 300 training images used in the reported result

BSDS500

PRI↑ VoI↓ GCE↓ BDE↓
NCut [24] 0.79 1.84 - -

SWA [23] 0.80 1.75 - -

ICM [27] (only colour) 0.79 1.79 - -

CSeg’19 0.82 1.75 0.09 11.34

As both techniques yield hierarchical region trees, there can be many possible
segmentation outcomes. Selecting a single outcome from them involves personal
choice because every person has their perception of segmentation. We select the
criteria OIS (Optimum Image Scale) [2] where the optimum number of segments
or regions, nr is selected by an oracle on a per-image basis. The quantitative
evaluation of both techniques is shown in Table 1. The CSeg’19 based technique
outperforms both the CSeg’18 based and quadtree based techniques for all the
metrics for both BSDS500 and MSRC datasets.

In Table 2, we also compare the results of our proposed cuboid based tech-
nique with those of several state-of-the-art techniques reported in their papers
where 300 training images of BSDS500 data set were used.
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Fig. 3. (Top to Bottom) Segmentation result of CSeg’19 based hierarchical image seg-
mentation for nr = 2, 4, 6, and 8.
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Fig. 4. Visual comparison of CSeg’19 based (left 2 columns) and quadtree based (right
2 columns) hierarchical segmentation techniques (top to bottom) nr = 4, 4, 2, 5, and 5.
First and third column present segment boundaries, and the second and fourth column
present corresponding region maps.

Among those, Iterative Contraction and Merging (ICM) [27] is another hier-
archical image segmentation algorithm. In that work, they provided their per-
formance evaluation over a different combination of colour, size, texture, border,
and spatial intertwining factors. As our proposed technique uses only the colour
feature, we compare our performance with their performance that is based on
colour. All the benchmark scores rather than the ICM are collected from [2]
where they choose only PRI and VoI as evaluation metric and reported values
are presented by two digits followed by the decimal point. Our proposed CSeg’19
based technique performs better for both PRI and VoI than all other techniques.

Figure 2 imparts the qualitative performance of CSeg’19, CSeg’18, and QT
based segmentation outcomes for nr = 20. The outcome of CSeg’19 indicates
larger cuboids for large homogeneous regions (sky and lake water) and smaller
cuboids at curved region boundaries. In contrast, QT decomposition produces
relatively smaller blocks for both large and small homogenous regions. As a
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consequence, we can observe some visually prominent regions like the stick
and the hula skirt in CSeg’19 based method than the quadtree based method.
Besides, CSeg’18 based approach cannot distinguish the hand and the upper
portion of the stick properly. Figure 3 exemplifies the hierarchical segmentation
showing the different number of image regions. We can see that the image con-
tents become more explicit as the number of segment increases. Again Fig. 4
illustrates some output of both the techniques for the same number of segments.
Quadtree based results present more distortions than CSeg’19 based results in
separating the regions.

3.3 Complexity Analysis

According to master theorem of divide and conquer recurrences [4], if T (n)
denotes the total time for the algorithm on an input of size n, and f(n) denotes
the amount of time taken at the top level of the recurrence then the time can
be expressed by a recurrence relation of the form

T (n) = aT (
n

b
) + f(n) (9)

where a is the number of subproblems in the recursion and b is the factor by
which the subproblem size is reduced in each recursive call. By comparing the
asymptotic behaviour of f(n) with nlogba, there are three possible cases,

T (n) =

⎧
⎪⎨

⎪⎩

Θ(nlogb a), if f(n) = O(nlogb a);
Θ(nlogb n logk+1 n), if Θ(nlogb a logk n), k ≥ 0;
Θ(f(n)), if f(n) = Ω(nlogb a).

(10)

As CSeg’19 recursively divides an image IX,Y of n = X × Y pixels at the
optimal split into two cuboids, we may assume a = 2. For the sake of simplicity,
we may also assume b = 2, as each cuboid will have roughly O(n/2) pixels, and
f(n) = O(

√
n) = Ω(nlogb a), as the optimal split is selected from X + Y − 2

possible splits, and X = O(
√

n) and Y = O(
√

n). Hence, by (10), T (n) = Θ(n).
In the merge step, the complexity of hierarchical clustering is O(N2) for

input of size N. We used the number of cuboids in the merging step in such a
way that N = O(

√
n). Thus the overall complexity of the proposed algorithm is

Θ(n) + O(
√

n
2) = O(n), i.e., the complexity order of CSeg’19 is linear.

4 Conclusion

In this paper, we have introduced an innovative cuboid partitioning method
to split an image into homogeneous regions. By using the initial cuboids, we
have gradually merged adjacent regions into greater ones and finally formed a
hierarchical tree. In each step of merging, we have adopted the minimum variance
criteria to detect the most similar region pairs among all the neighbouring region
pairs. We have used the colour feature only. The computational complexity of
our proposed segmentation technique is linear. Results of quantitative evaluation
admit the performance of the proposed technique is superior over the existing
state-of-the-art methods, including quadtree based segmentation technique.
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Abstract. Synthesizing high-resolution realistic images from text
description using one iteration Generative Adversarial Network (GAN)
is difficult without using any additional techniques because mostly the
blurry artifacts and mode collapse problems are occurring. To reduce
these problems, this paper proposes an Iterative Generative Adversar-
ial Network (iGAN) which takes three iterations to synthesize high-
resolution realistic image from their text description. In the 1st iteration,
GAN synthesizes a low-resolution 64 × 64 pixels basic shape and basic
color image from the text description with less mode collapse and blurry
artifacts problems. In the 2nd iteration, GAN takes the result of the 1st

iteration and text description again and synthesizes a better resolution
128 × 128 pixels better shape and well color image with very less mode
collapse and blurry artifacts problems. In the last iteration, GAN takes
the result of the 2nd iteration and text description as well and synthe-
sizes a high-resolution 256× 256 well shape and clear image with almost
no mode collapse and blurry artifacts problems. Our proposed iGAN
shows a significant performance on CUB birds and Oxford-102 flowers
datasets. Moreover, iGAN improves the inception score and human rank
as compare to the other state-of-the-art methods.
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1 Introduction and Related Work

Synthesizing high-resolution realistic images from text description is an active
research problem owing to this way can produce the wanted images at a very
low cost. The problem of synthesizing high-resolution realistic images from text
description can be shortened as the text-to-image synthesis, which can be con-
sidered as the reverse problem of caption generation for the images. In this way,
this research problem links two research topics of Natural language Processing
(NLP) and Computer Vision (CV). This technology of the text-to-image syn-
thesis has a huge demand for applications such as removing unlike objects in
your photographs, producing new images, editing images, generating or synthe-
sizing videos, generating sketch, and generating or synthesizing speech and many
more. One iteration Generative Adversarial Network (GAN) is the status-of-arts
method to synthesize images from text. However this method is difficult in syn-
thesizing high quality images without using any additional techniques to solve
the issues of the blurry artifact and mode collapse.

In 2014, Goodfellow et al. [1] proposed a method called Generative Adversar-
ial Network (GAN) that showed an excellent result in many applications such as
images, sketches, and video synthesis or generation, later it is also used for text
to image, sketch, videos, etc, synthesis as well. Generative Adversarial Network
(GAN), showed a tremendous result because it deals the physical applications,
but still a lot of work need to improve.

Scott et al. [2] proposed a method called GAN-INT-CLS, that was the first
attempt to synthesize images from the text description using GAN. They convert
the input text into a text embedding vector (ϕt) using a recurrent network.
Conditioned on the ϕt, the Generator (G) maps a noise vector (z) to synthesized
image. The Discriminator (D) is also conditioned on text embedding vector (ϕt)
and it is designed to evaluate whether the input image is real or fake. By using
these techniques, GAN-INT-CLS synthesised or generate images from a text
description which is closer to the actual images. GAN-INT-CLS showed a very
good result in birds (CUB [3]), flowers (Oxford-102 [4]), and multi-categories
(MS-COCO [5]) datasets.

After successful attempt in text to image synthesis many methods are pro-
posed in the literature. GAN-INT-CLS fails to capture the localization con-
straints of the objects in the images. To solve this problem Reed et al. [6]
proposed another model called Generative Adversarial What-Where Network
(GAWWNs), which considers location constraint in addition to the text descrip-
tion. GAWWN learn to perform content-controllable and location-controllable
that what content to draw in which location. GAWWN accurately generate
compelling 128× 128 pixel images. GAWWN works only on images with single
objects, its works very good on the CUB, while the synthetic or generated images
using MPII Human Pose (MHP) [7] dataset are blur. In 2017 Zhang et al. [8] pro-
posed a two iterations GAN model called Stack Generative Adversarial Network
(StackGANs). StackGAN has the ability to generate realistic high-resolution
256× 256 pixels image from the given text description. The Stage-I GAN pro-
duce 64× 64 pixels low-resolution image with a basic shape and basic color of



High-Resolution Realistic Image Synthesis from Text Using iGAN 213

the object from a given text description, while Stage-II GAN takes the generated
low-resolution 64× 64 image of the Stage-I GAN and text description again and
synthesis 256× 256 pixels a high-resolution image. It is the first work to generate
high-resolution (256× 256) image from a text description. The author’s also pro-
posed conditioning data augmentation techniques as well. Recently an improved
version of StackGAN, StackGAN++ [9] proposed with multiple Generator (G)
and Discriminator (D) instead of two, to synthesis more high-resolution images
from text descriptions with a tree like structure to synthesis low, better, and
high-resolution images from the text.

Similarly Xu et al. [10] proposed AttnGAN model, which further extend
the architecture of StackGAN++ [9] by using attention mechanism over text
description and an image. AttnGAN allows attention driven, multi iterations
refinement for a fine-grained T2I generation or synthesis. They generate a high-
resolution (256 × 256) image with attention from a text description in multiple
iterations. It shows a very good result in CUB and COCO datasets.

Dash et al. [11] proposed Text Auxiliary Classifier Generative Adversarial
Network (TAC-GAN), which built upon Auxiliary Classifier Generative Adver-
sarial network (AC-GAN) [12], but they use text description condition instead
of class label condition for generated images. Similarly they used Oxford-102
dataset and Skip-Thought vector to generate text embedding (ϕt) from the image
captions. The generated images of TAC-GAN are not only high discriminable,
but are also diverse. This method shows the slightly better result from others.

Recently, in 2018 some methods are proposed that can synthesis more high-
resolution images from the previous proposed methods. Zhang et al. [13] pro-
posed a new method called HDGAN, which can generate high-resolution photo-
graphic images and performs significantly better than existing state of the arts
on three (CUB, Oxford-102, and MS-COCO) public datasets. Similarly, Yuan
and Peng [14] proposed another new network for synthesizing high-resolution
images from a text descriptions called Symmetrical Distillation Networks (SDN)
[14], which addressed the problem of heterogeneous and homogeneous gaps in
the text-to-image synthesis task.

Cha et al. [15] aim to extend the state of the art for GAN-based text-to-
image synthesis by improving the perceptual quality of the generated images.
They build a DCGAN and train it with contextual and perceptual loss terms
by conditioning on the input text. The proposed method synthesis or generate
realistic images which match with text descriptions. The main contribution of
the authors is the inclusion of additional perceptual loss in training the gener-
ator. The proposed method achieved a very good result in the image synthesis
from text description. Some more famous methods are proposed recently like
MirroGAN [16] which address a lot of complex text-to-image problems by some
more novel approaches. MirrorGAN addressed semantic consistency between the
text description and visual content problems.

Synthesizing high-resolution images from just a text description using one
iteration GAN is hard because just simply increasing the up-sampling blocks
to synthesise a high-resolution image normally the blurry artifact and mode
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collapse problems occur in the results. In this paper, we proposed three iter-
ations method namely iGAN to synthesis high-resolution images out off mode
collapse and blurry artifacts problems. The significant contributions of this paper
are; (1) we proposed a novel Iterative Generative Adversarial Network (iGAN),
which has the ability to synthesized high-resolution images from their related
text description. (2) Iterative GAN solves the text-to-image synthesis mode col-
lapse problem. (3) Iterative GAN also solved the text-to-image synthesis blurry
artifacts problem. (4) Iterative GAN contains three iterations, every iteration is
able to synthesize different resolution (64× 64, 128× 128, and 256× 256) pixel
image. More details are discussed in below section.

2 Proposed Method

The proposed Iterative Generative Adversarial Network (iGAN) is presented in
this section, which contains three iterations. The iGAN addresses some of the
current text-to-image (T2I) research problems. Instead of directly generating
high-resolution images from text description (one iteration), we simply divide it
into three iterations to generate high-resolution images, reduce synthesizing time,
and provide more facilities to synthesis different resolution images whenever we
need that. More details of iGAN are given in below sections.

2.1 Common Techniques

The following techniques are often used and hence they are presented here first.
These techniques are: conditional Generative Adversarial Network (cGAN) [17],
Char-CNN-RNN (Text encoder) [18], and Conditioning Augmentation (CA) [8].

Conditional Generative Adversarial Network (CGAN). CGAN [17] is
used to extend the GAN into a conditional model. Some extra information “c”
is given to the Generator (G) and the Discriminator (D) in cGAN. This extra
information could be text, class labels, or a sketch etc. In our model the extra
information (c) is text description. Conditional Generative Adversarial Network
(cGAN) provide some additional control on which kind of data is being gener-
ated, while the original GAN doesn’t have such control. In that reason cGAN is
popular for synthesis or generation of images, video, speech, text, image editing
and other applications.

min
G

max
D

V (D,G) = Ex∼pdata
[logD(x|y)] + Ez∼pz

[log(1 − D(G(z|y)))].

The above formulation allow the Generator (G) to synthesis or produce image
conditioned on variable “c” means from text description. The complete proof of
this formula is given in [17].
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Char-CNN-RNN (Text Encoder). Computer or machine doesn’t under-
stand words, characters and other things, but it can represent the words or
characters in term of something it does “understand”, that’s actually the text
embedding (ϕt). Text description or words must be converted to a vector before
using it in any model. However, in natural language processing (NLP) systems
usually treat words as distinct atomic symbols, and therefore “dog” may be rep-
resented as “Id143” and “cat” as “Id537”. This encoding is just arbitrary, it’s
didn’t provide any useful information to the system regarding the relationship
which may exist between the individual. Text-to-image synthesis model is very
difficult to train because of two reasons: (1) Convert the text to a vectors which
capture the important features. (2) After that use those vectors representations
to synthesis images using generative models like GAN. To convert sentence into
vectors a lot of methods are introduced but Char-CNN-RNN shown a very good
result in text embedding. According to many researchers Char-CNN-RNN is
the superior, because it’s trained using image and text jointly. In this method
authors collected a large and high quality dataset of fine-grained visual descrip-
tions. After that evaluated many deep neural text encoders like RNN, that text
encoder trained from the beginning from the scratch. That’s why we used Char-
CNN-RNN for our work.

Conditioning Augmentation (CA). Most of the text-to-image synthesis or
generated models get the text description and encode it by using encoder in
the result get text embedding (ϕt). The text embedding (ϕt) is a non-linear
transformation to generate the dependent latent variable with respect to the
independent variable of the generator (G). Moreover, the latent-space for the ϕt

is very high-dimensional, which is greater than 100 dimension. That’s why, if we
have less number of data it normally causes break or discontinuity in the latent
data manifold, so for the generator (G) it is not desirable. This is some kind
of big problem because of this mostly blurry artifacts and mode collapse prob-
lems occurs, to reduce this problem Zhang et al. [8] introduced a new technique
namely Conditioning Augmentation (CA) which produce additional conditioning
variable ĉ. Due to the contradiction with the fixed or static conditioning text vari-
able “c”, determined the latent variable ĉ from an independent or autonomous
Gaussian Distribution N (μ(ϕt), Σ(ϕt)), here mean (average) denoted by μ(ϕt)
and principle diagonal co-variance matrix is denoted by Σ(ϕt). This suggested
conditioning amplification provide better results and more training pairs which
give as small as possible number of text and images pairs, and thus motivate
robustness to share minimal perturbations with the conditioning assorted. To
improve the smoothness of the conditioning asserted and to avoid overfitting,
in the meantime, the below equation is for the better result of the G during
training,

DKL(N (μ(ϕt), Σ(ϕt))||N (O, 1)).

This equation is called Kullback-Leibler (KL) divergence between the two
parameters Standard Gaussian distribution (Conditioning Gaussian distribu-
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tion), respectively. The randomness which is introduced or presented in the
CA means Conditioning Augmentation is more favourable to convert the mod-
elling text to image translation, because it gives different result of poses and
appearance corresponding to the same sentence. Simply, It’s a novel technique for
smoothness in the condition manifold. To make the condition manifold smooth
and reliable, we also used CA to increase enhancement and performance of the
method. The structure of CA is given in Fig. 1.

2.2 The 1st Iteration Details

As we discussed that iGAN contains three iterations. The 1st iteration GAN gen-
erating a low-resolution 64×64 basic shape images. First, we get text description
of the CUB and Oxford-102 datasets and used Char-CNN-RNN text encoder to
make text embedding (ϕt) from the given description for the birds and flow-
ers. After that to capture the meaning of text embedding (ϕt) with variations
the Gaussian conditioning variable (extra variable) ĉ for (ϕt) are sampled from
N (μ0(ϕt), Σ0(ϕt)). Noise or random variable (z) and conditioned on ĉ0, 1st iter-
ation GAN trains the generator (G0) and the discriminator (D0) by alternatively
minimizing HG0 in the below first equation and maximizing HD0 in the below
second equation.

HG0 = Ez∼pz,t∼Pdata [log(1 − D0(G0(z, ĉ0), ϕt)] + ηDKL(N (μ0(ϕt), Σ0(ϕt))||N (0, I))

HD0 = E(I0,t)∼pdata
[logD0(I0, ϕt)] + Ez∼pz,t∼pdata

[log(1 − D0(G0(z, ĉ0), ϕt))]

In the above equations pdata represent the true data distribution (real dataset),
pz represent Gaussian distribution, where z represent a noise vector which is
randomly sampled of pz. I0 and t represent real image and text description
respectively, which are taken from the true distribution (pdata). We set the η by
1 for the whole experiments which is the regularization parameter.

In the structure diagram of iGAN (Fig. 1), we can see that (ϕt) is passed to
the Conditional Augmentation (CA) and after that concatenate ĉ0 with a Nz

dimensional noise vector and passed it to the up-sampled blocks of the genera-
tor to synthesis (64 × 64) low-resolution image. Another side, the text embed-
ding (ϕt) is first compressed into a specific dimensions Nd by passing it into a
fully-connected layer and after that spatially pretend it into a form Md ×Md

× Nd tensor for the discriminator D0. In the mean time the synthesized or
generated image is fed over down-sampling blocks upto it’s spatial dimension
Md ×Md. Onward, concatenate the image filter with the text tensor along with
the channel dimension. Moreover, to mutually receive the features beyond the
text description and image, the appearing tensor (value) is in addition give to
a 1 × 1 Convolutional Layer. At the last, a fully connected layer with only one
node is used to generate the decision score.
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2.3 The 2nd Iteration Details

We generate a low-resolution image in our 1st iteration, but some of the features
of the image and text description as well are omitted, which affect the result. To
reduce these problems and synthesis high-resolution image we trained the 2nd

iteration GAN, which is built upon on 1st iteration result. In 2nd iteration, GAN
took the result of the 1st iteration and generate a better-resolution 128 × 128
pixels image with more detail shape and efficiency.

1st iteration GAN and 2nd iteration GAN are sharing the same text embed-
ding (ϕt). Gaussian conditioning variable ĉ0 was used in 1st iteration, while ĉ1
are used in 2nd iteration, but to generate particular means (μ) as well as standard
deviations (σ) rather than 1st iteration GAN the Conditioning Augmentation
(CA) have disparate fully connected layers in 2nd iteration. Because of that rea-
son 2nd iteration GAN learns more useful features and information of the image
and text description which are omitted or ignored by 1st iteration GAN. Looks
the below equations, on the low-resolution result s0 = G0(z, ĉ0) of the 1st iter-
ation and Gaussian conditioning variable ĉ1 the 2nd iteration generator (G1)
and the discriminator (D1) are trained alternatively by minimizing HG1 in first
equation and maximizing HD1 in the second equation.

HG1 = Es0∼pG0,t∼Pdata
[log(1− D1(G1(s0, ĉ1), ϕt)] + ηDKL(N (μ1(ϕt), Σ1(ϕt))||N (0, I))

HD1 = E(I1,t)∼pdata
[logD1(I1, ϕt)] + Es0∼pG0 ,t∼pdata

[log(1 − D1(G1(s0, ĉ1), ϕt))]

We can see that these equations are different or distinct from the initial GAN
equation, the only difference is that the (z) means random noise didn’t use in
these equations in this 2nd iteration, because the randomness which we need has
already well-preserved by s0 in 1st iteration. The other variables are represent
the same data.

The 2nd iteration structure (in Fig. 1) is little different from the 1st itera-
tion. We used the same text embedding (ϕt) of 1st iteration to generate the
Ng dimensional text conditioning vector ĉ1. After that ĉ1 is spatially replicated
to a Mg × Mg × Ng form tensor. In the meantime the generated 1st iteration
result 64 × 64 pixels image is fed into several down-sampling blocks of the gen-
erator upto its spatial dimension Mg × Mg. Similarly the ĉ1 is sampled from
the Gaussian distribution but this time the CA have different fully connected
layers then 1st iteration. Onward concatenate the text features and encoded the
dawn-sampled image along the channel dimension. After that the encoded image
features joined with the text features and fed into several residual blocks [20].
Residual blocks are specially designed to learn multi-modal representation across
text and image features. At the last we applied several up-sampling blocks or
layers to synthesis a better resolution 128 × 128 pixels image. The 2nd iteration
generated or synthesized image is more realistic and clear then the 1st iteration
with almost no mode collapse and blurry artifact problems.

On the other side the structure of the discriminator is similar with 1st iter-
ation GAN but this time one extra down-sampling block are used because the
size of the image is greater then the 1st iteration GAN generated image.
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2.4 The 3rd Iteration Details

In the last iteration of iGAN, we synthesis a good shape, clear, and high-
resolution 256 × 256 pixels images from the given text description. The 3rd

iteration is developed with the help of the result of 2nd iteration. In the 3rd

iteration, GAN took the synthesized 128× 128 pixels image of the 2nd iteration
GAN and generate a high-resolution 256 × 256 pixels image.

The 1st, 2nd, and the 3rd iteration GANs are sharing the same text embed-
ding (ϕt). The Gaussian conditioning variable ĉ0, ĉ1, and ĉ are used in 1st itera-
tion GAN, 2nd iteration GAN, and 3rd iteration GAN respectively, but in every
iteration the CA has distinct and separate fully connected layers to generate dif-
ferent or distinct means (μ) as well as different standard deviations (σ) through
that reason 2nd iteration GAN learns more useful information and features of
the image and text description which are ignored or omitted by 1st iteration
GAN, and 3rd iteration learn more useful features of text and image which are
ignored by 2nd iteration GAN. In the below equations, on the better resolution
result s1 = G0(s0, ĉ1) of the 2nd iteration and Gaussian conditioning variable ĉ
the 3rd iteration Generator and the Discriminator are trained alternatively by
minimizing HG in the first equation and maximizing HD in the second equation.

HG = Es1∼pG1,t∼Pdata [log(1 − D(G(s1, ĉ), ϕt)] + ηDKL(N (μ(ϕt), Σ(ϕt))||N (0, I))

HD = E(I,t)∼pdata
[logD(I, ϕt)] + Es1∼pG1 ,t∼pdata

[log(1 − D(G(s1, ĉ), ϕt))]

Similarly these equations also don’t have random noise (z) because the random-
ness has already well-preserved by s0 means in 1st iteration, through that reason
these equations are different from the original GAN equation.

The 3rd iteration GAN architecture (in Fig. 1) have some changes, those
changes can differentiate it from 1st iteration and 2nd iteration GANs. In 3rd

iteration same steps of the 2nd iteration are applied but the generated image of
the 2nd iteration GAN, which is 128×128 pixels is fed into several down-sampling
blocks of the generator upto its spatial dimension Mg × Mg. As well as the ĉ
is sampled from the Gaussian distribution but again the CA has different fully
connected layers. After that concatenate the text features and down-sampled
image along the channel dimension. Similar like 2nd iteration the encoded pic-
ture features are joined with the text description features and give it into several
residual blocks. Moreover, applied several up-sampling blocks or layers to gener-
ate or synthesis a very high-resolution 256×256 pixels image. 3rd iteration GAN
synthesized image is more realistic, clear, and excellent with no mode collapse
and blurry artifact problems. The discriminator structure is almost same with
2nd iteration, but 3rd iteration discriminator have one more extra down-sampling
block because of the greater size of generated image.

3 Experiments

In this section, we evaluate our proposed iGAN method, we compare the results
of iGAN with other state-of-the-art methods by generated images, inception
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Fig. 1. Overall structure of our proposed Iterative GAN, including 3rd iteration GAN.

score [19] and human rank method. We compared iGAN results with 4 famous
methods namely; GAN-INT-CLS, GAWWN, StackGAN, and TAC-GAN. More
details are given below.

3.1 Datasets

We used the CUB [3] birds dataset, which contains 200 different birds categories
with (11, 788) test and training images with also annotations, bounding boxes,
rough segmentation, and attributes. Moreover, we also used Oxford-102 [4] flower
dataset which contains 8, 189 training and test images of 102 different categories
of flowers with image segmentation, image label, Chi2 distance, and data split
as well. For both datasets 10 description are provided by S. Reed for each image.

3.2 Results of iGAN All Iterations

In this section we show the result of all iterations of the Iterative Generative
Adversarial Network (iGAN). In below figures the first row express the low-
resolution images which are synthesised by 1st iteration GAN. The second row
shows the synthesised pictures of the 2nd iteration GAN, while the last row
express the synthesised pictures of the 3rd iteration GAN from the given text
description. The result is look full realistic, we can not distinguished it with the
real pictures. The first row pictures are low-resolution 64× 64 pixel. The second
row pictures are better-resolution 128× 128 Pixels, while the third row pictures
are high-resolution 256 × 256 pixels, which are synthesised by 1st, 2nd, and 3rd

iteration GANs respectively from the given text description. We used CUB birds
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and Oxford-102 flowers datasets. Figure 2 shows the result of iGAN using CUB
birds dataset, while Fig. 3 shows the result of iGAN using Oxford-102 flowers
dataset.

Fig. 2. Results of iGAN using CUB birds dataset.

Fig. 3. Results of iGAN using Oxford-102 flowers dataset.

3.3 Comparisons

It is hard to compare and evaluate the result of generative models like GAN,
but still there are some techniques from which we can compare and evaluate
them such as; by generated images, by inception score, and by human rank.
we compared our introduced iGAN method with other researchers proposed
methods in details. We compared our method through the generated images,
a new comparison technique namely “Inception Score” [19], and by “human
rank”. We compared our model with GAN-INT-CLS, StackGAN, and GAWWN
methods. Additionally, we compared the iGAN result with the TAC-GAN and
StackGAN using Oxford-102 flowers dataset especially.
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Comparison by Generated Images. Our novel proposed iGAN model syn-
thesised high-resolution realistic images from text description using CUB birds
and Oxford-102 flowers datasets. We compared our iGAN methods with other
very famous proposed methods, especially with StackGAN, GAWWN, and GAN-
INT-CLS, and TAC-GAN methods. The synthesised pictures which are gener-
ated by other state-of-the-art models and our novel introduced iGAN model are
given in Fig. 4. If we see the images which are synthesised by GAN-INT-CLS
using CUB birds dataset. It’s just reflect the basic color and general shape of
the birds and include mode collapse and blurry artifacts problems, as well as
not much realistic and high-resolution. In the GAWWN authors used additional
conditioning variable which is location constraints to synthesised better resolu-
tion images. Its generates a better resolution images using CUB dataset but still
it’s not very high-resolution and realistic like generated images of our iGAN.
StackGAN contains on two iterations, first iteration generates a low-resolution
images, while second iteration generate high-resolution (256× 256) images from
text description using CUB birds dataset, Oxford-102 flowers dataset, and MS
COCO dataset multi-categories dataset. The generated images is looks realis-
tic and high-resolution, but in the other side it still need some improvement.
In that reason, we proposed a novel Iterative Generative Adversarial Network
(iGAN), which contains on three iterations. 1st iteration GAN synthesis a low-
resolution image with little mode collapse and blurry artifacts problems. 2nd

iteration GAN generates a better-resolution realistic images with very less mode
collapse and blurry artifacts problems. The last iteration generate a very high-
resolution 256 × 256 images with almost no mode collapse and blurry artifacts
problems. It looks completely realistic and it is high-resolution. Our generated
pictures is shown better result then StackGAN, GAN-INT-CLS, GAWWN, and
other proposed methods. The comparison result in shown is Fig. 4.

Onward, We compared our novel proposed iGAN method with StackGAN,
GAN-INT-CLS, especially with TAC-GAN as well using Oxford-102 dataset.

Fig. 4. The comparison of our iGAN and other state-of-the-art methods (StackGAN,
GAWWN, and GAN-INT-CLS).
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Fig. 5. The comparison of our iGAN and other state-of-the-art methods.

TAC-GAN achieved a better result in synthesising images and inception score,
the generated images and inception score are can seen below. Out iGAN shown
a tremendous result using Oxford-102 flowers dataset as well. The comparison
results are shown in Fig. 5.

Comparison by Inception Score and Human Rank. In this section we
discussed the numerical assessment approach “Inception Score [19]” method for
quantitative evaluation. It is not easy to judge the performance of Generative
Adversarial Network (GAN) and other generative models, so we divert our atten-
tion towards the numerical approach.

I = exp(ExDKL(p(y|x)||p(y))).

Where x is denoted by the one produced sample, and y is labelled as predicted
parameter of the inception model. The main reason to introduce this metric was
to generate or synthesis a meaningful images, with showing of a great deal of
variety in a model. Therefore, the KL divergence should be large in between the
conditional probability distance p(y|x) and the probability marginal distribution
p(y). We adjust the fine-grained datasets, Caltech birds as well as Oxford-102
flowers, precisely “sp” as to bring the highest level of performance in the Incep-
tion model. On the basis of [19], we evaluated the measure on a large number
of samples, with each model randomly selecting more than 20K samples. The
drawback of this model is that, we can not determine weather the generated or
synthesised images are in well conditioned or not, according to the given descrip-
tions. Although the Inception score has shown a good comparison with human
perception of sample visual quality [19] and a human assessment is also conduct
by us. For each class of CUB birds and Oxford-102 flowers test sets, we randomly
select 30 text descriptions, 3 images are generated by each model with respect to
each sentence. We choose 25 users except the authors, by taking the same text
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Table 1. The “Inception Score” and “Human rank” of StackGAN, GAWWN, GAN-
INT-CLS, TAC-GAN and our iGAN on Oxford-102 flowers and CUB birds Datasets.

Method name Dataset Inception score Human rank

StackGAN CUB 3.70± .04 1.37 ± .02

Oxford-102 3.20± .01 1.13± .03

GAWWN CUB 3.62± .07 1.99± .04

GAN-INT-CLS CUB 2.88± .04 2.81± .03

Oxford-102 2.66± .03 1.87± .03

TAC-GAN Oxford-102 3.45± .05 1.08± .03

Our iGAN CUB 4.12± .04 1.10± .03

Oxford-102 3.41± .03 1.03± .03

descriptions and asked to rank the results by different methods. To evaluate all
compared methods, the average ranks by human users are calculated. We can
see in Table 1 that our proposed iGAN method archive a tremendous result in
both inception score and human rank as well. In Table 1, first column show the
method name, the second column express the dataset. third column deals with
inception score, while the last column expressed the human rank.

4 Conclusions

This paper has presented an iterative Generative Adversarial Network (iGAN),
which can synthesize a high-resolution (256× 256) images from text descriptions
through three iterations. In 1st iteration GAN generate low-resolution 64× 64
image from the text description. In 2nd iteration GAN takes the result of 1st

iteration and text description again and synthesising a better high-resolution
128× 128 image. In 3rd iteration GAN takes the result of 2nd iteration and
text description as well and synthesising a high-resolution 256× 256 image. Our
proposed method iGAN shows a very good inception score in CUB birds and
Oxford-102 flowers datasets.
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Abstract. Reconstructing the entire body of moving human in a com-
puter is important for various applications, such as tele-presence, virtual
try-on, etc. For the purpose, realistic representation of loose clothes or
non-rigid body deformation is a challenging and important task. Recent
approaches for full-body reconstruction use a statistical shape model,
which is built upon accurate full-body scans of people in skin-tight
clothes. Such a model can be fitted to a point cloud of a person wear-
ing loose clothes, however, it cannot represent the detailed shape of loose
clothes, such as wrinkles and/or folds. In this paper, we propose a method
that reconstructs 3D model of full-body human with loose clothes by
reproducing the deformations as displacements from the skin-tight body
mesh. We take advantage of a statistical shape model as base shape of
full-body human mesh, and then, obtain displacements from the base
mesh by non-rigid registration. To efficiently represent such displace-
ments, we use lower dimensional embeddings of the deformations. This
enables us to regress the coefficients corresponding to the small number
of bases. We also propose a method to reconstruct shape only from a sin-
gle 3D scanner, which is realized by shape fitting to only visible meshes
as well as intra-frame shape interpolation. Our experiments with both
unknown scene and partial body scans confirm the reconstruction ability
of our proposed method.

Keywords: Non-rigid registration · Eigen-deformation · Neural
network · Human shape reconstruction

1 Introduction

A full-body human shape reconstruction with realistic clothes deformations is
important for various applications, such as tele-presence, virtual try-on, etc. in
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order to achieve immersive feelings and realistic sensations. Unlike skin-tight
clothes, loose clothes can be deformed dynamically, and thus, it is an open prob-
lem to capture and represent them. There are two main approaches to solve
this problem: non-prior and prior based methods. Non-prior methods can recon-
struct any shape and the resolution of the reconstructed model varies depending
on the resolution of the camera [6,14,21,25,26]. Some recent approaches [6,14]
fused non-rigid deforming surfaces into a volumetric model by using a single-
RGBD camera and could achieve real-time reconstruction. These approaches
can reconstruct any shape as they are not specified to a human body. Therefore,
they cannot also describe deformations of clothes efficiently that are caused by
human motion and pose. Although recent approaches can reconstruct humans
who wear any type of clothes [25,26], they may generate holes, wrong connections
in the meshes, unwanted shapes at unobserved regions.

On the other hand, prior based methods can reconstruct full-body human
with a consistent mesh without any hole. Recently, statistical shape mod-
els [1,2,4,11] are often used as full-body human priors. Statistical shape models
can represent pose-dependent deformations, such as bending arms or deformed
muscles, with only a few shapes and pose parameters. There are some methods
that can reconstruct full-body 3D human shape only from a single image using
a statistical shape model [3,8,15,17,20,23]. One severe drawback of these meth-
ods is that the model can only be used with people wearing skin-tight clothes;
however, in real situation, people rarely wear such clothes.

Although statistical shape models have several limitations as mentioned
above, their ability on shape representation by shape and pose parameters is
still promising. In this paper, we propose a non-rigid full-body human shape
reconstruction from point clouds measurements, even when the person is wear-
ing loose clothes and captured from a single viewpoint. To this end, we use a
statistical shape model as a base for full-body human modeling and regress the
displacements between the base mesh and the clothed mesh by training a neu-
ral network. This allows us to take advantage of the efficient representation of
the model and represent the clothed human mesh in lower-dimension. Similar
to our work, Yang et al. [24] regresses coefficients corresponding to eigenvectors
which are obtained through PCA of the displacements and reconstruct full-body
human with the same resolution as the target mesh. However, they assume that
the target mesh is consistent through the process, whereas such limitation does
not exist in our method. Kimura et al. [9] also regress the coefficients correspond-
ing to eigenvectors obtained by PCA of target displacements. In contrast, we not
only regress the coefficients but also train eigenvectors as weight of the last layer
of a neural network which is used as a regressor. The main contributions of this
paper are summarized as follows:

1. Eigenvectors and coefficients are obtained by training a neural network to
achieve accurate full-body reconstruction with using a lower dimensional
space compared with previous method.
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2. Direct regression of displacement values by neural network is proposed to
enable reconstruction of full-body human shape even if parts of the body
were not observed for training data.

2 Related Work

The 3D reconstruction problem is extremely challenging for the case of non-rigid
objects/scenes because it requires a non-rigid 3D registration.

In the case of human body, deeper prior knowledge has been used. For exam-
ple, Malleson et al. [12] proposed a method that assumes that each body part
is rigid. A human body is then described as a combination of these body parts
under this assumption, and a voxel carving-based approach is used for recon-
structing each body part with texture. Due to the rigidity assumption, however,
this method sometimes suffers from discontinuity at body part joints.

Another interesting approach is to use a statistical human body shape model,
such as SCAPE [1] or SMPL [11]. A statistical shape model for the human body
is usually trained with many full-body measurements of different body shapes
and poses, and these variations are parameterized in a low dimensional space.
Therefore, aligning the human body model to a depth measurement is much
easier. Bogo et al. presented a high-quality method for full-body reconstruction
upon a statistical shape model [2] from a single RGB-D camera. Recently, several
methods perform full-body reconstruction from a single RGB image [3,8,17,20].

One major criticism on such methods is their insensitivity to deformations
that are not described by the statistical shape model. In most cases, the full-
body measurements used for training the model are in skin-tight clothes. Thus,
such methods are usually tested with skin-tight clothes.

Recently, several methods have used statistical shape models to reconstruct
not only the human body but also the clothes [5,7,9,18,24,26]. Pons-moll
et al. [18] proposed to use 4D scan data of human with clothes as input and
fit a model. By segmenting the body part and clothes part, they can retarget
the clothes to a novel model. Yu et al. [26] used SMPL model as a semantic and
real non-rigid human motion prior. They pre-defined an on-body node graph on
the SMPL model and a method ran similar to DynamicFusion [14], which means
that the outer surface is parameterized by such nodes and the deformations of
the surface can be represented by a rigid transformation of the nodes. They also
define the points far from the SMPL body as far-body nodes. This enables their
method to be robust against noise. Nevertheless, their results are still noisy and
cannot describe pose-dependent clothes deformations. Joo et al. [7] presented
the Adam model in their work. Adam model can represent not only the body
pose and shape but also facial expressions, finger motion, head and clothes. The
reconstruction results are impressive but their model is too smooth to represent
clothes deformations and thus cannot represent the deformations depending on
the human pose. Habermann et al. [5] proposed a model-based full-body recon-
struction method via a low cost single RGB camera. They built subject and cloth
specific models in a pre-process and reconstruct full-body 3D model using pose
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Fig. 1. Overview of our system. We first calculate the displacements between human
shape with clothes and a template model. Then, these displacements are represented by
small number of bases and coefficients. The displacements and coefficients are estimated
by regressing the human pose parameters.

optimization and non-rigid deformation. Their results are attractive but due to
the final non-rigid deformation method, clothes deformations of their model are
not realistic.

The methods proposed by Kimura et al. [9] and Yang et al. [24] are similar to
our work. Both of them represent clothes deformations as displacements from the
skin-tight model, which is reconstructed from shape and pose parameter of statis-
tical shape model. They both represent such deformations in lower-dimensional
space and deal with the deformations of the clothes caused by the pose of the
person wearing it. Based on this assumption they regress the coefficients corre-
sponding to the eigenvector of lower-dimensional space. Although Yang et al. [24]
assume that the input data has topologically consistent mesh, Kimura et al. [9]
does not. This means that their method can be applied to any point cloud data.
However, Kimura et al. [9] only estimate the coefficients, that is, they cannot
estimate if the input data is partially observed.

In our proposed method, deformations that cannot be described by a statisti-
cal shape model are obtained by fitting a 3D mesh to a depth measurement. The
deformations in each triangle in the mesh are then embedded in a space parame-
terized by body part rotations, which we call eigen-deformations, assuming that
the deformations are dependent only on them. For the back side of the measure-
ments, we regress the deformations based on the eigen-deformation. Note that
our registration process is modular: we introduce our own implementation, but
Bogo et al. [2], for example, can be used instead.

3 Method

3.1 Overview

The deformations of clothes are in general due to the specific pose of the person
wearing them. Therefore, our proposed method regresses displacements between
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loose and skin-tight clothes from the pose. Figure 1 shows an overview of our pro-
posed method. In the data preparation, which consists of non-rigid registration
(Sect. 3.2) and eigen-deformation (Sect. 3.3), we use a sequence of point cloud
data T as input, the input sequence can contain data about either the full body
or only a part of it and obtain full-body human meshes with skin-tight and loose
clothes (M ′ and M) as output. In the regression stage (Sect. 3.4), we input a
human pose and regress displacements D. We describe how to train a neural
network to regress the displacements with partially observed data in Sect. 3.5.

We use a statistical shape model to represent the full-body human mesh and
deform it to represent loose clothes. Specifically, we use the SMPL model [11] as
our base model, which is parameterized with the body shape parameter β and
body pose parameter θ.

First, we fit the SMPL model to the scanned point cloud data frame by
frame. This is done step by step. Through this stage, we obtain skin-tight mesh
M ′, which has the optimized joint angles θ and body shape β of the SMPL
model, and clothed mesh M , which represents clothes deformations. Second, we
calculate displacements D between M and M ′ and perform PCA on it to obtain
bases of the displacements and the coefficients corresponding to the bases. Third,
we train two types of neural network (NN): a coefficient regression neural network
(called CRNN) and a bases estimation neural network (called BENN). CRNN is
a network that regresses the coefficients corresponding to the bases obtained in
the previous stage. BENN is a network that has the bases of the displacements
as a part of weight parameters and directly regresses displacements D({Θ}).
When the training data is partially occluded, we use a visibility map to ignore
the occluded parts.

To summarize these notations, the mesh M̄ obtained by regression is repre-
sented as:

M̄ = M ′(β,θ) + D({Θ}), (1)

Our goal is to regress unobserved pose-dependent clothes deformations from the
pose of the human body.

3.2 Non-rigid Registration of the SMPL Model

First, Our system fits the SMPL model [11] to the input sequence of point
clouds, each of which is a human body scan. This facilitates compression (and
efficient representation) of human bodies with loose clothes, because the SMPL
model gives us an efficient parametrization of the human body by body shape
parameters β and joint angles θ.

First, our algorithm fits the SMPL model to the target point cloud T in the
input sequence in the coarsest level, which means optimizing only the SMPL
pose and shape parameters. The following energy function is minimized over
body shape parameters β and joint angles θ.

E(β,θ) =
∑

i∈Canc

‖x′
i(β,θ) − yi‖2

+ P (θ) + R(θ) + S(β) + Q(β,θ) (2)
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where x′
i(β,θ) and yi are the i-th vertex in M ′(β,Θ) and its corresponding point

in T . P is a pose prior built as logarithm of as sum of mixture of Gaussians, which
keeps θ in probable pose space. R is the penalties for unusual joint angles, S for
large β values that correspond to implausible shapes, Q for inter-penetration of
body parts. More details on these penalty terms can be found in [3].

Second, the skin-tight 3D mesh M ′ is inflated to roughly minimize the dis-
tance between the mesh of M ′ and the target cloud points T according to their
silhouette points. The silhouette points are identified in 2D reprojected images.
When using a single camera, we project both M ′ and T to the image plane of
the camera to find the silhouette points. This step introduces more flexibility
in vertex positions so that M can be closer to T , which makes the finest step’s
fitting more stable.

In this step, we restrict the possible displacement of the i-th vertex in M to

xi(β,θ, {n, l}) = x′
i(β,θ) + nili, (3)

for all i, where xi ∈ M , x′
i ∈ M ′, ni is the direction of the movement on

M ′ at x′, and li is the amplitude of the displacement. Here, Kimura et al. [9]
allowed each vertex to move only in their normal direction, while we allow for
more freedom in the displacement direction. This new formulation prevents each
mesh to interpenetrate (e.g. around the crotch when a person stand). The energy
function to be minimized according to the silhouette correspondences Csil during
the fitting process is:

E({n, l}) =
∑

i,j∈Csil

‖xi − yj‖2 + λl

∑

i,j∈Aver

(li − lj)2

+ λnormal

∑

i,j∈Aface

|Nface
i − Nface

j |

+ λrot

∑
|ni − n′

i| + λlaplacian

∑
|xi − 1

zi

∑

j∈N i

xj |, (4)

where Aver and Aface are adjacency of vertices and faces of the SMPL model
respectively. Nface

i is the normal of the i-th face. n′
i is the normal vectors of the

i-th vertex of M ′. Ni is the set of adjacent indices of the i-th vertex and zi is the
number of the adjacent vertices around the i-th vertex. λl, λnormal, λrot, and
λlaplacian are weights to control the contributions of the associated terms. The
second term is a regularizer to keep the displacement of the adjacent vertices
similar. The third term regularizes the direction of the adjacent mesh normals
to avoid too flat surfaces. The fourth term keeps the vertex direction of the
movement as rigid as possible. The last term is the Laplacian mesh regularizer
inspired from [13,19], which enforces smoothness.

At the finest step, we use all vertices and points instead of the silhouettes to
make correspondences. Also, the displacements are not restricted by (Eq. (3)),
i.e.,

xi(β,θ, {d}) = x′
i(β,θ) + di. (5)
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With these modifications, the energy function to be minimized is:

E({d}) =
∑

i∈Call

‖xi − yi‖2 + λnormal

∑

i,j∈Aface

|Nface
i − Nface

j |

+ λlaplacian

∑
|xi − 1

di

∑

j∈N i

xj |, (6)

where Call are the correspondences between M and T . In this step, the near-
est neighbors from T to M are updated in an iterative manner. At the final
iteration, if the target point cloud T is a full-body human data, we identify cor-
respondences not only from T to M but also from M to T . This allows us to fill
gaps, which sometimes occur around the armpit and the crotch. Owing to the
Laplacian regularizer term, vertices in the SMPL model which do not have any
correspondence also move by being dragged by the other vertices.

After this non-rigid registration step, we obtain the body shape parameters
β, the joint angles θ, and a fully-registered 3D mesh M for each point cloud in
the input sequence. The hands and feet in M may be collapsed because hands’
configuration can be different (the SMPL model assumes that the hands are
open) and the scanned person may wear shoes (the SMPL model assumes no
shoes). We consider that the appearance of the resulting 3D mesh is important,
so we do not reconstruct the hands and feet through this non-rigid registration.

3.3 Sparse Representation of Human Shape Deformation

The deformations of clothes (e.g. clothing wrinkles and folds) are difficult to
be reconstructed using only statistical shape models and pose parameters. We
employ the eigen-deformation method [9] to deal with such deformations. We
reason that the deformations can be represented by displacements from the skin-
tight model to the model with loose clothes and that the displacements can be
compressed to a low dimensional space.

If the angles of joints are the same but the orientation of the human body
is different, the values of the displacements will change. Therefore, we perform
the eigen-deformation method for each body part independently in each body
part local coordinate system. We compute the displacement vector dlk of the
k-th vertex of the l-th body part in mesh M ′, which is represented by dlk =
Hl(xlk − x′

lk), where xlk and x′
lk are the k-th vertices in the l-th body parts

in M and M ′. As mentioned above, every vertex is transformed to the local
coordinates of each body part using each rigid transformation matrix Hl. On
each body part, we concatenate these displacement vectors to make the column
vector d�

l = (d�
l1 d�

l2 . . . ). We perform these calculations to each frame and
then aggregate these displacement vectors over all frames to obtain the matrix
D ∈ R

(3×Kl)×F . Kl is the number of vertices that belong to l-th body part.
F is the number of frames used to perform PCA calculation. With the eigen-
deformation, we obtain bases (eigenvectors) El ∈ R

(3×Kl)×L and coefficients
cl ∈ R

L for each body part respectively. L is the number of bases. So, the
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displacements in the low dimensional space is represented by

d̃lk = Elcl + dl, (7)

that is, a linear combination. This means that if we can regress the low dimen-
sional coefficients, unobserved deformations can be estimated.

When reconstructing M̄ , we firstly recover M ′ from β and θ, and then recover
d̃lk using a small number of eigen vectors. Finally H−1

l d̃lk is calculated for each
vertex of each body part and added to M ′.

3.4 Shape Deformation Bases and Coefficients Estimation by
Neural Network

We train two types of neural networks to estimate the detailed shape of the
clothed human from a given pose of the SMPL model: a coefficient regressor
network (called CRNN) [9], and a bases estimation network (called BENN).
BENN is composed of the CRNN with an additional output layer. In the layer,
the bases and the means calculated in the previous section are used as weight
and bias parameters and updated in training. This allows the network to output
more accurate displacements to regress the displacements directly.

We train one CRNN for each body part using the coefficients obtained from
the eigen-deformation of the displacement vectors as training data and the poses
Θ, which consist of the combination of the SMPL pose parameters θ and the
angle between each body part and the gravity as input. We reason that the
displacements of the vertices of a body part are affected not only by the motion
of adjacent body parts, but also by the motion of non adjacent body parts that
affect the deformation of the clothes. For example, when a person raises his arms,
deformations occur not only on the shoulders but also on the torso of the clothes
he wears. Therefore, for each body part we use the pose of multiple joints as
input for both the CRNN and the BENN. For each body part, the CRNN is
composed of four fully connected layers. As mentioned above, at any time, the
body pose is represented using a set of quaternions, which is calculated from
θ and an angle formed by the vertically downward Θ ∈ R

5×G, where G is the
number of joints that used for each body part. Once the CRNN is trained, we
obtain the coefficients c̃ ∈ R

L for any body pose Θ.
For each body part we also train a BENN, whose weights and bias are initial-

ized with those of the trained CRNN. The bases E and mean shape d obtained
at the end of the eigen-deformation stage are used as the initial weights and bias
of the additional output layer. The inputs of the BENN are the same as those of
the CRNN. The output of the BENN are the displacements d̃ ∈ R

(3×Kl) of all
vertices that belong to the body part. The bases are determined by the output
of the BENN and the means of all bases are equal to the bias of the BENN
(Fig. 2). Finally, the displacement values are computed as:

d̃(Θ) = Wc̃(Θ) + b, (8)

where W is in R
(3×Kl)×L and b is in R

(3×Kl).
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Fig. 2. Network architecture of BENN. When the target data are partially observed,
we use visibility map not to calculate the gradient of unobserved body part.

In our case, both network (CRNN and BENN) are implemented in
PyTorch [16]. We choose the mean squared error as loss function and Adam
algorithm [10], which learning rate is set to 0.001 as optimizer. Examples of the
reconstructed shapes are shown in Fig. 4. The results of estimating bases is bet-
ter than only regress coefficient. Here, we do not perform eigen-deformation and
regression for not clothed body part (e.g. face and hands) because such parts
must not deform.

3.5 Handling Partially Observed Data

Our technique can efficiently handle partially observed data by training the
BENN using a visibility map to mask the loss of invisible body parts. The
visibility map represents whether each vertex of the mesh in the training dataset
is visible or not. The map can be created by detecting collisions between the ray
from each vertex to the principal point and each mesh. This allows us to back
propagate only from the unit of the output layer corresponding to the visible
body vertex. To utilize this mask based method, subjects have to show all body
parts at least once.

4 Experiment

To evaluate our method, we used the public dataset [22] and compared the results
obtained with our proposed method with the results obtained with previous
methods [9,24] quantitatively and qualitatively. We also demonstrate the ability
of our proposed method to cope with partially observed data, which we created
from the public dataset [22]. We also captured a sequence of RGB-D images
of a moving person with three depth cameras and compared qualitatively the
results obtained with our proposed method with those obtained with the method
proposed in [26].
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Fig. 3. The result of non-rigid registration (Sect. 3.2). Top row shows target scan data
and bottom shows the result of non-rigid registration. (a) and (b) shows the result of
full-body target data (For the visibility, the target scans are showed with mesh which
is not used). (c) and (d) shows the result of partially observed data (dark gray means
invisible body parts and light gray means visible body parts).

Table 1. Average RMSE of each vertex position in mm. Ours means the result of
BENN. (The value of first row is cited from [24].)

Seq Bounc. Hand. Crane Jump. Mar. 1 Mar. 2 Squ. 1 Squ. 2

Yang et al. [24] 10.27 – 4.27 – 3.93 – 4.31 –

Kimura et al. [9] (CRNN) 5.45 3.45 7.61 9.24 3.06 8.25 3.20 7.36

Ours (BENN) 5.28 3.03 7.70 9.52 2.87 8.13 2.87 7.29

4.1 Non-rigid Registration Using SMPL Model

We performed non-rigid registration as explained in Sect. 3.2, to the meshes
publicly available from [22], which consists of people with loose clothes, and point
clouds captured by Kinect V2. Results are shown in Fig. 3, where the top row is
the target scan data and bottom row is the result of our non-rigid registration.
From the results, we can confirm that most parts of our fully registered mesh
(clothed mesh) are visually close to the original mesh. However, some differences
are still observable (e.g. there are some gap around crotch in Fig. 3(c)). Although
this problem occurs only about 2% of the entire sequence, it can interfere with
the training of NN. Therefore, at this moment, problematic frames are manually
adjusted. We will investigate how to solve this problem in our future work.

4.2 Inter-frame Interpolation

In this section, we compare the reconstruction results obtained with our proposed
method with those obtained with the previous methods [9,24] using the publicly
available dataset [22], which consists of human mesh with loose clothes. On one
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Target data Kimura et al. [9] Ours
(CRNN) (BENN)

Fig. 4. Qualitative comparison using the public dataset. The left most column shows
target data, next two columns show the results of Kimura et al. [9] (CRNN) and last
two column show the results of the our proposed method (BENN). The second column
of each results shows error in color. (Blue = 0 mm and red >= 50 mm) (Color figure
online)

Fig. 5. Each left column shows the target scan data of non-rigid registration and right
shows the results of intra-frame interpolation. Even in the invisible body part the
clothes deformations are reconstructed well.

hand, Kimura et al. [9] have the same strategy as our method, which means
that they also firstly fit the model to the target scan data and regress clothes
deformations. On the other hand, Yang et al. [24] calculate the displacements
between models and target mesh without fitting strategy. Instead, they assume
that the input scan data has mesh consistency.

Following Yang et al. [24], we also use 80% of each sequence for training and
others for testing. Although Yang et al. used 40 bases for regression, we and
Kimura et al. [9] (CRNN) use only 30 bases. The quantitative comparison result
is shown in Table 1. In this table, Ours means the result of BENN. The table
reports average of RMSE (root mean squared error) in mm of each vertex. Here,
because the density of vertices is different between the target point clouds and
our outputs, we could not simply calculate the error using one-to-one correspon-
dence of points between them. Therefore, we calculate the error between clothed
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scan data Yu et al. [26] Ours

Fig. 6. Qualitative comparison with [26] using Kinect V2. Left column of each result
shows front view and right shows back-side view. Our result represents pose-dependent
deformation (e.g.clothes back). DoubleFusion has some artifacts (e.g.armpit), whereas
no artifacts in ours.

meshes obtained at non-rigid registration stage (Sect. 3.2) and the results of our
proposed method. It is reasonable to calculate the error in this way because we
use clothed meshes as training data for BENN. Our method outperforms previ-
ous methods in most sequences while using less bases than Yang et al. and the
same amount of bases as Kimura et al. The qualitative comparison is shown in
Fig. 4. The first column shows the target data of non-rigid registration. Next two
columns show the results obtained with the method of Kimura et al. (CRNN)
and the right two columns show the results obtained with our proposed method.
The first column of each set of two columns shows the results of regressed defor-
mation and the second shows the error with pseudo-color (blue = 0 mm and red
>= 50 mm). From these results, we can also confirm that our proposed BENN
works well qualitatively.

4.3 Intra-frame Interpolation

Owing to our BENN implementation, we can ignore the invisible parts of the
scanned data. This allows us to use partially observed data to train our net-
work. In this section, we estimate clothes deformations of such an invisible
body part using BENN trained with only the visible body part data. We per-
formed intra-frame interpolation to the partially observed data that we generated
from the public dataset [22]. We also captured a sequence of RGB-D images of
human in motion using Kinect V2 and performed intra-frame interpolation to
compare the results obtained with our proposed method with those obtained
with DoubleFusion [26], which is a real-time system that can reconstruct not
only the human inner body (optimized parameters of the SMPL model) but
also the clothes that the subject is wearing, with using a single depth camera
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(Kinect V2). The results are shown in Figs. 5 and 6. To obtain enough data for
training, we used the data which is visible from the front view and the data
which is visible from the back-side view as training data separately. Note that,
we only use the displacements of visible body parts to train BENN. Invisible
body parts are reconstructed through the regression step. These results show
the effectiveness of our proposed method to handle partially observed data. In
Fig. 6, the first column shows target data of non-rigid registration for our pro-
posed method and input data for DoubleFusion. Next two columns show the
results obtained by [26] and the right two columns show the results obtained by
our proposed method. Here, to obtain enough data for training, we used three
Kinect V2 cameras, which are placed in circle centered on the subject, to cap-
ture the sequence. Again, we use the data which is visible from each view as
training data separately. In the case of DoubleFusion, the results were some-
times collapsed (e.g. head and armpit). This means that this method deforms
the node-graph and cannot describe the pose-dependent deformations. Although
the results obtained with DoubleFusion can represent fine details of the clothes,
they cannot describe the pose-dependent deformations because this technique
only deforms the node-graph. In contrast, the results obtained with our proposed
method could represent the pose-dependent deformations (wrinkles around back
side in Fig. 6). Again, we do not use the displacements of the occluded body
parts from the front view at the network training step.

5 Conclusion

In this paper, we present a full-body human with loose clothes reconstruction
method from point clouds measurements using neural network based regressors,
even when the target data has largely occluded. Our fitting method and neu-
ral network based regression outperform previous methods, which is proved by
numerical evaluations. Moreover, our BENN can also reconstruct full-body even
if the training data have only partially observed data. We visually confirm that
the regression ability is sufficient and better than previous method. We believe
that this method have a impact to many applications, such as AR/VR, virtual
try-on, avatar making, etc.
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6. Innmann, M., Zollhöfer, M., Nießner, M., Theobalt, C., Stamminger, M.: Vol-
umeDeform: real-time volumetric non-rigid reconstruction. In: Leibe, B., Matas, J.,
Sebe, N., Welling, M. (eds.) ECCV 2016. LNCS, vol. 9912, pp. 362–379. Springer,
Cham (2016). https://doi.org/10.1007/978-3-319-46484-8 22

7. Joo, H., Simon, T., Sheikh, Y.: Total capture: a 3D deformation model for tracking
faces, hands, and bodies. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, pp. 8320–8329 (2018)

8. Kanazawa, A., Black, M.J., Jacobs, D.W., Malik, J.: End-to-end recovery of human
shape and pose. In: Computer Vision and Pattern Regognition (CVPR) (2018)

9. Kimura, R., et al.: Representing a partially observed non-rigid 3D human using
eigen-texture and eigen-deformation. In: 2018 24th International Conference on
Pattern Recognition (ICPR), pp. 1043–1048. IEEE (2018)

10. Kingma, D.P., Ba, J.: Adam: a method for stochastic optimization. arXiv preprint
arXiv:1412.6980 (2014)

11. Loper, M., Mahmood, N., Romero, J., Pons-Moll, G., Black, M.J.: SMPL: a skinned
multi-person linear model. ACM Trans. Graph. (Proc. SIGGRAPH Asia) 34(6),
248:1–248:16 (2015)

12. Malleson, C., Klaudiny, M., Hilton, A., Guillemaut, J.Y.: Single-view RGBD-based
reconstruction of dynamic human geometry. In: IEEE International Conference on
Computer Vision Workshops, pp. 307–314 (2013)

13. Nealen, A., Igarashi, T., Sorkine, O., Alexa, M.: Laplacian mesh optimization. In:
Proceedings of the 4th International Conference on Computer Graphics and Inter-
active Techniques in Australasia and Southeast Asia, pp. 381–389. ACM (2006)

14. Newcombe, R.A., Fox, D., Seitz, S.M.: Dynamicfusion: reconstruction and track-
ing of non-rigid scenes in real-time. In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, pp. 343–352 (2015)

15. Omran, M., Lassner, C., Pons-Moll, G., Gehler, P.V., Schiele, B.: Neural body
fitting: unifying deep learning and model-based human pose and shape estimation,
Verona, Italy (2018)

16. Paszke, A., et al.: Automatic differentiation in pytorch (2017)
17. Pavlakos, G., et al.: Expressive body capture: 3D hands, face, and body from a

single image. In: Proceedings IEEE Conference on Computer Vision and Pattern
Recognition (CVPR) (2019)

18. Pons-Moll, G., Pujades, S., Hu, S., Black, M.: ClothCap: seamless 4D clothing
capture and retargeting. ACM Trans. Graph. (Proc. SIGGRAPH) 36(4), 73 (2017).
https://doi.org/10.1145/3072959.3073711. Two first authors contributed equally

19. Sorkine, O., Cohen-Or, D., Lipman, Y., Alexa, M., Rössl, C., Seidel, H.P.: Lapla-
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Abstract. A discrete correlation-filter-based multi-cue-analysis frame-
work is constructed by fusing different feature types to form potential
candidate trackers that track the target independently. The selection of
corresponding cues and the exploitation of their individual or combined
strengths is a less researched topic especially in the context of ensemble
tracking. Every candidate tracker from the ensemble is chosen accord-
ing to the degree of its robustness per frame. We argue that, if each
of the candidate trackers is guided by higher-level semantic informa-
tion (i.e. pixel-wise saliency maps in ensemble-based tracker), this will
make tracking better to cope with appearance or view point changes.
Recently, saliency prediction using deep architectures have made this
process accurate and fast. The formation of multiple candidate trackers
by saliency-guided features along with other different handcrafted and
hierarchical feature types enhances the robustness score for that specific
tracker. It improved multiple tracker-based DCF frameworks in efficiency
and accuracy as reported in our experimental evaluation, compared to
state-of-the-art ensemble trackers.

1 Introduction

Visual object tracking (VOT) is a challenging computer vision problem where the
target of interest needs to be tracked in every frame. Challenges might include
target deformation caused by frequent appearance changes, abrupt motion, back-
ground clutter, or partial or full occlusions. Two types of approaches exist to
handle such problems, either generative [22,23] or discriminative methods [3,14].

Generative methods for visual tracking tackle the problem by searching for
regions which seem to be most alike the target candidate model. The models can
either be based on templates or subspaces.

The discriminative approach aims to differentiate the target from the back-
ground by considering tracking as a binary classification problem. It employs
both the target object and background information to search for a decision
boundary for differentiating the target object from the background region.
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Table 1. Candidate-trackers selection

Trackers Feature type

Tracker I Sal-feature and low (HOG)

Tracker II Sal-feature and middle (conv3-4) of VGG-19

Tracker III Sal-feature and high (conv5-4) of VGG-19

Tracker IV Sal-feature and low, middle

Tracker V Sal-feature and low, high

Tracker VI Sal-feature and middle, high

Tracker VII Sal-feature and low, middle, high

In discrete correlation filter (DCF) based tracking, an initial state of the
object to be tracked is known, either by detecting the target automatically or
by manually specifying its position in the initial frame. The correlation filters
predict the maximum filter response by learning a least-squares classifier in the
region of interest of the target where the maximum response map corresponds
to the location of the target [6]. The key to these filter successes is exploiting
all the negative training data by including all shifted versions of the training
patches. Moreover, this kind of method mostly follows the tracking-by-detection
paradigm where each frame of the target is regarded as a detection problem.
The classifier is trained to distinguish the target object from its background.

For multi-cue tracking, an adaptive tracking switch mechanism is employed
where the tracker adaptively transfers the tracking task to one of the ensemble
candidate trackers [32]. The candidate, which results in precise target localisation
and which is consistent in its results, is chosen to track in a given frame. Such
tracking candidates might be constructed by fusing the handcrafted low-level
features, such as HOG [8], colour names [30], or middle and higher level deep
activation features using outputs from conv3-4, conv4-4, and conv5-4 layers from
a VGG-19 pretrained model [28]. See Table 1 for an example of an ensemble.
State-of-the-art results on visual recognition tasks are obtained by exploiting rich
hierarchies in features in deep architectures and learning multi-layer correlation
response maps. Response maps are analysed in a coarse to refined manner to
include the features that are most appropriate for tracking tasks.

For deep convolutional neural networks (CNNs), features from the last convo-
lution layers are more closely related to object category level semantic informa-
tion. These feature maps though are robust to intra-class appearance variations
but fail the objective to locate targets precisely. Earlier convolution layer out-
puts are more appropriate for target object fine-spatial appearance information,
but not for the semantics [26].

We propose that saliency is a discriminant feature that aids in differentiating
the target from background and can be useful and efficient way to attain robust-
ness against target appearance changes at semantically higher level. We argue
that incorporating a saliency feature as a complimentary high-level feature, and
learning correlation filters for them separately, will aid the tracking quality for
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each tracker in an ensemble. A candidate tracker employing this semantic aware
higher-level feature will benefit in track accuracy and precision and thus the final
tracking robustness against appearance and viewpoint changes.

This can also be verified in a performance gain attained for the candidate
trackers. The corresponding weight for the saliency response will be chosen adap-
tively according to the its consistency over time for the saliency feature in consec-
utive frames. We treat saliency and other features separately [2] for each tracker.
This benefits the framework effectively, especially under occlusions and frequent
scale variations of the target.

The structure of the paper is as follows. Section 2 reports about related work.
Section 4 explains our chosen approach. Section 5 illustrates experimental set-
tings, results and provides an analysis. Section 6 concludes.

2 Related Work

Bolme et al. proposed a correlation filter, a minimum output sum of square
errors (MOSSE) for target appearance, based on a single luminance channel in
visual tracking [6]. Ma et al. suggested that multiple correlation filters can be
learned on hierarchical convolution layers [26]. Semantic and spatial information
is captured by constructing multiple DCFs on low, middle and higher convolution
layers.

By exploiting the circulant structure for training samples, Heriques et al.
proposed to derive closed-form solutions for training and detection with several
types of kernels, including the popular Gaussian and polynomial kernels [5].
Zhang et al. incorporate spatio-temporal contextual relationships between the
target of interest and its local context in a Bayesian framework; this aids to
model the statistical correlation between low-level features from the target and
outside regions for visual tracking [36].

Spatially regularized discriminative correlation filters (SRDCFs) introduced
spatially regularized components in learning by alleviating the unwanted bound-
ary effects by penalizing correlation filter coefficients depending on the spatial
location [9]. Qi et al. propose an algorithm to fuse several DCFs through an
adaptive hedged method. Staple complimentary learners for real time track-
ing combine DCF and complimentary cues like colour histograms to achieve a
real-time state-of-the-art tracking model. DCF with channel and spatial relia-
bility (CSR-DCF) introduced a spatial reliability map in filter learning and the
updating process. C-COT adopts a training of continuous-domain convolution
filters in learning DCF and integration of multi-resolution deep feature maps,
leading to a top performance on several tracking benchmarks [10]. The enhanced
version of CCOT is ECO (efficient convolutional operators for tracking), which
improves both speed and performance by introducing several efficient strategies.

ECO is a fast DCF implementation with factorized convolutional operators to
reduce the number of parameters in the model [11]. For achieving tracker robust-
ness, ensemble based feature fusion methods employing dynamic programming
have been used [4]. Though dynamic programming-based tracking methods’ com-
putational efficiency is determined by the number of trackers in the ensemble; it
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is reduced if this number increases. Also, sparse representation-based methods
suffer from low frame rates due to the fact that the overall speed being decided
by the slowest tracker in the ensemble. For a multi-expert entropy minimisation
(MEEM) algorithm, based on exploiting the relation between current tracking
and historical samples using an entropy minimisation concept, see [34]. A discrete
graph-based optimised framework is an extended version for MEEM [21].

Target state prediction is made based on a framework using a partition fusion
method to group an ensemble of trackers [16]. In many of the fusion-based meth-
ods, the trajectory is calculated twice in forward and backward direction which
makes the tracker run twice. Also, tracker results are not fed back to individual
trackers that make a transient drift accumulate and build-up tracking errors.

The MCCT tracker employs a decision level fusion strategy and a robustness
evaluation criterion for ranking tracking experts in order of their reliability. It
employs a training-sample-sharing strategy and adaptive expert updates. The
tracker output is a feedback to the individual experts to prevent expert corrup-
tion over time [32].

3 Saliency Feature

Saliency-based trackers show the usefulness for using saliency features over var-
ious other cues such as motion, texture, gradient or colour. An object is repre-
sented and tracked based on a human attentive mechanism using visual saliency
maps. Such methods are more robust for occluded and cluttered scenes. Tradi-
tionally different visual cues, such as compactness or uniqueness, have been used
to detect salient pixels in images [7].

Uniqueness-based methods can be further split into local and global con-
trast methods. Uniqueness-based methods typically use low-level features (i.e.

Fig. 1. Saliency detection example
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color, direction, or intensity) to find contrast between image regions and their
surrounding pixels.

Compactness-based methods are based on variance of spatial features. Salient
image pixels tend to have a small spatial variance in the image space. The image
background has a high spatial variance. Single visual cue-based methods have
few limitations in detecting accurate salient pixels. Different cues can also be
combined to form a composite framework [27].

A combination for features like colour-texture, colour-saliency, or colour-
direction is explored [29]. To track non-rigid objects, spatio-temporal discrim-
inative saliency maps were used. This gives accurate regions occupied by the
targets as tracking results. A tailored fully convolutional neural network (TFCN)
is developed. It is used to model the local saliency of regions of interest. Finally,
these local saliency maps are fused with a weighted entropy method, resulting
in a final discriminative saliency map [35].

In this work, deep hierarchical saliency network prediction (DHSnet) is
employed to output the saliency map of an image using a deep CNN. It uses
the whole image as a computational unit and feedforward the image for testing
without any post processing. First a coarse saliency map is generated for global
view for a rough estimation of salient objects. By incorporating local context in
the image, a refined saliency map is obtained through a recurrent CNN. This
refinement is done in many steps hierarchically and successively [24]. Refer to
Fig. 1 for saliency detection examples.

4 Our Approach

A brief outline of our approach is as follows:

1. First, a discrete correlation filter is learned from the appearance of the object
at a given frame. Features are extracted from chosen ROI where fsal and
fHOG−CNN denote the feature maps for saliency, and HOG and CNN.

2. Second, the previously learned correlation filters for saliency and other fea-
tures denoted by gsal and gfeat, respectively, are convolved with the extracted
feature maps for them in order to obtain responses (scores) Rsal and Rfeat.

3. Finally, the filter is updated according to the new appearance which is
obtained from the location found in the second step according to the pro-
posed adaptive update strategy.

These steps will become more clear with the explanations below.
The robustness of different trackers varies with regard to various feature mod-

els employed for them. One dynamic feature model will not suffice to deal with
varying challenges faced by the visual trackers [26]. Low, middle and high-level
features are combined into 7 candidate trackers (see Table 1), working inde-
pendently in an ensemble where the low-level HOG feature is 31-dimensional.
Settings are re-used as employed in hierarchical convolutional features (HCF) for
different level response maps [26]. Tracking diversity is achieved by adaptively
choosing the trackers according to it robustness for the current frame.
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Trackers using just a single feature may not be sufficiently robust to an
optimum extent, but the addition of a complimentary sal-feature improved the
results. We tested the sal-feature-guided strategy for our 7 different trackers in
the ensemble and found that the response for each candidate was improved.
Tracker VII, based on three kinds of feature hierarchy performances, is also
improved and more robust to appearance changes. Section 5 depicts detailed
quantitative experimental results.

Saliency response and other feature response maps from each tracker is
obtained separately and denoted as Rsal and Rfeat, respectively. Refer to Fig. 2
for an overview. Every tracker is proposed to employ saliency as a high-level
complimentary feature, though reliability of the saliency needs to be estimated
for each incoming frame.

Fig. 2. Suggested update concept for feature and decision fusion

First we estimated the saliency based on DHSNet [24]. This saliency pre-
diction network is based on a hierarchical end-to-end deep convolution neural
network. This network learns global saliency cues like contrast, objectness, com-
pactness with the added recurrent neural network to refine the saliency map
details by adding local contextual details. This network is trained by employing
a bulk of images and their corresponding saliency masks.

To estimate the similarity between the vectorized saliency maps Salt and
Salt+1 at frames t and t + 1, cosine similarity is used which is described by

Csim (Salt, Salt+1) =
Salt · Salt+1

||Salt||2 · ||Salt+1||2 (1)
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A maximum contribution of the saliency is selected adaptively based on the
previous and current saliency response. The weight of the saliency for frame t is
given by

w (t) = M

[
(1 − λ) w (t − 1) + λ · Csim (Salt, Salt+1)

]
(2)

We choose M to be 0.5 that is the maximum suggested contribution assigned to
the saliency feature. This value is adaptively chosen based on scene statistics.
The learning rate λ is chosen to be 0.01 owing to the intention that the update
of saliency is assumed to be gradual due to noise. The initial weight of saliency
is chosen to be w(t = 0) = 0.25, i.e. half of the possible maximum contribution.
We based our choices on settings employed by [2].

4.1 DCF Overview

An image patch x of size M×N has its centre on the target. Training samples are
generated from circular shifts along M and N dimensions. Shifted samples of x,
denoted as x(m,n), are a subset of {0, 1, ....,M − 1}×{0, 1, ...., N − 1} and used
as training samples, with a Gaussian function label of y(m,n). A correlation
filter w of the same size as x is learned by minimising the regression problem

min
w

||Xw − y||22 + λ||w||22 (3)

X is the data matrix obtained by concatenating all the circular shifts for the
training patches. λ is the regularization parameter (λ ≥ 0).

For d ∈ {1, ....,D}, the learned filter weight on the d − th channel equals

w∗
d =

ŷ � x̂∗
d∑D

i=1 x̂i
∗ � x̂i + λ

(4)

where operator � is the Hadamard or element-wise product. The hat symbol
denotes the discrete Fourier transform (DFT ) for the vector and ∗ symbol
denotes the conjugate complex for that vector. Response map R for z is as
follows:

R = F−1

(
D∑
i=1

ŵd � ẑd
∗
)

(5)

where z is a ROI patch with same size as x, cropped in the next frame to track
the target of interest. The target is localised where the response is maximized.

Numerator and denominator are updated online for the filter ŵd
∗ as follows:

Ât
d = (1 − η) Âd

t−1 + ηŷ � x̂∗
d

t
(6)

B̂t
d = (1 − η) B̂d

t−1 + η

D∑
i=1

x̂∗
i

t � x̂t
i (7)
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During the filter learning step, a Hann window is applied to avoid the boundary
effect problem. The learning rate is adjusted by parameter η for the frame index
t and the scale is selected based on the DSST tracker methodology [12]:

ŵ∗
d

t
=

Ât
d

B̂t
d + λ

(8)

4.2 Tracker Robustness Measurement

Each tracker is employing the same region of interest and sharing similar training
samples during filter learning and the tracking update process. By exploiting the
refined feedback results from each tracker for target localisation, weak tracking
outputs, especially during tracking drift scenarios and failures, are improved.
This is the main reason for framework computational efficiency as well. The
feature extraction is done only twice, rather than 14 times.

Peak to side lobe ratio (PSR) is commonly used in a standard DCF framework
to estimate reliability of tracking outputs. Often this measure fails to quantify
the reliability properly when un-reliable samples have same PSR as target of
interest. Robustness score for the candidate trackers is computed from two mea-
sures. tracker pairs evaluation stands for the degree of consistency between pairs
of trackers for each frame, and tracker self-evaluation stands for the trajectory
smoothness of a candidate tracker hypothesis at every frame.

Let {T1, T2, T3, ...., T7} denote the seven hypothesis trackers. In the t-th
frame, Tracker i’s bounding box is denoted by Bt

Ti
, and Tracker j’s bounding

box accordingly by Bt
Tj

.
The overlap ratio Ot

Ti,Tj
is defined by

Ot
Ti,Tj

=
Bt

Ti
∩ Bt

Tj

Bt
Ti

∪ Bt
Tj

(9)

Tracker pair robustness score is given by

Scoretpair (Ti) =
M t

Ti

F t
Ti

+ η
(10)

where M t
Ti

is the mean of the overlap ratios and F t
Ti

is extent of fluctuation of
overlap ratios for t frames computed as in [32].

Self evaluation measure for candidate tracker is measured by Euclidean dis-
tance shift between centres of the previous and current bounding boxes denoted
by distance dtTi

, and is given by

exp
( −1

2σ2
Ti

(
F t

i

)2 )
(11)

where σEi
is the average of the width and height of bounding box given by

tracker i.
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Tracker robustness degree is the linear sum of both pair-wise evaluation and
self-evaluation. After evaluation of the overall reliability for each one, that tracker
with the highest robustness score is selected and its tracking result is taken for
the current frame:

Rt (Ti) = Rt
pair (Ti) + Rt

self (Ti) (12)

See Fig. 3.

5 Experimentation and Analysis

For experimentation, the DCF method is employed for forming candidate track-
ers [15]. MATLAB 2017a is used for tracker implementation. A GeForce GTX
1080 Titanium GPU with compute capability 6.1 and 12 GB memory is used for
experimentation and testing. The MatConvNet toolbox is used for extraction of
deep features from VGG-19 [31]. This framework runs at about 1 FPS on CPU.
The GPU version of MCCT tracker runs at about 7 FPS.

The evaluation measure for tracking is chosen as the area under success curve
(AUC). It is plotted between overlap threshold and success rate. Overlap between
ground truth and tracking result is calculated as follows:

O (T,GT ) =
|T ∩ GT |
|T ∪ GT | (13)

If O (T,GT ) is greater than an overlap threshold, then tracking is a success. The
success rate is the ratio of successfully tracked frames to the total number of
frames in the sequence.

AUC is the average of all success rates at different overlap thresholds when
these threshold values are evenly distributed [17].

In one-pass evaluation (OPE), a tracker is initialized in the first frame, so
tracking is sensitive to frame number and bounding box spatial location for
target. Average success is calculated.

Spatial robustness evaluation (SRE), tracking is done by starting it at various
positions employing 4 spatial shifts around centre and corner and scale varia-
tions. Amount of this shift is 10% target with scale variations of 0.8, 0.9, 1.1,
and 1.2. Average performance is reported with tracker evaluated 12 times.

For temporal robustness evaluation (TRE), the video is divided into 20 seg-
ments and tracking is performed for 20 segments with different initial frames
each time. Average performance is calculated for all video segments.

We employed two datasets for evaluation. One is the OTB−2015 [33] dataset
and the other one is V OT2016 [17,18]. Trackers are evaluated using an overlap
threshold of 0.5. Overlap success plots using one-pass evaluation are generated
as well for OTB-2015.
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Fig. 3. Left. Tracker with peak robustness measure of 1 will be chosen for tracking for
that frame. Right. Depicts bounding-box tracking outputs for all candidate trackers.

Fig. 4. Mean DP, OP and AUC results on OTB-2015 sequence
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Refer to Fig. 4 for OPE comparative values for mean distance precision at a
threshold of 20 pixels, mean overlap precision at 0.5 threshold and AUC for OTB-
2015 dataset. Also under challenging attributes like low illumination, clutter,
occlusion or motion blur, OPE is evaluated for the dataset for experimental
comparison to other state of art trackers like MEEM [34], ECO [11], ECO-SAL
[2], VTD [19], VTS [20], LSK [25], FRAG [1], CXT [13] and baseline MCCT
trackers [32]. Refer to Fig. 5 for OPE results for those.

The visual object-tracking challenge 2016 (VOT2016) [17] benchmark pro-
vides an evaluation toolkit. It re-initializes the tracker to the correct position to
continue tracking when tracking failure occurs. In VOT2016, the expected aver-
age overlap (EAO) is used for ranking trackers, which combine the raw values of
per-frame accuracies and failures (tracker robustness). EAO is an estimation of
the average overlap; it is expected for a tracker to attain on a number of smaller
sequences [18]. See Fig. 6.

Table 2. Accuracy, robustness and EAO scores for various state-of-the-art trackers

Quantitative evaluation

Metrics MCCT [32] ECO [11] ECO-SAL [2] MEEM [34] Ours

Accuracy 0.56 0.51 0.59 0.55 0.58

Failure rate 0.74 0.72 0.91 0.85 0.71

EAO score 0.37 0.35 0.36 0.31 0.39

Table 2 details the quantitative comparison between the EAO scores, accu-
racy and failure rate for comparative study. Figure 5 provides an insight into
trackers numbered in order of EAO scores.

OPE, SRE (spatial robustness evaluation) and TRE (temporal robustness
evaluation) results for OTB2015, under various challenging attributes, are shown
in Tables 3, 4 and 5, respectively. We denote the occlusion challenge by OC, low
illumination as LI, scale variation challenge as SV, and background clutter as
BKC.

It can be seen that under low illumination (LI) conditions, our framework
results have not shown much improvement over MCCT framework. The reason
is that saliency prediction is less discriminant in such scenes.
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Fig. 5. One-pass evaluation OPE plot for various attributes.

Fig. 6. EAO curve with trackers labelled in order of EAO values

Table 3. Comparison to the baseline: one pass evaluation (OPE)

One-pass evaluation-OTB2015

OC LI SV BKC

MCCT 0.71 0.71 0.76 0.64

Ours 0.76 0.61 0.78 0.71
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Table 4. Comparison to the baseline: spatial robustness evaluation (SRE)

Robustness analysis-OTB2015

OC LI SV BKC

MCCT 0.61 0.69 0.66 0.64

Ours 0.66 0.61 0.68 0.71

Table 5. Comparison to the baseline: temporal robustness evaluation (TRE)

Robustness analysis-OTB2015

OC LI SV BKC

MCCT 0.74 0.79 0.67 0.67

Ours 0.66 0.71 0.78 0.70

6 Conclusions and Discussion

In this paper, we proposed saliency-guided correlation tracking with 7 candidate
trackers. Our experimental results demonstrate that employing the saliency fea-
ture as complimentary feature in multi-cue-based ensemble tracking is helpful
for improving the tracking performance. We suggest that saliency map-based
region semantic information has further potentials when used as a higher-level
tracking feature.

Moreover, we have shown that ensemble tracking benefited from improved
candidate tracker robustness. We assume that this feature can benefit many
other baseline tracking paradigms as well. This scheme also helps to reduce
the tracking model drift problem caused by occluders. It will prevent trackers
corruption over time.

Finally, extensive experiments show that our tracker outperformed state-of-
the-art methods on popular benchmark datasets.

References

1. Adam, A., Rivlin, E., Shimshoni, I.: Robust fragments-based tracking using the
integral histogram. In: IEEE Conference on Computer Vision Pattern Recognition,
vol. 1, pp. 798–805 (2011)

2. Aytekin, C., Cricri, F., Aksu, E.: Saliency-enhanced robust visual tracking. In:
European Workshop Visual Information Processing arXiv:1802.02783 (2018)

3. Babenko, B., Yang, M.H., Belongie, S.: Robust object tracking with online multiple
instance learning. IEEE Trans. Pattern Anal. Mach. Intell. 33(8), 1619–1632 (2010)

4. Bailer, C., Pagani, A., Stricker, D.: A superior tracking approach: building a strong
tracker through fusion. In: Fleet, D., Pajdla, T., Schiele, B., Tuytelaars, T. (eds.)
ECCV 2014. LNCS, vol. 8695, pp. 170–185. Springer, Cham (2014). https://doi.
org/10.1007/978-3-319-10584-0 12

http://arxiv.org/abs/1802.02783
https://doi.org/10.1007/978-3-319-10584-0_12
https://doi.org/10.1007/978-3-319-10584-0_12


Improved Saliency-Enhanced Multi-cue Correlation-Filter 253

5. Bertinetto, L., Valmadre, J., Henriques, J.F., Vedaldi, A., Torr, P.H.S.: Fully-
convolutional siamese networks for object tracking. In: Hua, G., Jégou, H. (eds.)
ECCV 2016. LNCS, vol. 9914, pp. 850–865. Springer, Cham (2016). https://doi.
org/10.1007/978-3-319-48881-3 56

6. Bolme, D.S., Beveridge, J.R., Draper, B.A., Lui, Y.M.: Visual object tracking using
adaptive correlation filters. In: Proceedings of the IEEE Conference on Computer
Vision Pattern Recognition, pp. 2544–2550 (2010)

7. Cheng, M.M., Mitra, N.J., Huang, X., Torr, P.H., Hu, S.M.: Global contrast based
salient region detection. IEEE Trans. Pattern Anal. Mach. Intell. 37(3), 569–582
(2015)

8. Dalal, N., Triggs, B.: Histograms of oriented gradients for human detection. In:
IEEE Conference on Computer Vision Pattern Recognition (2005)

9. Danelljan, M., Hager, G., Shahbaz Khan, F., Felsberg, M.: Learning spatially reg-
ularized correlation filters for visual tracking. In: Proceedings of the IEEE Inter-
national Conference on Computer Vision, pp. 4310–4318 (2015)

10. Danelljan, M., Robinson, A., Khan, F.S., Felsberg, M.: Beyond correlation fil-
ters: learning continuous convolution operators for visual tracking. In: Leibe, B.,
Matas, J., Sebe, N., Welling, M. (eds.) ECCV 2016. LNCS, vol. 9909, pp. 472–488.
Springer, Cham (2016). https://doi.org/10.1007/978-3-319-46454-1 29

11. Danelljan, M., Bhat, G., Shahbaz Khan, F., Felsberg, M.: Eco: efficient convolution
operators for tracking. In: Proceedings of the IEEE Conference on Computer Vision
Pattern Recognition, pp. 6638–6646 (2017)
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Abstract. The paper presents a method for estimating size informa-
tion of a bin of apples; we document the machine learning and computer
vision techniques applied or developed for solving this task. The sys-
tem was required to return a statistical distribution of diameter sizes
based off visible fruit on the top layer of an apple bin image. A custom
data–set was collected before training a Mask R-CNN object detector.
Image transformations were used to recover real world dimensions. The
presented research was undertaken for further integration into an app
where apple growers have the ability to get fast estimations of apple
size.

1 Introduction

Automation [14], to enhance human capabilities, has been developing strongly
since the 1900s. More time and resource efficient systems allowed for higher
production and in turn, higher wages.

Today Industry 4.0 [10] describes a new wave of automation where data
exchange is being utilised like never before. Such technologies are further improv-
ing the human potential. An important date in an apple growers calender is pick-
ing time. The farm can employ dozens or hundreds of workers to delicately fill
bins of apples; see Fig. 1. Once the bins are filled they are sent to a pack–house
for packing, often being a third party organisation. At the time of bin filling
on the farm, there is no recorded data indicating fruit size. The following issues
would be resolved by forecasting an estimation of fruit size before being sent for
packing:

1. Pack–house managers could improve logistics by stationing workers at the
optimal positions,

2. sales and marketing process improvement due to improved quality forecast-
ing,
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Fig. 1. A full bin of apples taken at an orchard in the Nelson region of New Zealand.

3. provide an additional level of checking so growers can hold pack–houses
accountable.

Currently pack–house managers are undergoing extra efforts in logistics sta-
tioning workers in the correct locations around the facility. When new fruit
enters the sorting machine, repositioning of workers is common. Workers must
adapt to a new batch of fruit which handles differently to the previous batch. By
forecasting an estimation of the incoming fruit before entering the pack–house,
these changes can be more efficiently handled.

Fruit growers often send their fruit to the pack–house without having any
record of what the size of their fruit may be. They rely entirely on the packing
company providing transparent information regarding the size of their fruit. By
giving growers the freedom to estimate size themselves, an additional ‘check &
balance’ provides more accountability.

A method was developed incorporating a mobile camera for data acquisition.
This paper delivers the machine learning and computer vision [9] techniques
designed or selected and used:

1. Forming a custom image data–set,
2. training a Mask R-CNN object detector [5,8],
3. applying geometric transforms,
4. producing statistical size distributions from object detection.

To train a custom object detector to locate individual apples in an image, a
balanced data–set of 3, 000 apple bin images (similar to Fig. 1) were acquired.1

1 Three apple orchards in the Nelson region of New Zealand agreed for us to photo-
graph: Hoddys Fruit Company, Tyrella Orchards and McLean Orchard.
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Training an object detection algorithm required the selection of sufficient
training data. Utilising transfer learning from the open source COCO data–set,
ten training images were selected from the data–set to form a training sub–set.
1,000 apples were individually labelled across the ten selected training images.
Mask R-CNN was trained with the labelled test images to produce a model ready
for inference.

With the object detection scheme returning bounding box and mask image
pixel coordinates, a transformation processes was included to convert to real
world coordinates. Due to the app users standing height in the orchard during
image acquisition, it was impractical to achieve a direct top–down angle. It was
important to present meaningful data to the user who understands millimetres
or inches. The four apple bin corner coordinates were stored using a manual
selection before a perspective transform [12] was applied to the image. With
physical bin dimensions known, the apple bin top was transformed to simulate
a top–down view of the bin where one edge pixel equalled 1.00 mm.

Considering apple shape distortions introduced by the perspective transfor-
mation, measurements of apple diameter were taken using two possible methods.
Utilising detected individual apple bounding box dimensions, the box height was
discarded while the box width was taken as apple diameter. An alternative app-
roach discussed involved fitting ellipses over the individual apple masks before
taking the ellipse minor diameter as the apple diameter.

An assumption was made where apples were considered to be round, any
maximum distance measurement detected would be considered as apple width.
This assumption naturally creates a limitation with the technology. In reality
apples can vary in width and height, even within the same variety.

2 COCO Trained Model for Quick Inference

To run accurate and robust apple detections across images, it was apparent that
a custom data–set of apple bin images was needed to be collected. Once sufficient
data was acquired, a training sub–set could be selected for labelling and then
re–training of an object detector model.

Prior to acquiring images, an ‘off–the–shelf’ Mask R–CNN object detection
model, pre–trained with the COCO [4] data–set, was considered [6]. Running
inference on such pre–trained models was seen as a fast way to determine how
the results of a custom trained model may behave. It was also important to
establish if it necessary to acquire huge quantities of data when open–source
data was available.

Common Objects in Context (COCO) is a large open–source data–set spon-
sored by Common Visual Data Foundation (CVDF), Microsoft, Facebook and
Might AI. It contains over 330k images with over 200k already labelled, making
it ideal for object detection and segmentation. Over 80 object categories are
present within the data–set including ‘apple’.

Testing images were acquired to and detections were made. A near top–down
image (Fig. 2) along with a close–up image (Fig. 3) were considered.
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Fig. 2. Detection visualisation for an apple bin image using Mask R-CNN pre–trained
with COCO data–set.

Fig. 3. Detection visualisation for an apple bin image using Mask R-CNN pre–trained
with COCO data–set.

Objects labelled as ‘apple’ in the data–set were labelled for a range of apple
appearances. Not only individual apples came under the category, but also groups
and slices of apples. This caused poor false detections when tested. It was clear
that the entire apple bin top had been classified as part of the ‘apple’ class.
Positive detections proved to fit masks accurately through visual inspection,
with a low confidence level.

Running testing images through the Mask R-CNN object detector pre–
trained with COCO data–set proved that it was necessary to collect custom
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data to eliminate groups of apples being detected, and successfully detect more
apples from the top–down view.

3 Custom Training Data and Labelling

Data–sets are a crucial element for the application of machine learning and
computer vision. Unlike image classification, object detection requires not only
large amounts of data, but also labelled data. This usually results in expensive
and time consuming training development where each image in a data–set must
be individually labelled to distinguish which objects within an image relate to
those of the defined classes.

Given the opportunity to acquire custom data, a field trip was undertaken
in the Nelson region of New Zealand. The region is well known for its apple
orchards. Three apple orchards were visited over two days where 3, 000 full apple
bin images were taken.

To ensure robust and accurate individual apple detection in varying envi-
ronments, it was important to ensure the data–set include the correct data to
form a balanced training sub–set. Given only a single class, the following were
considered when forming the balanced set:

1. Camera angle including pitch and rotation,
2. image scale,
3. weather conditions including sunny, overcast and rainy.

By ensuring that each consideration was well represented in the training
data, the detections produced could be generated accurately over a range of
input image conditions. Given the practical application, apple growers needed
to be able to take measurements in any of the proposed weather conditions.
There was also no guarantee that they would take the image with perfect scale
and angle, therefore the system was designed to provide such flexibility.

Ten images were hand picked from the data–set to form the training sub–set.
VGG Image Annotator [13], a browser based tool used for labelling image data
was used to label the ten training images with 1,000 total individual apples.
A validation set was also selected and contained 150 individual apples across a
single image.

Considering the custom data–set described, Mask R-CNN object detection
scheme was utilised. To get the most out of a small custom data–set, transfer
learning was applied where the training labels were used to retrain the model
over the open source COCO [4] data–set. The training processed output a .h5
Keras weight file used for model inference.

4 Perspective Transformation

With the Keras weight file ready for deployment, inference was possible with an
apple bin input image. Given the project scope, the real world coordinates were
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Fig. 4. Apple bin image after perspective transformation into real world coordinates
from top–down view.

needed. Simply applying object detection and returning pixel coordinates was
not sufficient. Given that physical apple bin dimensions were a known quantity,
a perspective transformation [2] was applied as a step to recover real world
coordinates. This re–shaped the image such that it appeared as a top–down
image.

The OpenCV warpPerspective() function [11] was applied where src was
the input image, dst was the output image and M = (Mi,j) was the 3 × 3
transformation matrix:

dst(x, y) = src

(
M11x + M12y + M13

M31x + M32y + M33
,
M21x + M22y + M23

M31x + M32y + M33

)

Input images to the proposed detection scheme could appear with varying
angle, pitch or scale. Given that all four corners of the apple bin were visible
within the input image, the corner coordinates were recorded within the image
space. A perspective transform was applied to warp the image to a normalised
1, 200 × 1, 155 pixels. This corresponded to 1 pixel per 1.00 mm; see Fig. 4.

For app implementation, apple bin corner coordinates could be acquired by
one of the following:

1. Manually select the corner positions using the touch screen, or
2. implement a light weight object detection scheme such as SSD Mobilenet [7]

to automate.
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5 Object Detection

Having the input image for inference in the top–down normalised view, Mask
R-CNN object detection was applied [1]. The purpose to draw masks and bound-
ing boxes around individual apples visible on the top layer of the apple bin. The
perspective transform giving conversion from image coordinates to world coor-
dinates, the pixel measurements obtained by the object detection were displayed
in millimetres for the 1, 200 × 1, 155 input image.

Fig. 5. Apple bin image with fitted masks and bounding boxes after perspective trans-
formation into real world coordinates from top–down view.

The following configuration parameters were chosen for object detection:

1. Maximum number of detections = 300,
2. non–maximum suppression = 0.2,
3. minimum confidence = 0.5.

Results of the proposed Mask R-CNN object detection scheme were accurate
considering visual inspection with fitting masks and boxes around individual
apples; see Fig. 5. A further improvement could be seen by retraining the model
using labels of perspective warped apples as well as un–transformed apples.

6 Real World Coordinates

Data returned from the object detector describing the mask and bounding box
information was used to determine the true physical diameters of the visible



262 L. Butters et al.

Fig. 6. Apple bin image with fitted masks and bounding boxes after perspective trans-
formation into real world coordinates from top–down view. Shape distortion seen in
height and width direction due to poor input image angle and position.

apples. It was important to understand the apple diameters in millimetres or
inches.

During the process of perspective transformation, apple shape distortion or
stretching was seen to occur. The distortion itself was most radical when the
input apple bin image was far away from the top–down angle and pitch; see
Fig. 6. When the input image was closer to the top–down angle and pitch, the
shape distortion was minimised; see Fig. 5.

To mitigate apple shape distortions seen at the output of the perspective
transformed image, two methods were considered to recover the real world coor-
dinates:

1. Fitting ellipses over the detected apple masks and measuring minor diame-
ter, or

2. taking individual bounding box widths for controlled camera angles.

6.1 Ellipse Fitting and Minor Diameter Measurement

Apple shape distortion when referenced to individual apples occurred in one
direction. By fitting ellipses over each apple in the perspective transformed
image, the minor diameter remained undistorted where as the major diameter
experienced the most change in shape.
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Fig. 7. Ellipses, calculated following [15], fitted over binary apple segments.

A method proposed by [3,15] was used to fit ellipses over a binary image
of detected apple segments; see Fig. 7. The chosen ellipse fitting algorithm is a
region-based (as opposed to contour-based) method and deals with clusters of
apples well.

Fig. 8. Mathematical representation of two touching apple segments.
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In our application of apple diameter detection regrading two touching apples,
they are detected as one elliptic object with our method. The detected ellipse is
denoted as (x0, y0), a, b, θ1, and the corresponding voting distance along voting
angle θ1 is denoted as ρ1. The count of pixels in this segment is denoted as P .
Figure 8 shows a mathematical representation of two touching apple shapes.

If P > 2, 500 and a/b > 1.5, we assume a segment describes two touching
apples. If θ1 < 90, let θ2 = θ1 + 90. Otherwise, let θ2 = θ1 − 90.

In the θ2 column of the accumulator, the maximum voting value is searched,
and denoted by M . The corresponding voting distance is denoted by ρ2. Then a
circular object is defined as the following. The radius R is M/2 and the center
(x0, y0) is:

x0 =
ρ2 · sin θ1 − ρ1 · sin θ2

sin(θ1 − θ2)

y0 =
ρ1 · cos θ2 − ρ2 · cos θ1

sin(θ1 − θ2)

After a circular object is detected, the corresponding votes are removed in
the accumulator. In column θi of the accumulator, this circular object votes for
the limited amount of cells, which ranges from ρb to ρt, where

ρb = x0 · cos θi + y0 · sin θi − R

ρt = x0 · cos θi + y0 · sin θi + R

From ρb to ρt, the voting value A(ρ, θi) of a cell is reduced by

2 ·
√

R2 − (ρ − (x0 · cos θi + y0 · sin θi))2

Then the maximum voting value is re–searched, a circular object is defined
similarly. Fig. 9 shows touching apple shapes with fitted ellipse before and after
the proposed method.

Fig. 9. Touching apple shapes before and after applying the proposed method.

A histogram (see Fig. 10) was produced to visualise the distribution of the
fitted ellipses minor diameters from Fig. 7.

The proposed ellipse method for recovering near true apple diameter was
reliant on object detection with masks (instance segmentation). Bounding box
fitting would not be possible with this option.
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6.2 Box Width Measurement

An additional method for recovering the true apple diameter was proposed where
the bounding box widths were taken as the near true apple diameter. When the
input image was taken as close to top–down as possible from the position seen
in Fig. 5, the shape distortion was reduced and most radical in the box height
direction. The box widths were not affected to the same extent.

Fig. 10. Distribution function generated from a list of returned minor diameter size
values in millimetres considering the detected apples from a processed input image
Fig. 7.

Fig. 11. Distribution function generated from a list of returned apple size values in
millimetres considering the detected apples from a processed input image.
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A size distribution plot was generated based on a list of detected apple
bounding box widths; see Fig. 11. Key apple information including maximum
size. minimum size, mean size, standard deviation and variance were all stored
in reference to the input apple bin image.

6.3 Method Comparison

The two proposed methods for retrieving the apple size information were com-
pared for the input image used to produce Fig. 5. Where the ellipse method used
included 68.48% of the data points from the bounding box method.

Table 1. Return data comparison for the two proposed methods; ellipse and bounding
box width.

Data Ellipse result (mm) Bounding box width results (mm)

Mean 59.7 64.8

Variance 49.2 65.6

Standard–deviation 7.0 8.1

Maximum 80.5 90.0

Minimum 42.4 47.0

A comparison was made between the two proposed methods; ellipse minor
diameter measurements and bounding box width measurements seen in Table 1.
With a reduced sample size of 68.48% when compared to the bounding box width
method, the ellipse minor diameter method results varied. It was expected that
the maximum and minimum values of the ellipse method would be less than those
of the bounding box method due to the nature of the measurement. When taking
the width of an apple segment that has been distorted mostly in the height (but
also the width) direction, its fitted ellipse minor diameter will always remain
smaller.

7 Conclusion

The proposed methods introduced throughout the paper formed the basis proof
of concept for the future implementation of a vision system capable of detecting
visible apples on the top layer of a full apple bin (see Fig. 12) and estimating their
individual sizes. Apple growers adopting the technology will have the opportunity
to estimate their product value at time of picking to streamline the sales and
logistics process along with increase information transparency with pack–houses.

To train an object detector, a custom data–set was collected in the Nelson
region of New Zealand across three apple orchards. Ten carefully selected images
of the data–set were hand picked to form a training sub–set. The images repre-
sented various weather/illumination, camera angle, pitch and scale conditions. It
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Fig. 12. Colour–splash visualisation of correctly detected apples over a grey apple bin
image in the orchard setting.

was necessary to form a balanced training sub–set to allow the object detector
to run inference accurately under a range of input conditions. Across the ten
training images, 1,000 visible apples were individually labelled to retrain a Mask
R-CNN object detection model over the COCO open source data–set.

For input images, a perspective transformation was applied to adjust the
image to a top–down view of the apple bin. Creating an image to real world
coordinate conversion. Given the physical apple bin dimensions were known, the
adjusted bin image was scaled to 1 pixel per 1.00 mm.

Mask R-CNN object detection was applied to the top–down normalised view
input images to fit masks and bounding boxes around visible images. To deter-
mine near true apple size in millimetres, two options were considered where one
relied on fitted mask data and the other on bounding box data.

Using mask image data, ellipses were fit over a binary segmentation map
of the detected apples. A list of minor ellipse diameters were returned to form
a distribution of apple size estimation. The proposed option assumes that the
minor diameter values were not affected by perspective transformation shape
distortions, while the major diameter was affected.

Bounding box data was used as a second approach to estimate the apple
sizes based off Mask R-CNN detections. For input images taken from the ideal
position (see Fig. 5), bounding box widths were affected by shape distortions far
less than bounding box heights. A list of bounding box widths were returned as
near true apple sizes.
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Abstract. Repeat photography is a practice of collecting multiple
images of the same subject at the same location but at different times-
tamps for comparative analysis. The visualisation of such imagery can
provide a valuable insight for continuous monitoring and change detec-
tion. In Victoria, Australia, citizen science and environmental monitoring
are integrated through the visitor-based repeat photography of national
parks and coastal areas. Repeat photography, however, poses enormous
challenges for automated data analysis and visualisation due to variations
in viewpoints, scales, luminosity and camera attributes. To address these
challenges brought by data variability, this paper introduces a robust
multi-temporal image registration approach based on affine invariance
and convolutional neural network architecture. Our experimental evalu-
ation on a large repeat photography dataset validates the role of multi-
temporal image registration for better visualisation of environmental
monitoring imagery. Our research will establish a baseline for the broad
area of multi-temporal analysis.

Keywords: Repeat photography · Image registration · Deep learning ·
Descriptors

1 Introduction

Australia is the 6th largest country in the world by land with 16% area covered
by naive vegetation, forests and woodlands. There are more than 500 national
parks with almost 4% land. Australian government is seriously taking every step
to take care of the natural environment and keep this country green. Federal
and state governments organise various projects to give fresh and healthy air to
the people and play a vital role in the global warming reduction. Environmental
monitoring is essential for all these natural resources especially to protect and
conserve the green areas and national parks. This is being achieved with the
help of land-care groups, environment groups, indigenous organisations and local
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 269–280, 2019.
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councils by various means such as through drones/UAVs, satellite and remote
sensing. However, such efforts and approaches have their pros and cons and
require extensive resources for operation.

An alternative approach for environmental monitoring could be based on cit-
izen science, which actually engages local communities and visitors to look after
the natural resources. It is achievable by taking photos of visited areas through
their smart phones and cameras and sharing with environmental scientists. Those
photographs can be helpful for important observations and appropriate interven-
tions could be designed if any significant change is found during manual inspec-
tion. One example of such projects is the “The Flucker Post Project” [1], which
involves numerous points in more than 150 locations all over Australia. Visitors
and local communities are encouraged to take photos and send them back to
the main website. Such projects are based on the concept of repeat photogra-
phy which is an approach for comparing photos of the same location taken at
different timestamps [2]. To date, the project is successfully running and have
collected valuable imaging data about vegetation, parks, catchments and water-
ways. One Example is shown in Fig. 1. This extensive image data is currently
being monitored manually to suggest appropriate interventions by state organi-
sations like Parks Victoria. This manual approach, however, is less effective due
to the abundance of data and thus more automation is required to facilitate
and speed up the data analysis. It is even more challenging in case of repeat
photography data as manual image analysis is so cumbersome and inefficient.

However, direct automation of such large image collection is not suitable for
any image analysis due to variations in imaging conditions such as variations
in viewpoints, scales, luminosity and camera characteristics. In other words,
this multi-temporal image data is not registered. Thus, robust multi-temporal
image registration is urgently required. This paper proposes a robust multi-
temporal image registration technique for environmental repeat photography
data based on deep convolutional networks to facilitate automated environmental
monitoring.

Multi-temporal image registration is a process of overlaying at least two
or more images of the same subject but taken on different time, from dif-
ferent view points and sensors. Actually this process aligns geometrically two
images known as sensed and reference images respectively. Over the years, vari-
ous multi-temporal image registration approaches are proposed for applications
such as remote sensing. It can be based on area (intensity values) or features
(hand crafted feature like SIFT [3]). There is abundance of hand-crafted or shal-
low learning feature based techniques due to their robustness against different
imaging variations. Most recently, few robust approaches are proposed based on
deep features [4,5] that provide better accuracy and quality performance com-
pared to hand crafted feature based techniques due to end-to-end feature learn-
ing. However, these approaches are not robust against affine transformations
which is imperative feature of repeat photography. It is partially due to the fact
that deep convolutional networks do not provide good generalisation for small
image transformations [6]. A deformable image registration for medical images is
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introduced by De Vos et al. [7] but the scope is different from multi-temporal
nature of environmental imagery. To address this gap in literature, this paper has
introduced an affine invariant deep image registration techniques that can han-
dle imaging variations well in repeat photography while maintaining the quality
performance.

We attempt to answer the following research questions: (i) How deep learning
and citizen science can be combined to achieve automated community based envi-
ronmental monitoring? (ii) How multi-temporal image registration can simulta-
neously be made accurate with deep convolutional networks and robust against
affine transformations? (iii) Can deepness of convolutional models increase the
performance in image registration?

By addressing these research questions, this paper makes the following con-
tributions: (i) We introduce a deep affine invariant network for non-rigid image
registration of multi-temporal repeat photography; (ii) We integrate affine invari-
ance and robust outlier detection for image point matching for robust multi-
temporal image registration.

The rest of this paper is organized as follows: Sect. 1 reviews the related
work. Section 3 provides a detailed description of our proposed network design
and discusses how robust point matching is performed. Section 4 outlines our
experimental set-up and interprets the results. Section 5 summarizes this paper.

Fig. 1. Illustrative repeat photography from Flucker Post community based image col-
lection: Right image is reference post (coded as WEPS1) installed at Point Richie,
Warrnambool, Victoria, Australia, left six photos were taken by different visitors at
different times of the year. It can be observed that there is little control how visi-
tors capture images from post or its surroundings. Variations in viewpoints, scales,
lighting conditions and seasonal variations pose enormous challenges for automated
multi-temporal image registration.
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2 Prior Work

Community Based Monitoring (CBM): Community based monitoring
(CBM) is defined by Whitelaw et al. [8] as “process where concerned citizens,
government agencies, industry, academia, community groups, and local institu-
tions collaborate to monitor, track and respond to issues of common commu-
nity (environmental) concern”. Over the last few years, a large number of CBM
projects were initiated from around the world mostly located in the USA, Aus-
tralia, Canada, and the Russian Federation. Lawrence and Pretty [9,10] have
reported that since 1990s, up to 500,000 community based groups were estab-
lished in varying environmental and social contexts only in the USA and Canada.
Mobile services and technology for community based monitoring is covered [11].
Internet of things (IoT) and related CBM architecture for smart cities [12].
Notable reviews [11–16] provide valuable insight into community based monitor-
ing projects. These projects collect abundant multi-model data for analysis.

Repeat Photography: Is used in CBM research studies due to availability of
low cost cameras and smart phones. Different methods and applications of repeat
photography is presented by Webb [17]. Various projects are available in litera-
ture. An analysis of vegetation change in the San Juan Mountains using repeat
photography was given by Zier et al. [18] and in the Appalachian Mountains
by Hendrick et al. [19]. Digital repeat photography for phenological research
in forest ecosystems was conducted by Sonnentag et al. [2]. A tourist-based
environmental monitoring system based on principals of repeat photography
is introduced by Augar and Fluker [1] with the help of Flucker posts at vari-
ous locations in Australia. School kids were involved to collect environmental
imagery [20]. Repeat photography has rarely been used in Australia. Vegetation
changes in Australia over a century using repeat photography was presented by
Pickard et al. [21]. However, majority of all mentioned approaches involve cum-
bersome manual inspection work and lack automation. Recent advances in com-
puter vision, image processing and deep learning enable us to automate analysis
of repeat photography. Deep learning techniques especially convolutional neu-
ral networks have appeared as revolutionary development tool for automated
recognition and image analysis [22].

Image Registration and Deep Learning: Repeat photography based envi-
ronmental monitoring requires precessing of image collection captured over time.
One of the most important steps is image registration; more specifically, in the
context of the present study, it is multi-temporal image registration. Image reg-
istration seeks to remove the two-date images geometric position inconsistent,
making the same image coordinates reflect the same objects. Notable surveys
[23–26] cover various techniques for image registration. Image registration tech-
niques can be classified based on area (e.g. raw intensity values) or features
(e.g SIFT [3]). Success of deep learning has also effected registration process:
Recently, deep approaches are proposed [4,5,27] that provide better accuracy
and quality performance compared to hand crafted feature based techniques
due to end-to-end feature learning. However, these approaches are not robust
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against affine transformations which is imperative feature of repeat photogra-
phy. Although our work is related to the similar domain, we attempt to address
shortcomings of the previous work in our proposed approach.

3 The Proposed Deep Image Registration Framework

In this section, we describe the architecture of the proposed deep image regis-
tration framework for multi-temporal image registration of repeat photographic
data.

Feature based image registration usually comprises the following stages: At
first, a pair of images (sensed and reference) are submitted for feature detection
and feature descriptors are calculated. Preliminary point-wise correspondence
or point sets are then estimated according to distance based metrics as feature
pre-matching step refined by inlier detection. It is then followed by optimal
transformation parameters estimation that guides the re-sampling and image
transformation of the sensed image.

The first goal is to find deep discriminative descriptors. For this purpose,
we make use of deep convolutional network that comprises two parts. The first
part spatially transforms input image by generating an affine transformation
for each input sample. It then extracts local key points from feature maps of a
convolutional neural network. The second part outputs local descriptors given
patches cropped around the key points. We name these parts as affine-invariant
deep feature extractor and deep feature descriptor.

Generation of Feature Maps: We first use ResNet [28] to generate a rich fea-
ture map from an image I, which can be used to extract deep keypoint locations.
The reason to select ResNet is its effectiveness to build deep networks without
overfitting by injecting identity mappings or so-called shortcut connections. It
also solves vanishing gradient problem, which refers to the situation that the gra-
dients from where the loss function is calculated, when the network is too deep,
would shrink to zero after several iterations of the chain rule. Such a problem
causes the weights never updating their values and thus results in no learning.
ResNet with three blocks, block of convolutional filters of 5×5 followed by batch
normalization, ReLU activations, and another group of 5×5 convolutions. These
convolutions are zero-padded to get the same output size as the input, with 16
output channels.

Affine-Invariant Deep Feature Extractor: After each block, we integrate
spatial transformer module [29] into the network that introduces explicit spatial
transformations on feature maps, without making any changes to CNN loss
function. During spatial transformer implementation, we use 2D spatial affine
transformations that help during affine invariant keypoint detection. Suppose
that the output pixels are defined to lie on a regular grid G = Gi of elements of a
generic feature map, τθ is affine transformations, as

i , b
s
i as the source coordinates

in the input feature map, and at
i, b

t
i as the target coordinates of the regular grid

in the output feature map. We can write the transformation introduced by affine
transformer as:
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The first part of spatial transformer is a localisation network that takes the
feature map as an input, and outputs the parameters of the spatial transforma-
tion that should be applied to the feature map. In second part, the grid generator
takes the predicted transformation parameters and use them to generate a sam-
pling grid (a set of points where the input map should be sampled to produce
the transformed output). At last, the sampler takes the feature map and the
sampling grid are taken as inputs to the sampler, generating the output map
sampled from the input at the grid points. For more implementation details of
spatial transformer, please refer to previous work [29]. The transformed feature
maps are robust to affine-transformations and we use them to extract affine-
invariant deep discriminative features.

For capturing scale-space response, we resize each feature map n times, at
uniform intervals between 1/t and t, where n = 3 and t = 2. The resulting maps
are then convolved with n 5 × 5 filters, resulting in n score maps. It is then
followed by non-maximum suppression by using a softmax operator over 15×15
windows in a convolutional manner, which results in n saliency maps. These
saliency maps are again resized to original image size and score is unaffected
due to their scale-invariant nature. All these saliency maps are then merged
into one map M using another softmax function. Similarly, orientation map θ
is calculated using the arctan function following an existing framework [30]. We
choose the top K elements of M as keypoint and we have the information of the
form {x, y, s, θ} about these keypoints. These keypoints are invariant to affine
transformations and we call them affine-invariant deep discriminative features.

Deep Feature Descriptors: For this goal, we crop image patches around the
selected key point locations. We crop and resize them to 32 × 32. Our descrip-
tor network is an L2 Net [31]. It comprises convolutional layers followed by
Local Response Normalization layer (LRN) as the output layer to produce unit
descriptors. It results in 128 dimensional descriptor D for every patch.

Feature Pre-matching and Outlier Removal: For feature matching, we use
Euclidean-distance d between the respective feature descriptors of feature points
p and q as:

d(p, q) = d(D(p),D(q)) (2)

These matches may have many outliers for multi-temporal image registra-
tion. In other words, we are interested in detecting among F nearest points
in a given feature map, (pk)k=1,...,F and their predicted corresponding matches
r(pk)k=1,...,F in the corresponding reference feature map, that is, the largest
subset of key points that follow the same affine model. To achieve such out-
lier removal, we use an algorithm, namely the Affine Parameters Estimation by
Random Sampling (APERS) [32], which detects the outliers in a given set of
matched points.
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Non-rigid Transformation Estimation: Finding point sets and their corre-
spondences is the most crucial step. Point sets are represented by sensed set,
(xi|xi ∈ Rd, i = {1, . . . , N)} and target set (ti|ti ∈ Rd, i = {1, . . . , M)}, where
the sensed set is faced with a transformation τ . Due to repeat photography, we
assume that there exists a significant overlap between the sensed and reference
point sets. If we know the feature descriptor D that can be used to get corre-
spondence, following the approach described in [33], the point set registration
can be formulated as follows:

E(τ) = λφ(τ) +
∑N

i=1

∑M
j=1 exp( ||tj−x′

j ||2
σ2

− (D(tj)−D(x′
j))

T ∑−1 D(tj)−D(x′
j)

ξ2 ) (3)

where x′
i = xi = τ is the transformed point,

∑
denotes the covariance matrix

of the feature descriptors, σ.ξ are scales, φ(.), the regularization, and λ is used
to control the level of smoothness. We use spatially constrained Gaussian Fields
(SCGF) for non-rigid transformation estimation [33].

Image Resampling and Transformation: The estimated transformation
parameters finally guide the re-sampling and warping of the sensed image for
getting registered image. Due to artefacts and simplicity of pixel level regis-
tration, the refinement of coarsely registered images to sub-pixel accuracy is
performed. However, rather interpolating image grayscales, we uses functions of
the graylevels like [34].

4 Experimental Results and Discussion

We conducted experimental studies based on publicly available image dataset.
In this section, we will provide a brief description of the dataset (Flucker Post
Vegetation Dataset), registration accuracy and other performance comparison
with state-of-the-art techniques. Our network is based on keras (with TensorFlow
backend) and NVIDIA P2000 Quadro GPU.

Flucker Post Vegetation Dataset: This image dataset is collected as a part
of the “The Flucker Post Project” [1]. This project is based on citizen science
and a part of the project is to place photo capturing posts in over 150 locations
all over Australia. Visitors and local communities are encouraged to take photos
and send them back to the main website. In each location, multiple images are
taken from same point called as Flucker post. This project has now more than
2000 images, all of which are organized in different albums related to differ-
ent locations across Australia. The web address of this project is http://www.
flukerpost.com/. However, the problem is that all those photos are taken from
different viewpoints and camera sensors. The image resolution also varies across
the dataset. Photos are captured in different seasons as well as different times-
tamps of the day. All these make the work challenging. Therefore, it becomes
very difficult to compare and extract some valuable information like vegetational
change detection.

http://www.flukerpost.com/
http://www.flukerpost.com/
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Subjective Comparison: We developed a baseline image registration based
on SIFT hand-crafted features. For evaluation, we compare our convolutional
feature with SIFT. For subjective comparison, we have displayed feature corre-
spondences. Figure 2 displays a scenario of image registration and feature match-
ing. We calculated the matching features and warped the images according to
the matching. In Fig. 3, we also displayed checkerboard to show the parts of
the images that suffered the transformational effects. Both images clearly show
that our feature matching is dense and robust to different variations compared
to SIFT.

Fig. 2. Illustrative repeat photography image registration from Flucker Post commu-
nity based image collection: First Column: All images are input images of different
locations in Australia, Second Column, these images are reference images from rele-
vant Flucker Post, third column shows the point correspondences after SIFT matching
and the last Column shows the point correspondences obtained after automated deep
multi-temporal image registration.

Table 1. Feature pre-matching precision test result for Flucker Post Vegetation
Dataset. The used unit is percentage.

Index SIFT Ours

Average 70.75 % 96.35%

Minimum 35.41% 89.76%

Maximum 92.50% 99.6%
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Fig. 3. Illustrative repeat photography image registration from Flucker Post commu-
nity based image collection: First Column: All images are input images of different
locations in Australia, Second Column, these images are reference images from rele-
vant Flucker Post, last Column shows the registered image with varied sections shown
by checkerboard after automated deep multi-temporal image registration.

Objective Comparison: For objective comparison, we used different metrics.
In each corresponding image pair, we extract feature points using both methods
and use the most reliable 95–105 pairs of matches and measure precision P as

P =
TP

TP + TF

Table 1 shows the comparison of our approach vs SIFT. Additionally, we mark
landmark in 15 points and record the locations of the landmarks for measuring
error like root mean squared distance (RMSD), mean absolute distance (MAD),
median of distance (MED) and the standard deviation of distance (STD).

Table 2 shows the performance of our algorithm compared to other
approaches. It can be observed that our approach is more reliable than all other
approaches.
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Algorithm 1. Point Set registration Algorithm
input: p, q
output: p′

Initialize: iterations = 30, φ, α = 0
for k = 0, k < iterations, k + + do

Get descriptors d(p), d(q)
Assign the correspondences weight C by Eq: 5,6,7 in [33]
Construct the RBF kernel matrix K
Compute the transformation parameter α using Spatially Constrained Gaussian

Fields (SCGF)[33]
Update the model point set p′ = p + Kα

end for
Return p′

Table 2. Comparative analysis in terms of registration accuracy test result on Flucker
Post Vegetation Dataset in terms of different error matrices

Method RMSD MAD MED STD

CPD [35] 12.67 15.38 5.67 8.75

GLMDTPS [36] 26.87 28.92 8.60 11.48

GL-CATE [37] 10.94 14.89 4.25 8.57

Deep features [4] 9.79 9.23 7.41 5.12

Ours 8.62 8.67 5.68 3.67

5 Conclusion

In this paper, we investigated the integration of citizen science and deep learn-
ing based image registration to facilitate automated image analytics for envi-
ronmental monitoring. We proposed a novel deep affine invariant network for
non-rigid image registration of multi-temporal repeat photography. We also
integrated robust point matching and affine invariance into our framework for
robust multi-temporal image registration. Extensive experimental studies have
been conducted to evaluate the underlying design based on the public datasets.
The experimental results indicated that the proposed approach delivered higher
quality performance than the existing techniques. This work would open up new
research direction to achieve fully automated environmental monitoring system.
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Abstract. Reconstruction of 3D facades is an important problem in
systems that reconstruct urban scenes. Facade reconstruction can be
challenging due to the typically large featureless surfaces involved. In
this work, we investigate the use of combining a commercially available
LiDAR with a GoPro camera to serve as inputs for a system that gener-
ates accurate 3D facade reconstructions. A key challenge is that 3D point
clouds from LiDARs tend to be sparse. We propose to overcome this by
the use of semantic information extracted from RGB images, along with
a state-of-the-art depth completion method. Our results demonstrate
that the proposed approach is capable of producing highly accurate 3D
reconstructions of building facades that rival the current state-of-the-art.

Keywords: 3D reconstruction · Depth completion · Facade
segmentation

1 Introduction

Three-dimensional (3D) urban reconstruction is an active research area which is
significant for many applications, such as virtual tours and urban planning [3].
3D facade reconstruction is an essential task for urban reconstruction, since
buildings are common in urban environments.

Accurate depth estimation is a crucial problem to overcome when perform-
ing 3D reconstruction. In urban environments, the advantage encountering many
objects with simple geometric shapes and smooth surfaces, is often offset by the
abundance of large featureless surfaces which cause depth estimation ambiguities
in many approaches. There are two main strategies used for depth estimation,
namely passive depth sensing (stereo matching) and active depth estimation
(which involves projecting some sort of radiation into the scene, to see how it
reacts to the environment). The passive approach, namely stereo matching, often
struggles in urban environments, since many scene elements lack good tracking
features [16]. Also, since urban buildings are typically large and tall, wide base-
lines are often required, which are notoriously difficult to work with. Active
depth sensing on the other hand, does not entirely solve the problem either,
with popular RGB-D cameras such as the Intel Realsense and Microsoft Kinect
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 281–295, 2019.
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being unsuitable for outdoor conditions, since they limited depth range [29] and
fail in sunlight. This in this work we look at laser systems, which operate well
in outdoor environments and can capture large objects, albeit have problems of
their own.

Existing 3D facade reconstruction research based on laser scanning tech-
niques utilize either high-resolution laser scanners [1,8,21,27,28] or 3D Light
Detection and Ranging (LiDAR) [11,12] to measure range data. High-resolution
laser scanners can produce dense point clouds but are usually slow in acquir-
ing even small volumes of data, whereas 3D real-time LiDAR devices can work
fast with ease but generate relatively sparse point clouds [12]. Due to its speed
and mobility, 3D LiDAR is more suitable for large-scale 3D urban reconstruc-
tion. In addition to LiDAR scans, images are another important data type for
3D facade reconstruction [19]. Some existing facade reconstruction studies also
employ images to refine the 3D point clouds captured by high-resolution laser
scanners [1,21,27] or 3D LiDAR [11,12].

In this paper, we propose a new 3D facade reconstruction method based on
the fusion of 3D LiDAR and images. To handle the problem of the sparsity of
LiDAR scans, we first employ instance segmentation to extract the rich semantic
information in images and use it to estimate the missing depth data of the glass
area of facade depth maps such as windows or glass doors. Then, we use a depth
completion method based on convolutional neural networks (CNNs) to generate
a dense depth map for 3D facade reconstruction. Our data collection process
using 3D LiDAR and a synchronized camera is relatively fast, capturing the
point cloud of a partial facade in just 0.1 s.

Our paper is organized as follows: in Sect. 2, the related works are intro-
duced; in Sect. 3, our proposed reconstruction method is introduced; in Sect. 4,
the evaluation of the proposed method is presented; in Sect. 5, an comparison
experiment is presented; in Sect. 6, we present the conclusion of this paper and
the potential future work.

2 Related Work

Studies on 3D facade reconstruction based on the fusion the laser scanning and
images can be classified into two groups looking at how images are used in the
reconstruction process. The first group uses images only for texturing the dense
3D point cloud of facades captured by high-resolution laser scanners. Some stud-
ies employ laser scanners and cameras whose relative position and orientation
are fixed in the 2D and 3D data collection process [6,30], while the other studies
use non-registered laser scanners and cameras [14,15,23,24].

Another group uses images for both texturing and refinement of the point
clouds captured by laser scanning. Studies in this group usually consolidate the
facade structure in 3D point clouds by utilizing the features extracted from
images, such as linear features [20,27], planar features [12], or facade elements
like window crossbars [2]. The fusion of images and LiDAR scans can also be
used to determine the particular shape grammar of facades [11].
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3 Multimodal 3D Facade Reconstruction

Given a sparse 3D point clouds generated by a 3D LiDAR and an associated
image of a facade, our target is to produce an accurate 3D model of buildings.
Using sparse LiDAR scans to reconstruct 3D facade models is challenging due to
the large areas of missing depth estimates. Also, LiDAR systems cannot acquire
active depth estimates of windows or other glass areas, since the laser beam
emitted from LiDAR does not reflect off glass [4].

Recently, several CNN-based depth completion methods with relatively good
performance have been proposed. Also, most of the urban building facades have
a regular structure and can be parsed through images, which can then be used for
predicting the relevant missing LiDAR depth data. In older buildings, the depth
of windows and doors is often larger than that of its surrounding walls while
windows and doors can be located by using image segmentation techniques, both
very useful for estimating the depth of the glass areas in facades. Our main task
is to leverage the rich semantic information in images and use depth completion
method to estimate the missing depth data in the input sparse LiDAR data to
produce more accurate 3D models of buildings.

There are three main steps in our proposed 3D facade reconstruction method:

1. Data collection and pre-processing
(a) Using a LiDAR and a camera which are pre-calibrated and rigidly

mounted on a board to collect the sparse 3D point cloud and the cor-
responding photograph of a target facade.

(b) Undistorting the image and segmenting facade from the image; removing
the useless data points from the point cloud.

2. Dense RGB-D data generation:
(a) Converting the 3D sparse LiDAR point cloud to a corresponding sparse

depth map by using LiDAR-camera calibration parameters and camera
intrinsic parameters; locating all the glass areas (e.g., windows and glass
doors) of the input facade image and generating the masks for these areas.

(b) Estimating the depth data of all the glass areas in sparse depth maps by
using the corresponding masks.

(c) Using depth completion techniques to generate a dense depth map based
on the input facade image and the corresponding processed sparse depth
map.

Fig. 1. Our experimental mobile setup; Velodyne HDL-32E LiDAR (centre) and GoPro
HERO5 camera (left).
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3.1 Data Collection and Pre-processing

The first stage of our method is data collection and pre-processing. For testing
purposes, we built a new dataset containing facade data from buildings at the
University of Auckland. We used the Velodyne HDL-32E LiDAR1 and a GoPro
HERO 5 Black camera2. The two devices were registered using the approach
in [7]. Both devices rigidly mounted on a trolley (Fig. 1).

The Velodyne HDL-32E is a 3D real-time LiDAR with 32 lasers, with a 40◦

vertical field of view (FOV) and a 360◦ horizontal FOV. The maximum range
is 100 m and the scan rate is 10 Hz with 1.39 million depth points acquired per
second. The GoPro Hero5 Black can capture 12 million pixels with a fish-eye
lens allowing a full facade texture acquisition in a single image.

Overview of Facades. Our data-set features various facade styles and various
types of materials. These include facades of building made of stone, brick or
wood and range from historic old buildings to super modern recent constructions
(Fig. 2).

(a) An example of the facade of the
traditional style.

(b) An example of the facade
of the traditional style containing
connected windows.

Fig. 2. The examples of the two facade styles of our dataset.

Data Pre-processing. The first stage is to pre-process the input data. Firstly
the building is segmented out from the background elements in both LiDAR data
and the RGB data. Next, the GoPro Hero5 Black camera intrinsic parameters
are estimated and used remove distortion from RGB images.

3.2 Dense RGB-D Data Generation

Original Sparse Depth Map Generation. The second stage is to estimate
the missing depth information in the input LiDAR scans by using depth com-
pletion and the semantic information extracted from the input image. The pre-
processed LiDAR point cloud can be easily projected onto the pre-processed
image to produce the associated sparse depth map as follows:

1 https://velodynelidar.com/hdl-32e.html.
2 https://www.dxomark.com/Cameras/GoPro/HERO5-Black---Specifications.

https://velodynelidar.com/hdl-32e.html
https://www.dxomark.com/Cameras/GoPro/HERO5-Black---Specifications
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1. Transforming data points from LiDAR space to camera space by using Eq. 1,
where pi = (Xi, Yi, Zi)ᵀ denotes a point in the camera coordinate system, li =
(X ′

i, Y
′
i , Z

′
i)

ᵀ denotes a point in the LiDAR coordinate system, R, t denote the
rotation matrix and translation vector of the 3D rigid body transformation
from LiDAR space to camera space.

pi = Rli + t (1)

2. Computing the 2D image coordinates for every data point in the 3D camera
space by using the following equations, where (ui, vi)ᵀ denotes a 2D point
in the image coordinate system which is corresponding to the 3D data point
(Xi, Yi, Zi)ᵀ in the camera coordinate system, Zi denotes the depth, fx and fy
denote the focal length of the camera in x axis and y axis respectively, (cx, cy)
denotes the camera center of the camera. The depth value of each data point
in the final depth map is equal to sZi where s denotes the resizing scale for
LiDAR distance measurement and is typically equal to 1000 (if applicable).

ui =
Xi · fx
Zi

+ cx, vi =
Yi · fy
Zi

+ cy (2)

Locating All the Facade Elements Made of Glass in Images. Since glass
does not reflect laser, the LiDAR does not produce distance measurements of
glass elements [4]. Thus we aim to correct this. We apply the heuristic that
depth of the plane of glass areas (e.g., windows and glass doors) is typically
greater than the depth of the plane of their surrounding walls. Also, these areas
are typically parallel to the corresponding walls. Thus, given the plane of the
corresponding surrounding walls, the plane of these glass areas can be guessed.

Since images have high resolution and rich semantic information, we can
locate the facade elements made of glass in the image by employing image seg-
mentation techniques. As the camera intrinsic parameters are known, we can
transform the coordinates of data points between 3D camera space and 2D image
space by using Eq. 2. In other words, once we detect these facade elements in
the image, we can locate them in both 2D and 3D space.

Image segmentation can be classified into two groups which are semantic seg-
mentation and instance segmentation. Semantic segmentation is a fundamental
computer vision task, which aims to produce the semantic label for every pixel
in an image [5], while instance segmentation requires not only the semantic seg-
mentation for an image but also the differentiation of individual instances [9].
In our proposed method, we employ instance segmentation techniques to locate
facade elements made of glass because we need to estimate the depth data of
each of them separately in the later process.

Mask R-CNN [9] is one of the SOTA instance segmentation methods. In this
paper, we employ this method for segmenting all the facade elements made of
glass in facade images. As windows and glass doors are the two most typical
facade elements made of glass, we train a Mask R-CNN model to segment only
windows and doors in this paper. The dataset that we use for training and testing
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the Mask R-CNN to segment windows and doors are combined from the CMP
Facade Database [26], the ICG Graz50 dataset [22], and the Ecole Centrale Paris
Facades Database [17]. The CMP Facade Database is composed of 606 facade
images with semantic segmentation annotations, which were taken from many
different sources. The ICG Graz50 dataset is comprised of 50 facade images taken
from Graz, Austria with corresponding semantic segmentation labels. The Ecole
Centrale Paris (ECP) Facades Database consists of 104 facade images taken from
Ecole Centrale Paris with the corresponding semantic segmentation label.

The total number of images of our datasets is 760. We use 67% of the data
for training, 29% of the data for validating, and 4% of the data for testing.
Our training set is 511 facade images from the CMP Facade Database. Our
validation set is 219 facade images which contain 95 images from the CMP
Facade Database, 20 images from the ICG Graz50 dataset, and 104 images from
the ECP Facades Database. Our testing set is 30 images from the ICG Graz50
dataset.

Furthermore, we also use a threshold of the confidence factor of generated
window/door masks to filter out those less correct or incorrect window masks.
This threshold value can be set manually and appropriately based on the facade
segmentation results. This is to make sure that only correctly detected win-
dows/doors will be refined in the subsequent steps.

We utilize ResNet-101 [10] as the network backbone of the Mask R-CNN
model and pre-trained the model on the Microsoft COCO dataset [13]. The
Mask R-CNN model was tested on the training set and the validation set with
an NVIDIA Tesla K80 GPU for 40 epochs. We evaluated the trained Mask R-
CNN model on our test set using the standard VOC-style mean average precision
(mAP) at an intersection over union (IOU) threshold of 0.5. The mAP of the
trained Mask R-CNN model is 0.893. An example of the facade segmentation
result is shown in Fig. 3a.

Estimating the Depth Data of the Facade Elements Made of Glass.
Once all the elements made of glass in a facade image are located, the sparse
depth map can be refined by estimating the depth data of these elements:

1. Removing the depth data of the facade elements made of glass in
the sparse depth map: As the depth data of the glass area captured by
LiDAR is usually inaccurate, first the depth data in the glass area (such as
windows and glass doors) should be removed. This is achieved by setting the
depth of corresponding pixels to 0 in the depth map.

2. Detecting all the different planes in the facade in the 3D camera
space: A facade is generally composed of different planes each of which is
a single wall that may contain windows, doors, or nothing. As the depth
of facade elements made of glass (e.g., windows and glass doors) usually is
slightly larger than the depth of their surrounding walls and these elements
are usually parallel to the corresponding walls, their plane models can be
determined based on the plane model of the corresponding surrounding walls.
The plane model of these elements can be subsequently used for computing
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their exact depth values. To detect all the different planes in the facade in 3D
camera space, the depth map without the depth data of the elements made of
glass first should be converted to the corresponding point cloud in 3D camera
space by using Eq. 2. Then, all the different planes can be detected in the point
cloud by using the M-estimator SAmple Consensus (MSAC) algorithm [25].

3. Estimating the plane model of every elements made of glass in the
3D camera space: Once all the planes are detected, the model for each
plane can be represented by Eq. 3.

ax + by + cz + d = 0 (3)

Hence, the plane model for the windows or glass doors in the corresponding
wall plane can be represented by using Eq. 4.

ax + by + cz + d̂ = 0 (4)

The relation between plane of the wall and the plane of the window or door
can be represented by Eq. 5, where r is the ratio used for translating the
plane of the wall to the plane of the window or door and can be set properly
according to different facades.

d̂ = d(1 + r) (5)

4. Computing the depth value of every facade elements made of glass
in the 3D camera space: After the plane model of every facade elements
made of glass are determined, the exact depth value of each pixel in these
areas can be computed by using Eq. 6 where (u, v)ᵀ denotes the coordinates
of each pixel of the located elements in the image coordinate system, fx and
fy denote the focal length of the camera in x axis and y axis respectively,
(cx, cy) denotes the camera center of the camera, a, b, c, and d̂ denote the
plane model parameters of the located elements in camera space. The depth
value of each data point in the final depth map is equal to Zi × s where s
denotes the resizing scale for LiDAR distance measurement and is typically
equal to 1000 (if applicable).

Z =
−d̂fxfy

afy(u− cx) + bfx(v − cy) + cfxfy
(6)

Depth Completion. The last step of dense RGB-D data generation is depth
completion. We used a CNN-based depth completion method proposed in [29] for
its relatively good performance for depth completion. We used the associated pre-
trained model provided in the GitHub repository3. Figure 3b shows an example
of depth completion.

In order to visualize our reconstruction results, we converted the dense RGB-
D data to 3D colored mesh models. First, the dense RGB-D data is converted to
3 https://github.com/yindaz/DeepCompletionRelease/tree/master/pre train model.

https://github.com/yindaz/DeepCompletionRelease/tree/master/pre_train_model
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the corresponding colored point cloud in 3D camera space by using Eq. 2. Next,
the 3D colored point cloud is converted to a 3D colored mesh model using the
meshing approach introduced in [18]. An example of the produced facade mesh
model is shown in Fig. 3c.

4 Evaluations

In this section, we present the evaluation of our experimental results. As we
do not have the ground truth of the building in our dataset, we evaluated our
experimental results of different stages by using a qualitative way. Basically, the
core problem that our 3D facade reconstruction pipeline aims to solve is how to
estimate the missing depth data in input RGB-D data. Based on this idea, we
use two modules to solve the depth completion problem.

(a) The segmentation result. (b) The completed depth map. (c) The mesh model.

Fig. 3. Examples of our 3D facade completion experimental results. Since the
model is reconstructed from RGB-D data which are taken from a given angle, there
may be some missing parts in the final 3D mesh model.

The first module is the estimation of the depth data of the facade elements
made of glass. In this module, we use the semantic information extracted from
RGB images and weak architectural constraints to re-estimate the exact depth
values of the glass areas in facade depth maps. The semantic information is the
extraction of glass-made facade elements (e.g., windows and glass doors), which
is achieved by an instance segmentation model (Mask R-CNN). The semantic
information is the fundamental data for this module, which means that the
better the performance of the instance segmentation technique, the better the
estimation of these glass areas in depth maps and vice versa. Thus, the evaluation
of the results of instance segmentation is one of the targets of the evaluation.

The second module is the final depth completion algorithm which predicts all
the remaining missing depth data in the refined depth map generated from the
first module. Since in the first module of the proposed method only estimates
the depth data of the glass-made facade elements and may omit some parts of
these glass areas due to the imperfectness of the instance segmentation technique,
there is still a large proportion of facade areas in depth maps which does not have
depth data. Therefore, the final depth completion module is indispensable for
the proposed pipeline. The result of this module is the final dense RGB-D data.
Since dense RGB-D data are converted to mesh models for better visualization,
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we qualitatively evaluated the final mesh model of facades for evaluating the
depth completion module.

Although we do not have the ground truth for the facades in our dataset,
we can still evaluate the proposed method by evaluating the output data of
different stages of the proposed pipeline. Also, we have classified the facade
styles in our dataset into different categories. With this information, we can
determine how effective are the two modules for different types of facade styles.
As a result, we can make a relatively objective evaluation for the proposed 3D
facade reconstruction method.

4.1 Evaluation of the Segmentation of the Facade Elements Made
of Glass in Images

Traditional Style. Figure 4 shows the segmentation result for the images of
the facade of the traditional style. It can be seen from these results that the
trained Mask R-CNN model can relatively accurately extract the windows and
doors from the images of this type of facade style. This may result from that our
training set contains a lot of images of the facade of this style. Also, it can be
seen from the segmentation results shown in Fig. 4 that the confidence of most
of the detected windows and doors are very high. Therefore, the trained Mask
R-CNN can perform well on the images of the facades of the traditional style.

(a) The Merchant House. (b) The Old Choral Hall.

Fig. 4. The segmentation results of the images of the facade of the traditional
style. The text in the images shows the predicted label and the confidence of the
corresponding facade elements.

Traditional Style Containing Connected Windows. The segmentation
results of the facades whose facade style is the traditional style containing con-
nected windows are shown in Fig. 5. This kind of window style is basically
not included in our training set. Windows in the same row are connected or
have unclear boundaries, which increases the difficulty of window segmentation.
Therefore, it can be seen from Fig. 5 that the window segmentation result is
relatively poor. According to the segmentation results shown in Fig. 5, the con-
fidence of the detected windows that are not connected to the other windows is
relatively high, while the confidence of the windows that are connected to the
other windows is relatively low. Besides, for this kind of facade style, windows
occupy a large area of facade regions. Hence, the poor instance segmentation
performance would have a negative effect on the final reconstruction result.



290 H. Xu et al.

4.2 Evaluation of Facade Mesh Models

In this section, we show the colored facade mesh models generated by our pro-
posed facade reconstruction method. As we do not have the ground truth for
the facades reconstructed in our experimentation, we only qualitatively evalu-
ated the results.

(a) The front of the CLL
building.

(b) The back of the CLL
building.

Fig. 5. The segmentation results of the images of the facade of the traditional
style containing connected windows. The text in the images shows the predicted
label and the confidence of the corresponding facade elements.

Traditional Style. Figure 6 shows the colored mesh models of the facades
of the traditional style. As the window and door segmentation result of this
kind of facade style is relatively good, most of the window and door areas of
these facades are reconstructed well. Overall, the depth completion module in
our facade reconstruction pipeline can work well for the facades of this type of
facade style.

(a) The Merchant House. (b) The Languages International.

Fig. 6. The colored mesh models of the facade of the traditional style.

Traditional Style Containing Connected Windows. Figure 7 shows the
reconstruction results of the facades of the traditional style containing connected
windows. It can be seen from Fig. 7 that our proposed approach can reconstruct
the overall structure of these facades. However, the glass-made elements of these
facades were not reconstructed well because of the poor facade segmentation
results. All in all, the successful reconstruction of the overall structure of these
facades can prove that the depth completion module of the proposed pipeline
can handle this kind of facade style.
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(a) The Elam B. (b) The back of the CLL building.

Fig. 7. The colored mesh models of the facades of the traditional style containing
connected windows.

5 Comparison Study

We ran an experiment to investigate how the refinement process of the area of
facade elements made of glass (e.g., windows) on original sparse depth maps
may improve final reconstruction results. In this refinement process, the original
depth data of these elements on original sparse depth maps are first removed,
then the exact depth values of these elements are estimated based on instance
segmentation results in 2D images and plane fitting results in 3D camera space.
As glass areas generally cannot reflect laser beams properly, the depth values
of glass areas captured by LiDAR are usually incorrect, which would misguide
the subsequent depth completion process. Therefore, the original depth data of
these areas should be removed. Also, as the depth completion module requires
both RGB images and existing sparse depth data to guide the depth estimation
process [29], the estimated depth data of glass areas would be problematic if
there are no depth data in these areas of input sparse depth maps.

We first conducted a qualitative comparison between the model generated
by our proposed refinement approach and the model generated using no refine-
ment process. The experimental results of this comparison study showed that
the refinement process can successfully reconstruct the facade elements made of
glass. A 3D facade model was first reconstructed directly based on the original
sparse depth map (see Fig. 8a). In the reconstruction process of this model, there
was no refinement process for the area of facade elements made of glass on the
input sparse depth map. Figure 8a illustrates a reconstructed facade model with
very bumpy glass areas. Figure 8b illustrates a 3D facade reconstruction model
generated with the refined sparse depth map proposed in this paper. It is evident
that the window area of this facade model is relatively flatter than in the model
shown in Fig. 8a.

We also conducted a quantitative comparison of our reconstructions. Due
to a lack of LiDAR+camera ground truth data, we measured the “flatness”
of the reconstructed window areas. Points in the windows masked areas were
extracted, and a plane was fitted through them using the MSAC algorithm. The
average of all the points absolute distances (or Mean Error) to this plane was
considered a reliable indicator of the area flatness. The Mean Error values for
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(a) An example of the
reconstruction result
with no refinement
process.

(b) An example of the re-
construction result which
is based on our proposed
refinement approach.

(c) An example of the corre-
sponding colored mesh model.

Fig. 8. Comparison between the reconstruction results with or without the refinement
of glass areas in the depth maps. Missing data (holes) in the models are due to the
RGB-D image viewpoint occlusions.

Table 1. The two Mean Error values for the facade of the traditional style
(Fig. 6). Mean Error 1 denotes the Mean Error for the model generated based on no
refinement process. Mean Error 2 denotes the Mean Error for the model generated
based on the proposed refinement process.

Result Mean Error 1 (mm) Mean Error 2 (mm)

The Merchant House 1.5667 0.79102

The Languages International 2.1012 0.7035

The Old Choral Hall 1.9932 0.91136

The Clock Tower Easting Wing 2.3978 0.82754

the models generated with or without refinement process were introduced. As
the segmentation results of the facade of the traditional style is the best, we
only computed the Mean Error values for this kind of facade style. The two
Mean Error values for the facade of the traditional style are shown in Table 1.
The Mean Error of the model produced with our proposed refinement process
is consistently lower than the Mean Error for the model without refinement
process.

6 Conclusion

In this paper, we proposed a new method for 3D facade reconstruction using the
fusion of sparse 3D LiDAR and images of the same facade. This method can be
used for reconstructing the facade which mainly contains windows and doors.
The main idea of the proposed pipeline is to use depth completion techniques
and the combination of prior knowledge and image segmentation techniques to
estimate the scale of missing depth data in LiDAR scans. There are two signif-
icant merits of our proposed method. The first one is the fast data collection
speed, which makes this approach very useful for large-scale urban reconstruc-
tion. The second one is that this method can generate semantic labels for facade
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elements which can be further used for semantically labelling of 3D models. The
comparison study shows that the refinement process for the facade elements
made of glass (e.g., windows) in original depth maps can improve the accuracy
of the reconstruction results.

We evaluated the proposed 3D facade reconstruction pipeline on the facade
data of the two facade styles, respectively. We found that the proposed method
can handle the facades of the traditional style but have some problems with the
facades of the traditional style containing connected windows. Specifically, the
segmentation module of the proposed pipeline cannot correctly extract the win-
dows which are connected to adjacent windows or have unclear boundaries with
adjacent windows in the images of the facades of the traditional style contain-
ing connected windows. This results from that this kind of window style is not
included in the training set of the instance segmentation module.

The main limitation of our 3D facade reconstruction pipeline is that the qual-
ity of the reconstruction results heavily rely on the performance of the instance
segmentation module and the depth completion module. Our future work will
focus on how to employ more prior knowledge and more accurate instance seg-
mentation models in the pipeline to estimate the depth data of other kinds of
facade elements like balconies.
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Abstract. In this paper, we focus on boosting the subspace learning
by exploring the complimentary and compatible information from multi-
view features. A novel multi-view dimension reduction method is pro-
posed named Multiview Sparsity Preserving Projection (MSPP) for this
task. MSPP aims to seek a set of linear transforms to project multi-
view features into subspace where the sparse reconstructive weights of
multi-view features are preserved as much as possible. And the Hilbert
Schmidt Independence Criterion (HSIC) is utilized as a dependence term
to explore the compatible and complementary information from multi-
view features. An efficient alternative iterating optimization is presented
to obtain the optimal solution of MSPP. Experiments on image datasets
and multi-view textual datasets well demonstrate the excellent perfor-
mance of MSPP.

Keywords: Dimension reduction · Multi-view learning ·
Co-regularization

1 Introduction

Nowadays, multi-view data is very common in many applications because many
techniques have been developed to describe the same sample from multiple per-
spectives [19]. For example, one image can be presented by multi-view features,
such as Scale Invariant Feature (SIFT) [16], Local Binary Patters (LBP) [19]
and Edge Direction Histogram (EDH) [8]. However, these views features always
contain incomplete information because different views are obtained by different
feature extractors and reflect different properties of the sample. Therefore, how
to integrate the complementary information from multi-view features is impor-
tant for multi-view dimension reduction.

For some real-word application domains, such as text categorization [13],
face recognition [22,30] and image classification [6,17,34], most features are
extracted with high-dimension. However, the intrinsic dimension of the data
might be lower. Therefore, manipulating these features directly is time consum-
ing and computationally expensive. This leads researchers to develop a large
c© Springer Nature Switzerland AG 2019
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number of dimension reduction methods [1,10,11,29,33] to find the intrinsic
low-dimensional subspace preserving some properties of samples. Principal Com-
ponent Analysis (PCA) [29] is a classical unsupervised linear dimension reduc-
tion method which constructs the subspace by projecting the data along the
directions of maximal variance. Linear Discriminant Analysis (LDA) [1] is a
supervised dimension reduction method which utilizes the label information to
improve discriminative ability. LDA constructs the subspace by maximizing the
ratio between the trace of between-scatter and within-class scatter. However,
both PCA and LDA neglect the local correlations between samples. Locality
Preserving Projections (LPP) [11] constructs the subspace by a linear transfor-
mation that preserves local neighborhood information in a certain sense. Neigh-
borhood Preserving Embedding (NPE) [10] and Marginal Fisher Analysis(MFA)
[33] are also local methods that construct the subspace based on different means.
While above methods are all linear method, there are also many manifold learn-
ing methods [2,21] have been proposed for dimension reduction, such as Locally
Linear Embedding (LLE) [21] and Laplacian Eigenmaps (LE) [2]. These mani-
fold learning methods are more effective to deal with the high-dimensional fea-
tures which lie on a submanifold of the original space. Sparse Subspace Learning
(SSL)[3] is a family of dimension reduction methods which is based on the Sparse
Representation (SR). Among these methods, Sparse Preserve Projection (SPP)
[20] is a famous one. SPP constructs the subspace which aims to preserve the
sparse reconstructive weights computed by sparse representation. And there are
many other famous dimension reduction approaches, such as Locality Sensitive
Discriminant Analysis (LSDA) [4] and Local Tangent Space Alignment (LTSA)
[35]. Although many dimension reduction methods have been proposed, most
of these methods always fail to exploit the complementary information from
multi-view features to obtain the subspace.

In past decades, multi-view learning has been well generalized in various
fields [5,7,14,15,18,23–28,31,32,36]. Many researchers focus on combining the
multi-view setting with single view clustering. In [15], a multiview clustering
method based on a co-regularized framework has been proposed. This approach
utilizes a co-regularized term to limit the clusterings that are compatible across
the graphs defined over each of the views. In [18], an auto-weighted method is
proposed based on the relationship between multiview features clustering and
semi-supervised classification. In [5], the smooth representation clustering (SMR)
is extended into the multi-view domain, and Hilbert Schmidt Independence Cri-
terion (HSIC) is utilized as a diversity term to jointly learning the representa-
tion from multi-view features. Some researchers focus on extending the tradi-
tional single view dimension reduction methods to multi-view dimension reduc-
tion model. In [14], the LDA is extended to Multiview Discriminant Analysis
(MvDA) by jointly learning multiple view-specific linear transforms. Multiview
Spectral Embedding (MSE) [31] combines the traditional spectral-embedding
approach with multi-view data to construct the low-dimensional embedding of
original multi-view data.
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In this paper, we propose a novel multi-view dimension reduction method,
which learns one common subspace to explore complementary information from
multiple views. Toward this goal, we propose the MSPP based on SPP and
HSIC [9]. On one hand, for each single view features we exploit SPP to seek the
optimal subspace, where the sparse reconstructive weights are preserved best.
On the other hand, we maximize the HSIC to ensure the dependence of different
subspace, which aims to exploit the compatible and complementary information
from multi-view features. An alternative iterating algorithm is utilized to obtain
the optimal solution. The pipeline of this paper is shown in Fig. 1. The highlights
of this paper are summarized as follows:

(i) We propose a novel multi-view dimension reduction approach, which is simple
and effective.

(ii) Our algorithm simultaneously seeks one common optimal subspace based
on SPP and explores complex correlation across multiple views in a unified
framework based on HSIC.

(iii) Experimental results on the real-world datasets validate the effectiveness of
our approach.

Feature extractor

Fig. 1. The pipeline of this paper.

1.1 Organization

The rest of this paper is organized as follows: Sect. 2 provides a brief review of
the single view dimension reduction algorithm SPP and a multi-view subspace
clustering method. In Sect. 3, we describe details of the construction of MSPP
and the optimization procedure. In Sect. 4, some experiments are conducted,
which demonstrate the excellent performance of MSPP. In Sect. 5, we conclude
this paper.
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2 Related Work

In this section, we first introduce a traditional sparse subspace learning method
SPP. Then we review a multi-view subspace clustering method, which illustrates
some elements of multi-view learning.

2.1 Sparse Preserve Projection

Given a dataset that consists of N samples with m representations, the vth view
features are expressed as: X(v) = [xv

1,x
v
2, ...,x

v
N ] ∈ R

dv×N . The dimension of vth
features is dv. SPP utilizes the sparse representation to compute a reconstruc-
tive weight matrix first. Then the projections are constructed to preserve the
reconstructive weight matrix. For the given vth view features X(v), the sparse
reconstructive weights are constructed by:

min
z
(v)
i

||z(v)
i ||1

s.t. x
(v)
i = X(v)z

(v)
i , 1 = 1T zi,

(1)

where z
(v)
i = [z(v)i,1 , ..., z

(v)
i,i−1, 0, z

(v)
i,i+1, ..., z

(v)
i,N ] is an N -dimensional vector, in

which the ith element is zero, and 1 ∈ R
N is a vector of all ones. Each ele-

ment z
(v)
ij , i �= j denotes the contribution of each x

(v)
j to reconstructing x

(v)
i .

After computing the weight vector z
(v)
i for each x

(v)
i , the sparse reconstructive

weight matrix Z(v) can be defined as:

Z(v) = [z(v)
1 ,z

(v)
2 , ...,z

(v)
N ]. (2)

Then the objective function of the SPP can be formulated as follows:

min
w (v)

N∑

i

||(w(v))T x
(v)
i − (w(v))T X(v)z

(v)
i ||2. (3)

where w(v) ∈ R
dv is the projection direction. With simple algebraic operations,

we can reformulate the Eq. (3) as:

min
w (v)

N∑

i

||(w(v))T x
(v)
i − (w(v))T X(v)z

(v)
i ||2

= (w(v))T X(v)(I − Z(v) − (Z(v))T + (Z(v))T Z(v))(X(v))T w(v).

(4)

For the compactness of the formulation, we transform the Eq. (5) as:

max
w (v)

(w(v))T X(v)P (v)(X(v))T w(v)

s.t. (w(v))T X(v)(X(v))T w(v) = 1,
(5)
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where P (v) = Z(v) + (Z(v))T − (Z(v))T Z(v), and the constraint (w(v))T X(v)

(X(v))T w(v) = 1 is to avoid degenerated solutions. The optimal projection
matrix for Eq. (5) W (v) = [w(v)

1 ,w
(v)
2 , ...,w

(v)
d ] consists of eigenvectors corre-

sponding to the largest d eigenvalues of a generalized eigenvalue problem of
Eq. (5).

2.2 Diversity-Induced Multi-view Subspace Clustering

Diversity-induced Multi-view Subspace Clustering (DiMSC) is a subspace clus-
tering method which extends the Smooth Representation (SMR) clustering into
the multi-view domain based on the complementary principle. The HSIC is uti-
lized as the diversity term to explore the complementarity of multi-view fea-
tures representations. The DiMSC encourages the new representations of dif-
ferent views to be of sufficient diversity, which can enforce the representations
of each view to be novel to each other. The objective function of DiMSC is
expressed as follows:

min
Z (1),Z (2),...,Z (m)

m∑

v=1

(||X(v) − X(v)Z(v)||2F + λ1Tr(Z(v)L(v)(Z(v))T ))

+
∑

v �=w

λ2HSIC(Z(v),Z(w)),
(6)

where L(v) is a graph Laplace matrix for vth view features. The details of con-
structing L(v) is illustrated in [12]. Tr(·) is trace operator. The λ1 and λ2 are
regularization parameters which control the trade-off between three terms of
Eq.(6). The alternating minimizing optimization is adopted to solve the objec-
tive function.

3 Multiview Sparsity Preserving Projection

In this section, we first construct the formulation of the Multiview Sparsity
Preserving Projection (MSPP) in Sect. 3.1, which can integrate the compatible
and complementary information from multi-view features to construct sparse
subspace for each view. In Sect. 3.2, we illustrate the optimization procedure of
MSPP, which is solved by an iterative alternating strategy.

3.1 The Construction of MSPP

MSPP aims to find one common low-dimensional subspace for each view features.
However, jointly analyzing the multiple features directly is challenging, because
the features from different views are located in different dimensional spaces.
Therefore, we utilize the kernel method to eliminate the problem. For the vth
view features, X(v) = [x(v)

1 ,x
(v)
2 , ...,x

(v)
N ], we define a nonlinear map φ which

maps x
(v)
i into the kernel space F as :

φ : Rdv → F, x
(v)
i → φ(x(v)

i ). (7)
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Then for the vth view features, SPP can be reformulated as:

max
ŵ (v)

(ŵ(v)
φ )T X

(v)
φ P (v)(X(v)

φ )T ŵ
(v)
φ

s.t. (ŵ(v)
φ )T X

(v)
φ (X(v)

φ )T ŵ
(v)
φ = 1,

(8)

where X
(v)
φ = [φ(x(v)

1 ), φ(x(v)
2 ), ..., φ(x(v)

N )] and P (v) = Z(v) + (Z(v))T −
(Z(v))T Z(v) which is same as original SPP. We can learn from the Kernel PCA
that ŵ

(v)
φ can be expressed as a linear combination of φ(x(v)

1 ), φ(x(v)
2 ), ..., φ(x(v)

N ):

ŵ
(v)
φ =

N∑

j=1

u
(v)
j φ(x(v)

j ) = X
(v)
φ w(v), (9)

where w(v) = [u(v)
1 , u

(v)
2 , ..., u

(v)
N ]T ∈ R

N . The we can reformulate Eq.(7) as
follows:

max
w (v)

(w(v))T (X(v)
φ )T X

(v)
φ P (v)(X(v)

φ )T X
(v)
φ w(v)

= (w(v))T K(v)P (v)(K(v))T w(v),

s.t. (w(v))T X(v)(X(v))T w(v) = 1.

(10)

Similar to SPP, in order to get the optimal low-dimensional subspace, we need
to seek the optimal coefficients matrix W (v) = [w(v)

1 ,w
(v)
2 , ...,w

(v)
d ] consisting of

eigenvectors corresponding to the largest d eigenvalues of a generalized eigenvalue
problem of Eq. (10). We formulate the objective function based on the coefficients
matrix for all views as:

max
W (1),W (2),...,W (m)

m∑

v=1

Tr((W (v))T K(v)P (v)K(v)W (v)),

s.t. (W (v))T K(v)K(v)W (v) = I v = 1, 2, ...m.

(11)

Benefitting from the kernel method, we can exploit the multi-view features
from various dimensional spaces directly, which makes MSPP easily to find the
optimal subspace for each views jointly. In order to utilize the compatible and
complementary information of multi-view features, we make a hypothesis that
low-dimensional representations of features from multiple views are similar across
all the views. Therefore, we enforce features from each view to be more depen-
dent and utilize the HSIC to measure the dependence between two views in our
method. We can maximize the HSIC of two view features to enhance the depen-
dence between them. Hence, we propose the following version of HSIC in our
algorithm as a measurement of dependence between two views:

HSIC(Y (v),Y (w)) = (N − 1)2Tr(KY (v)HKY (w)H), (12)

where Y (v) is the low-dimensional representation of X(v) and can be
expressed as:

Y (v) = (X(v)
φ W (v))T X

(v)
φ = (W (v))T K(v) ∈ R

d×N . (13)
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And H = (hij), hij = δij − 1
N . Maximizing Eq. (12) guarantees these features

to be dependent, which can share compatible and complementary information
to help MSPP to construct the subspace for multi-view features. For the kernel
KY (v) we choose the inner product function, i.e., KY (v) = (Y (v))T Y (v). Sub-
stituting this and the expression of Y (v) into Eq. (12), we can get the following
formulation:

HSIC(Y (v),Y (l)) = (N − 1)2Tr((W (v))T K(v)G(l)(K(v))T W (v)), (14)

where G(l) = H(K(l))T W (l)(W (l))T K(l)H.
The features from multiple views have different information to describe the

sample. In order to well exploit the compatible and complementary information
of different views, we impose on part optimization of different views indepen-
dently by a set of nonnegative weights α = [α1, α2, ..., αm]. Then we can get the
following maximization problem for MSPP:

max
W (1),W (2),...,W (m),α

m∑

v=1

αr
vTr((W (v))T K(v)P (v)K(v)W (v))

+
∑

v �=l

βHSIC(Y (v),Y (l)),

s.t. (W (v))T K(v)K(v)W (v) = I, v = 1, 2, ...m and
m∑

v=1

αv = 1,

(15)

where β > 0 is the regularization parameter that controls the trade-off between
two terms of Eq. (15). And we set r > 1 here to avoid that the optimal solution
of α is an one-hot vector [31]. The first term preserves the sparse reconstructive
weights in the low-dimensional space and the second term ensure the dependence
between any two views. We can obtain the low-dimensional subspace of vth view
features as: Y (v) = (X(v)

φ W (v))T X
(v)
φ = (W (v))T K(v) ∈ R

d×N .
We can find that the calculation of W (v) exploits all other W (l) and the

corresponding kernel (v �= l). Therefore, maximizing the Eq. (15) constructs the
subspace for each view features by integrating the compatible and complemen-
tary information from multi-view features and preserves the sparsity as much as
possible.

3.2 Optimization of MSPP

In this section, we propose the optimization procedure of MSPP in detail. To the
best of our knowledge, optimizing α and W (v) directly is a tough task. Therefore,
in this paper, we derive an alternating optimization strategy to obtain an local
optimal solution.

First, we fix W (v) for all views to update α. By using a Lagrange multiplier
λ to take the constraint

∑m
v=1 αv = 1 into consideration, we get the Lagrange

function as:

L(α, λ) =
m∑

v=1

αr
vTr((W (v))T K(v)P (v)K(v)W (v)) − λ(

m∑

i=1

αi − 1). (16)
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By setting the derivative of L with respect to αv and λ to 0, we can obtain:
⎧
⎪⎪⎪⎨

⎪⎪⎪⎩

∂L(α, λ)
∂αv

= rαr−1
v Tr((W (v))T K(v)P (v)K(v)W (v)) − λ = 0,

∂L(α, λ)
∂λ

=
m∑

i=1

αi − 1 = 0.
(17)

Therefore, αv can be obtained as:

αv =
(1/Tr((W (v))T K(v)P (v)K(v)W (v)))1/(r−1)

∑m
l=1(1/Tr((W (v))T K(v)P (v)K(v)W (v)))1/(r−1)

. (18)

Then, we fix α to update W (v) for all views. For vth view, we fix all W (l) but
W (v). Equation (15) can be transformed as the following equation:

max ω(W (v)) = αr
vTr{(W (v))T K(v)P (v)K(v)W (v)}

+
∑

v �=l

β(N − 1)2tr{(W (v))T K(v)G(l)(K(v))T W (v)}

= Tr{(W (v))T (αr
vK(v)P (v)K(v) +

∑

v �=l

(N − 1)2βK(v)G(l)(K(v)))W (v)},

s.t. (W (v))T K(v)K(v)W (v) = I.
(19)

Equation (19) is a generalized eigenvalue problem and the optimization of W (v)

can be solved by eigenvectors which corresponds to the smallest d eigenvalues.
Other W (l)s can also be solved by similar procedure for updating themselves.

4 Experiment

In this section, we conduct some experiments to evaluate the performance of
MSPP in comparison with some dimension reduction methods using 5 multi-
view datasets.

4.1 Datasets

In our experiments, 5 datasets are utilized, including 3Sources, Yale, ORL and
Caltech 101. The Yale, ORL and Caltech 101 are 3 benchmark image datasets.
WebKB and 3Sources are textual datasets.

3Sources has been collected from 3 famous new sources: Reuters, Guardian
and the BBC, and consists of 169 news in total. Each source is treated as on
view. WebKB contains 4 subsets of samples with 6 labels. ORL and Yale are
two face image datasets and some examples of them are shown in Figs. 3 and
4 respectively. We extract the local binary patterns (LBP), gray-scale intensity
and edge direction histogram (EDH) as 3 view features. Caltech 101 Fig. 2 is a
benchmark image dataset which contains 9144 images of 102 objects and features
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Table 1. The classification average accuracies on 3Sources dataset.

3Sources PCA LPP SPP SPP CON MCCA MvDA MvSPP MSPP

Dim = 30 63.23 56.21 51.23 50.19 64.18 76.72 80.10 83.08

Dim = 50 76.35 62.17 64.73 63.41 74.98 84.57 82.32 88.67

from 5 views are extracted using bag-of-words, locality-constrained linear coding
(LLC), local binary patterns,edge direction histogram and gist.

In our experiments, the MSPP is evaluated by comparing some traditional
dimension reduction methods and multi-viwe subspace learning methods, includ-
ing: 1. PCA, 2. LPP, 3. SPP, 4. SPP with features concatenation (SPP CON),
5. MCCA, 6. MvDA, 7. MvSPP.

4.2 Experiments on Datasets

This section conducts the experiments on 5 datasets to evalute the performance
of MSPP. All the methods are used to obtain an optimal subspace and 1NN
classifier is exploited to classify the testing samples. For traditional single view
dimension reduction methods, we choose the best performance from all the single
views. For our method, we utilize the Gaussian kernel with setting the width
parameter δ = 1.5. The parameter are set as λ = 0.5 and the r = 2.

Fig. 2. Some examples of Caltech 101.

For 3Sources dataset, we select 90 samples randomly as the training set. With
the given training set, the 30 and 50 dimensional subspaces are learned by all
methods respectively. Then, the test samples are transformed to the subspaces
by the learned projection matrixes. In this experiment, 30 training/test splits
are randomly generated and the average classification accuracies are shown in
Table 1.

For WebKB dataset, we select 100 samples randomly as the training set. With
the given training set, the 30 and 50 dimensional subspaces are learned by all
methods respectively. Then, the test samples are transformed to the subspaces
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Fig. 3. Some examples of ORL.

Fig. 4. Some examples of Yale.

Table 2. The classification average accuracies on WebKB dataset.

WebKB PCA LPP SPP SPP CON MCCA MvDA MvDA MSPP

Dim = 30 68.95 66.21 74.32 70.94 73.22 75.39 73.39 86.22

Dim = 50 77.95 77.35 78.11 72.49 77.14 79.33 83.39 89.28

by the learned projection matrixes. In this experiment, 30 training/test splits
are randomly generated and the average classification accuracies are shown in
Table 2.

For ORL dataset, we select 180 samples and 300 samples randomly as the
training set respectively. All dimension reduction methods are used to construct
the 30 and 50 dimensional subspaces for all view features based on the training
set. Then, the test samples are transformed to the subspaces by the learned
projection matrixes. In this experiment, 20 training/test splits are randomly
generated and the average classification accuracies are shown in Tables 3 and 4.

For Yale dataset, we select 75 samples and 105 samples randomly as the
training set respectively. All dimension reduction methods are used to construct
the 30 and 50 dimensional subspaces for all view features based on the training



306 H. Li et al.

Table 3. The classification average accuracies on image datasets.

Method ORL Yale Caltech 101

Dim = 30 Dim = 50 Dim = 30 Dim = 50 Dim = 30 Dim = 50

PCA 71.24 75.12 69.01 75.37 63.52 64.85

LPP 72.21 78.33 70.23 73.26 63.36 65.92

SPP 73.21 77.16 70.11 70.20 65.79 67.70

SPP CON 70.48 71.58 67.98 74.36 61.33 60.99

MCCA 73.49 78.47 71.07 77.32 64.75 69.35

MvDA 76.78 77.14 73.28 75.91 66.92 73.74

MvSPP 78.39 76.26 75.33 79.27 70.02 72.09

MSPP 78.97 81.64 79.46 83.81 69.78 75.07

Table 4. The classification average accuracies on image datasets.

Method ORL Yale Caltech 101

Dim = 30 Dim = 50 Dim = 30 Dim = 50 Dim = 30 Dim = 50

PCA 72.35 78.27 72.23 79.82 66.63 68.47

LPP 74.56 78.33 73.14 74.26 64.53 67.26

SPP 75.48 81.16 73.22 76.20 68.22 70.01

SPP CON 71.23 74.68 70.17 74.92 62.25 65.82

MCCA 74.85 79.25 74.60 78.21 66.23 67.18

MvDA 78.21 79.14 74.16 79.87 67.10 74.02

MvSPP 80.63 82.65 78.13 82.67 70.95 73.26

MSPP 83.16 85.92 81.58 84.22 74.29 78.31

set. Then, the test samples are transformed to the subspaces by the learned
projection matrixes. In this experiment, 20 training/test splits are randomly
generated and the average classification accuracies are shown in Tables 3 and 4.

For Caltech 101 dataset, we utilize 15 classes of Caltech 101 in our exper-
iments. Then we randomly select 50% and 60% of the images per class as the
training set respectively. With the given training set, the 30 and 50 dimen-
sional subspaces are learned by all methods respectively. Then, the test samples
are transformed to the subspaces by the learned projection matrixes. In this
experiment, 30 training/test splits are randomly generated and the average clas-
sification accuracies are shown in Tables 3 and 4.

We can see from the results that MSPP outperforms other dimension reduc-
tion methods in most situations. The comparison with single view SPP CON
verifies that MSPP can fully integrate complementary information from multi-
view feature. In addition, the comparison with MvSPP verifies that the auto-
weighted trick and the co-regularization can improve the performance of the
algorithm (Fig. 5).
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Fig. 5. Average accuracies with different dimensions in two image datasets.

5 Conclusion

In this paper, we propose a novel multi-view subspace learning method named
Multiview Sparsity Preserving Projection (MSPP). MSPP aims to find the opti-
mal subspace for each view, where the sparse reconstructive weights are preserved
as much as possible. Meanwhile, the compatible and complementary information
from multi-view features are utilized to construct the subspace by HSIC term.
A plenty of experiments verify that MSPP is an effective multi-view dimension
reduction method.
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Abstract. The L1-norm has been used as the distance metric in robust dis-
criminant analysis. However, it is not sufficiently robust and thus we propose the
use of cutting L1-norm. Since this norm is helpful for eliminating outliers in
learning models, the proposed non-peaked discriminant analysis is better able to
perform feature extraction tasks for image classification. We also show that
cutting L1-norm can be equivalently computed using the difference of two
special convex functions and present an efficient iterative algorithm for the
optimization of proposed objective. The theoretical insights and effectiveness of
the proposed algorithm are verified by experimental results on images from three
datasets.

Keywords: Discriminant analysis � Cutting L1-norm distance � Image
classification

1 Introduction

Data representation techniques are widely used in computer vision to discover the
intrinsic structure of high-dimensional visual data using subspace learning (SL) and
dimension reduction methods. Linear Discriminant Analysis (LDA) is one of the most
representative SL methods. Traditional LDA suffers from being sensitive to outliers
due to the use of squared L2-norm within- and between-class distances. To overcome
this problem, Lai et al. [1] proposed rotational invariant LDA (RILDA), which mea-
sures the distances using L2,1-norm. However, the iterative algorithm for the formu-
lation is not theoretically convergent. Motivated by the success of L1-norm related
Principal Component Analysis (PCA) algorithms, Wang et al. [2] extended LDA to L1-
norm LDA (LDA-L1) for robustness improvement, which replaces the squared L2-
norm with L1-norm. LDA-L1 is advantageous to RILDA in terms of performance [2,
3]. In [4], Zheng et al. proposed L1-LDA under the framework of Bayes error bound.
One disadvantage of L1-LDA is that a Bayes optimal solution is not guaranteed, its
discriminant power is thus limited for image analysis and classification [4]. Chen et al.
[5] and Ye et al. [6] optimized the LDA-L1 objective problem by employing a non-
greedy gradient ascending algorithm. Compared to PCA, LDA has a more complex
objective problem since it involves distance maximization and minimization terms.
This has resulted in many extensions, such as [2, 3, 7, 8]. Due to its ability to eliminate
outliers, L1-norm distance has been introduced for heteroscedastic discriminant
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analysis [4], k-plane clustering [6], distance metric learning [10], and discriminant local
preserving projection [11, 12].

Although L1-norm related LDA algorithms have been shown to be effective in SL
for image classification tasks, they are not sufficiently robust [13–15]. In this paper, we
propose a novel formulation for discriminant analysis called Non-peaked Discriminant
Analysis (NPLDA) with L1-norm as the distance metric. Since the cutting L1-norm
distance metric is helpful for eliminating outliers whose distances to the total mean
dominate the objective in the learning process, the proposed method is better able to
perform feature extraction tasks. However, our formulation is a maximization-
minimization problem and the cutting L1-norm distance measurement is not convex,
thus it is challenging to solve it. To address this problem, we show that the cutting L1-
norm distance can be equivalently computed using the difference of two special convex
functions. Based on this finding, we propose a novel optimization algorithm to effi-
ciently solve the proposed NPLDA problem. Also, we conducted rigorous theoretical
proofs on the convergence of the algorithm. The theoretical insights and effectiveness
of the proposed method are verified by image classification results on several real
datasets.

2 Motivation and Proposed Objective Function

Assume that X ¼ x1; x2; . . .; xn½ � 2 Rd�n is a training set with n data samples belonging
to c classes. Let xij and ni be the j-th sample and the number of the i-th class. Let sgnð�Þ
be a sign function with sgnð�Þ ¼ �1 if ð�Þ is a negative value and sgnð�Þ ¼ 1 otherwise.
Subspace learning maps each sample xi in input space to a lower r-dimensional vector
zi by zi ¼ WTxi, where W ¼ w1; . . .;wr½ � 2 Rd�r denotes the computed projection
matrix.

The core idea of LDA-L2 is to find the projection matrix W maximizing the
between-class scatter and simultaneously minimizing the within-class scatter by
optimizing

max
W

Pc
i¼1 nijjWTðmi �mÞjj22Pc

i¼1

Pni
j¼1 jjWTðxij �miÞjj22

; ð1Þ

where mi ¼ 1=ni
Pni

i¼1 xi denotes the average vector of the i-th class and m ¼
1=n

Pn
i¼1 xi denotes the total mean of training set. Problem (1) is a generalized

eigenvalue problem. Theoretically, solving (1) is equivalent to solving the following
problem

max
W

Pc
i¼1 nijjWTðmi �mÞjj22Pn
i¼1 jjWTðxi �mÞjj22

: ð2Þ
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When outliers are present, LDA-L2 usually achieves suboptimal projection vectors
that drift from the desired directions due to the squared L2-norm. To improve the
robustness, LDA-L1 [2, 4, 7, 8] replaces the squared L2-norm in (1) with L1-norm, i.e.,

max
W;WTW¼I

Pc
i¼1 nijjWTðmi �mÞjj1Pc

i¼1

Pni
j¼1 jjWTðxij �miÞjj1

; ð3Þ

where WTW ¼ I emphasizes the orthogonality relationships between the projection
vectors. The objective optimization in (3) is difficult, and this led to two common
practices to handle this problem. The first is converting it into a series of r = 1
problems by a greedy procedure where each step produces only a projection vector [2–
4, 12]. The second is applying a non-greedy algorithm [8].

Zheng et al. [9] derived the L1-norm discriminant criterion function by substituting
L1-norm distance metric into (2)

max
W;WTW¼I

Pc
i¼1 nijjWTðmi �mÞjj1Pn
i¼1 jjWTðxi �mÞjj1

: ð4Þ

However, the obtained solution by (4) cannot guarantee the maximization of (3)
that is formulated based on the true objective function of LDA-L2, due to the non-
equivalence between (3) and (4) [3]. Furthermore, the Bayes error upper bound of (4) is
looser than that of (3) [3].

From (3), for existing LDA-L1 methods, the distances between each data point and
its class mean need to be computed. The optimal projection should minimize these
distances, i.e., min

Pc
i¼1

Pni
j¼1 jjWTðxij �miÞjj1. Suppose that the first s points of the

training set which belong to the first class are outliers, we rewrite the problem as

min
W

Xc

i¼2

Xni

j¼1
jjWTðxij �miÞjj1

þ
Xs

j¼1
jjWTðx1j �m1Þjj1 þ

Xn1

j¼sþ 1
jjWTðx1j �m1Þjj1

ð5Þ

The outliers cause the projection direction to drift from the desired only when the
last term of (3) dominates the objective. Assume that Wo is an ideal projection matrix
that is not sensitive to the outliers. If we want to acquire such a projection, we must
guarantee that

Xs

j¼1
jjWT

o ðx1j �m1Þjj1
�

Xc

i¼2

Xni

j¼1
jjWT

o ðxij �miÞjj1 þ
Xn1

j¼sþ 1
jjWT

o ðx1j �m1Þjj1
ð6Þ

i.e., the distances between each of the outliers and its class mean, after the projection on
Wo, cannot dominate the objective. We note that these distances are usually larger than
those from each data point to its class mean. Thus, when the value of s is very small, (6)
can be easily satisfied. However, the inequality may be violated if s is larger. In this
case, despite the verified robustness in SL, LDA-L1 can only cope with small number
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of outliers. The same argument can be made on the maximization in (3), i.e.,
max

Pc
i¼1 nijjWTðmi �mÞjj1.

From the above analyses, we note that L1-norm may not help LDA-L1 to effec-
tively extract the features of data in the presence of outliers, which usually have larger
projected distances dominating the objective. To address this problem, we assign
smaller values to these distances, such that their effects in the model are reduced. Thus,
the use of cutting L1-norm as the distance metric. Specifically, in order to maximize the
between-class dispersion, we treat h if the distance from the projected mi to the pro-
jected total mean m is greater than h. This is implemented by

max
W;WTW¼I

Xc

i¼1
min(h; nijjWTðmi �mÞjj1Þ; ð7Þ

where h[ 0. Also, we minimize the within-class dispersion and simultaneously con-
strain it to be s if it is greater than s. This is achieved by

min
W;WTW¼I

Xc

i¼1

Xni

j¼1
min(s; jjWTðxij �miÞjj1Þ; ð8Þ

where s[ 0. This final objective function, after combining (7) and (8), is

max
W;WTW¼I

Pc
i¼1 min(h; nijjWTðmi �mÞjj1ÞPc

i¼1

Pni
j¼1 min(s; jjWTðxij �miÞjj1Þ

: ð9Þ

Using the greedy strategy [2, 4, 7], (9) is simplified into a series of r ¼ 1 problems.
Let pi ¼ niðmi �mÞ, f ij ¼ xij �mi, and r ¼ 1, (9) becomes

max
w

Pc
i¼1 min(h; jwTpijÞPc

i¼1

Pni
j¼1 min(s; jwT f ijjÞ

: ð10Þ

We plot the distance curve w.r.t. min(s; jwT f ijjÞ (see Fig. 1). When s ¼ inf , the
distance reverts to the L1-norm. In this case, after the projection onto w, the distances
from the outliers to the corresponding class mean usually locate the peak of the curve.
When s 6¼ inf , we obtain a non-peaked distance curve. The cutting norm distance treat
s if jwT f ijj is greater than s. This makes our objective more robust to outliers.

Fig. 1. The distance curve with respect to minðs; jwT f ijjÞ. The abscissa is the value of wT f ij.
Left:s ¼ inf . Right:s ¼ 2:
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Our formulation is novel as follows: (1) We propose a technique that treats pro-
jected distances of outliers as smaller values, enabling strong suppression of outliers;
(2) Although there are recent works on support vector machine and matrix recovery
[13, 14], which successfully employ a cutting L1-norm loss function but their ideas
have not been extended for SL for image classification, due to different goals and
formulations; (3) Cutting L1-norm distance increases the difficulty in optimizing (10),
e.g., there are the non-smoothness results from the definitions of both cutting norm and
L1-norm in the distance measurement of cutting L1-norm. Thus, we propose an
equivalent formulation to (10), and an effective iterative algorithm to solve this for-
mulation, proving the convergence of the algorithm; and (4) Our method is a general
supervised robust algorithm for SL.

3 Equivalent Formulation and Solution

3.1 An Equivalent Formulation

Solving (10) is difficult and thus we provide an equivalent formulation to (8) as
follows.

Theorem 1: Define

ri ¼ 1; i 2 ½1; . . .; c�;

ri ¼ �1; i 2 ½cþ 1; . . .; 2c�; and wTpi¼wTpi�c; i 2 ½c + 1; . . .; 2c�:

Our optimization problem (10) is equivalent to the following formulation

max
w

Pc
i¼1 jwTpij �

P2c
i¼1 max(0,riwTpi � hÞPc

i¼1

Pni
j¼1 min(s; jwT f ijjÞ

: ð11Þ

Proof: Noting that if the value of wTpi is greater or equal to zero, then

min(h; jwTpijÞ = min(h;wTpiÞ: ð12Þ

Otherwise,

min(h; jwTpijÞ = min(h;�wTpiÞ: ð13Þ

This can be implemented with the following formulation

min(h; jwTpijÞ
= min(h;max(0,wTpiÞÞ + min(h;max(0,� wTpiÞÞ;

ð14Þ
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leading to

Xc

i¼1
min(h; jwTpijÞ

=
Xc

i¼1
min(h;max(0,wTpiÞÞþ

Xc

i¼1
min(h;max(0,� wTpiÞÞ

ð15Þ

It is understandable that min(h;max(0,wTpiÞÞ can be rewritten as

min(h;max(0,wTpiÞÞ = max(0,wTpiÞ �max(0,wTpi � hÞÞ; ð16Þ

difference of two convex functions.
With the same argument, min(h;max(0,� wTpiÞÞ can be written as

min(h;max(0,� wTpiÞÞ
= max(0, � wTpiÞ �max(0, � wTpi � hÞ: ð17Þ

Thus, (15) can be rewritten as

Xc

i¼1
min(h; jwTpijÞ

¼
Xc

i¼1
max(0,wTpiÞ + max(0,� wTpiÞ

� ð
Xc

i¼1
max(0,wTpi � hÞ + max(0,� wTpi � hÞÞ

ð18Þ

Since

Xc

i¼1
max(0, wTpiÞ + max(0,� wTpiÞ¼

Xc

i¼1
jwTpij ð19Þ

and

Xc

i¼1
ðmax(0,wTpi � hÞÞ + max(0,� wTpi � hÞÞÞ

¼
X2c

i¼1
max(0, riwTpi � hÞ;

ð20Þ

we can rewrite (15) as

Xc

i¼1
min(h; jwTpijÞ ¼

Xc

i¼1
jwTpij �

X2c

i¼1
max(0, riwTpi � hÞ: ð21Þ

Replacing the numerator in (10) with (21), we obtain (11). Thus, Q.E.D.

3.2 Solution Algorithm

From the proof of Theorem 1, we note that the cutting L1-norm distance can be
decomposed into the difference of two convex functions, and an equivalence between
(10) and (11) exists. Suppose that
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kðtÞ ¼
Pc

i¼1 jwðtÞTpij �
P2c

i¼1 max(0, riwðtÞTpi � hÞPc
i¼1

Pni
j¼1 min(s; jwðtÞT f ijjÞ

ð22Þ

is the objective value of (11) after the t iteration, where wðtÞ is the optimal discriminant
vector solved at iteration t-th. We solve the following problem to obtain the solution of
the ðtþ 1Þ-th iteration

wðtþ 1Þ ¼ argmax
w

Xc

i¼1
jwTpij �

X2c

i¼1
max(0, riwTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
min(s; jwT f ijjÞ

ð23Þ

which is equivalent to

wðtþ 1Þ ¼ argmax
w;p

Xc

i¼1
jwTpij �

X2c

i¼1
pi � kðtÞ

Xc

i¼1

Xni

j¼1
min(s; jwT f ijjÞ;

s:t: hþ pi � riwTpi; pi � 0; i ¼ 1; . . .; 2c:
ð24Þ

The Lagrangian corresponding to the problem in (24) is provided by

Lðw; p; a; bÞ ¼
Xc

i¼1
jwTpij �

X2c

i¼1
pi � kðtÞ

Xc

i¼1

Xni

j¼1
min(s; jwT f ijjÞ

�
X2c

i¼1
aiðhþ pi � riwTpiÞ �

X2c

i¼1
bipi

ð25Þ

where ai � 0 and bi � 0 are the values of Lagrange multipliers. Setting the gradient of
(25) w.r.t. w as zero gives

w ¼ 1
2
ðkðtÞ

Xc

i¼1

Xni

j¼1
qif

i
jðf ijÞTÞ�1ð

Xc

i¼1
hipi þ

X2c

i¼1
airipiÞ; ð26Þ

where hi = sgn(wTpiÞ and

qi ¼ 1=ð2jwT f ijjÞ; if jwT f ijj\s;
0; otherwise:

�
ð27Þ

Clearly, if hi and qi are given, (26) is solution to the following problem:

wðtþ 1Þ ¼ arg max
w

Xc

i¼1
hiwTpi �

X2c

i¼1
max(0, riwTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qiw

T f ijðf ijÞTw
ð28Þ

which is a quadratic convex programming problem (QCPP) and whose solution is
obtained by the corresponding Wolf dual formulation. This can be implemented by an
iterative procedure as follows. For the updated w, we first compute hi and qi using the
currentw solved in last iteration.We complete the computation of (10) as in Algorithm 1.
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Note that qðtÞi may not be well defined if jwðtÞT f ijj tends to zero. We address this

problem by regularizing it as jwðtÞT f ijj þ e, where e is a small positive value. Also, at

iteration tþ 1, the objective value of (10) remains invariant when wðtþ 1Þ, h, and s are
scaled by the length of wðtþ 1Þ, due to the quotient form (i.e., only the direction of
wðtþ 1Þ is interesting). However, the normalization is helpful to guarantee orthogonal-
ization of the projection vectors in extracting multiple features [2]. The objective is
clearly a QCPP in step 3. The time complexity of solving the problem is at most Oðc3Þ.

3.3 Proof of Convergence

Now, we are ready to analyze the convergence of the proposed iterative algorithm. We
begin with the following Theorem 2.

Theorem 2: Let qðtÞi ¼ 1=ð2jwðtÞT f ijjÞ; if jwðtÞT f ijj\s;
0; otherwise:

�
For each pair ði; jÞ,

inequality

min(s; jwðtþ 1ÞT f ijjÞ�qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ

�min(s; jwðtÞT f ijjÞ�qðtÞi wðtÞT f ijðf ijÞTwðtÞ ð29Þ

holds.
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Proof: In the case of jwðtÞT f ijj � s, qðtÞi ¼ 0, then,

min(s; jwðtþ 1ÞT f ijjÞ�qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ ¼ min(s; jwðtþ 1ÞT f ijjÞ
� s ¼ min(s; jwðtÞT f ijjÞ�qðtÞi wðtÞT f ijðf ijÞTwðtÞ

ð30Þ

which indicates that (29) holds. We now consider the case of jwðtÞT f ijj\s.

For any wðtþ 1Þ, the following inequality always holds:

ðjwðtþ 1ÞT f ijj � jwðtÞT f ijjÞ2 � 0

) jwðtþ 1ÞT f ijj2 þ jwðtÞT f ijj2 � 2jwðtÞT f ijjjðf ijÞTwðtÞj � 0

) wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ

2jðf ijÞTwðtÞj þ 1
2
jwðtÞT f ijj � jwðtþ 1ÞT f ijj � 0

) jwðtþ 1ÞT f ijj � qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ � 1=2jwðtÞT f ijj:

ð31Þ

Suppose that jwðtþ 1ÞT f ijj � s, it is true that min(s; jwðtþ 1ÞT f ijjÞ¼s, the following always
holds:

min(s; jwðtþ 1ÞT f ijjÞ � qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ � 1=2jwðtÞT f ijj: ð32Þ

When jwðtþ 1ÞT f ijj\s, we have min(s; jwðtþ 1ÞT f ijjÞ¼jwðtþ 1ÞT f ijj: In this case, (32) holds.

We note that when qðtÞi ¼ 1=ð2jwðtÞT f ijjÞ and jwðtÞT f ijj\s,

min(s; jwðtÞT f ijjÞ�qðtÞi wðtÞT f ijðf ijÞTwðtÞ¼ 1=2jwðtÞT f ijj: ð33Þ

Thus, we have

min(s; jwðtþ 1ÞT f ijjÞ � qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ

�min(s; jwðtÞT f ijjÞ � qðtÞi wðtÞT f ijðf ijÞTwðtÞ

which is (29). Thus, Q.E.D.

Theorem 3: Algorithm 1 monotonically increases the objective of (10) in each
iteration.
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Proof: According to step 3 of Algorithm 1, for each iteration we have

Xc

i¼1
hðtÞi wðtþ 1ÞTpi �

X2c

i¼1
max(0,riwðtþ 1ÞTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ

�
Xc

i¼1
hðtÞi wðtÞTpi �

X2c

i¼1
max(0,riwðtÞTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtÞT f ijðf ijÞTwðtÞ:

ð34Þ

With the definition of hðtÞi , (30) can be expressed by the following equivalent
formulation

Xc

i¼1
sgn(wðtÞTpiÞwðtþ 1ÞTpi �

X2c

i¼1
max(0,riwðtþ 1ÞTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ

�
Xc

i¼1
wðtÞTpi
��� ����X2c

i¼1
max(0,riwðtÞTpi � hÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtÞT f ijðf ijÞTwðtÞ

ð35Þ

According to Theorem 1, for each pair ði; jÞ, (29) holds. Thus,

kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtþ 1ÞT f ijðf ijÞTwðtþ 1Þ �min(s; jwðtþ 1ÞT f ijjÞ

� kðtÞ
Xc

i¼1

Xni

j¼1
qðtÞi wðtÞT f ijðf ijÞTwðtÞ �min(s; jwðtÞT f ijjÞ:

ð36Þ

Since for each i,

jwðtþ 1ÞTpij ¼ sgn(wðtþ 1ÞTpiÞwðtþ 1ÞTpi � sgn(wðtÞTpiÞwðtþ 1ÞTpi,

then jwðtþ 1ÞTpij � sgn(wðtÞTpiÞwðtþ 1ÞTpi � 0. Since jwðtÞTpij � sgn(wðtÞTpiÞwðtÞTpi ¼ 0,
one gets

jwðtþ 1ÞTpij � sgn(wðtÞTpiÞwðtþ 1ÞTpi

� jwðtÞTpij � sgn(wðtÞTpiÞwðtÞTpi
ð37Þ

For each i, (37) holds, thus,

Pc
i¼1 jwðtþ 1ÞTpij � sgnðwðtÞTpiÞwðtþ 1ÞTpi

� Pc
i¼1 jwðtÞTpij � sgn(wðtÞTpiÞwðtÞTpi

ð38Þ
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Summing over (29), (34) and (36) on two sides, we obtain

Pc
i¼1 wðtþ 1ÞTpi

��� ����P2c
i¼1 max(0,riwðtþ 1ÞTpi � hÞ

�kðtÞ
Pc

i¼1

Pni
j¼1 min(s; jwðtþ 1ÞT f ijjÞ

� Pc
i¼1 wðtÞTpi

��� ����P2c
i¼1 max(0,riwðtÞTpi � hÞ

�kðtÞ
Pc

i¼1

Pni
j¼1 min(s; jwðtÞT f ijjÞ

ð39Þ

Since kðtÞ ¼
Pc

i¼1
jwðtÞT pij�

P2c

i¼1
max(0,riwðtÞT pi�hÞPc

i¼1

Pni
j¼1
min(s;jwðtÞT f ijjÞ

, then

Pc
i¼1 wðtþ 1ÞTpi

��� ����P2c
i¼1 max(0,riwðtþ 1ÞTpi � hÞ

�kðtÞ
Pc

i¼1

Pni
j¼1 min(s; wðtþ 1ÞT f ij

��� ���Þ� 0;

resulting in

Pc
i¼1 jwðtþ 1ÞTpij �

P2c
i¼1 max(0,riwðtþ 1ÞTpi � hÞPc

i¼1

Pni
j¼1 min(s; jwðtþ 1ÞT f ijjÞ

¼
Pc

i¼1 min(h; nijwðtþ 1ÞTpijÞPc
i¼1

Pni
j¼1 min(s; jwðtþ 1ÞT f ijjÞ

�
Pc

i¼1 jwðtÞTpij �
P2c

i¼1 max(0,riwðtÞTpi � hÞPc
i¼1

Pni
j¼1 min(s; jwðtÞT f ijjÞ

¼
Pc

i¼1 min(h; nijwðtÞTpijÞPc
i¼1

Pni
j¼1 min(s; jwðtÞT f ijjÞ

ð40Þ

indicating the objective value of (10) monotonically increases in each iteration. Thus,
Q.E.D.

The proof of the existence of the upper bound of the objective function is as
follows.

Theorem 4: The objective of (8) has an upper bound.

Proof: Clearly,
Pc

i¼1 min(h; nijwTpijÞ � ch. It is easy to check thatPc
i¼1

Pni
j¼1 min(s; jwT f ijjÞ can be written as

Xc

i¼1

Xni

j¼1
min(s; jwT f ijjÞ ¼

Xc

i¼1

Xqi

j¼1
sþ

Xc

i¼1

Xni

j¼qi þ 1
jwT f ijj;

in which we suppose that for any class i, there are qi points which satisfy jwT f ijj[ s.

Let kij be the largest eigenvalue of ðf ijÞT f ij and kmin be the smallest value of all kij. For

any pair ði; jÞ, we have jwT f ijj ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðwT f ijÞ2

q
�

ffiffiffiffi
kij

q
� ffiffiffiffiffiffiffiffi

kmin
p

. Thus,

320 X. Fan and Q. Ye



Pc
i¼1

Pni
j¼qi þ 1 jwT f ijj �

ffiffiffiffiffiffiffiffi
kmin

p
. Finally, we have

Pc
i¼1

Pni
j¼1 min(s; jwT f ijjÞ �

ffiffiffiffiffiffiffiffi
kmin

p
.

Therefore, the objective of (10) is bounded by ch=
ffiffiffiffiffiffiffiffi
kmin

p
.

It follows from Theorems 3 and 4 that the iterative Algorithm 1 is convergent.

4 Experimental Results

To evaluate the discriminant power of our NPDA and verify the theoretical arguments
made, we conducted image classification experiments on the ALOI [16], YALEB [17],
and UCI [18] datasets. Each dataset is divided into training and testing sets. The
proposed NPDA is compared with the following: LDA, OLDA, FDA-L1 [2], LDA-L1
[7], NLDA-L1 [8], L1-LDA [4], and RILDA [1]. LDA is the conventional discriminant
analysis technique which takes squared L2-norm as the distance metric. The others use
L1- or L2,1-norm distance metrics. The projection for each of the methods is learned on
the training set, and used to evaluate on the testing set. Finally, nearest neighbour
classifier is employed for image classification tasks. Six of the methods, i.e., FDA-L1,
LDA-L1, NLDA-L1, L1-LDA, RILDA, and our NPDA, applied an iterative procedure
for optimizing their objective. We set the maximum iterative number and the stopping
criterion as 30 and the difference between the objective values of two successive
iterations as less than 0.001. For their initializations, the solution of LDA is set as the
initial discriminant vector, which has been widely used in more recent works and which
makes the most of connections between these methods. For face recognition, LDA is
well-known as Fisherfaces. The learning rates of LDA-L1 and NLDA-L1 are searched
from the range f0:2pjp¼ 1;. . .; 10g. For our NPDA, there are two cutting parameters: h
and s. Specifying their values are difficult. In the experiments, we empirically set the
cutting parameters such that 5% of the training data with largest distances (i.e., the
cutting rate) are seen as outliers which will be eliminated.

For ALOI dataset, we select the first K = (5, 7, 9, 11) images per category for training
and the remaining images for testing. The differentmethods are applied on the original and
contaminated data to test their robustness against outliers or noisy data, and in the presence
of a variation in illumination. The contaminated data is formed by inserting occlusionwith
black or white rectangle noise into a part of the training images at a random location with
size of at least 20 � 20. A contamination level of 40% is used. The dimensions vary from
5 to 100 in step of 5. The lowest error rates of each method at the top dimension and the
average error rates for various dimensions are reported in Table 1 and Fig. 2. From the
table, we first see that NPDA performs best, i.e., NPDA effectively learns more robust
discriminant vectors from images. NPDA is at least 40% lower error than the next best
method when K = 7, 9, and 11. Also, although the introduction of contaminations in the
images results in worse performances for each method, the contamination has very little
effect on the performance of NPDA andNPDA still has lowest error rates and. In addition,
the average error rates of NPDAwith various number of extracted features are lower than
those obtained by other methods. Specifically, in noisy scenarios, NPDA has at least 50%
higher recognition rate than the best one of all the other methods in most cases. From the
Fig. 2, we can see the top recognition rate of NPDA can be achieved at low dimension,
showing the insensitiveness to the number of extracted features, which is not arisen in the
other seven methods.
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To further test the robustness of our method, we select K = 7 and 11 and consider
different contamination levels from 0 to 50%. The lowest error and average error rates
with various number of extracted features versus different contamination levels are
illustrated in Fig. 3. From the figure, it is not difficult to find that some unarguable
points consistent to those drawn from previous experiments. NDPA still outperforms
the other methods. Also, for OLDA, FDA-L1, LDA-L1, NLDA-L1, and L1-LDA, the
increase of contamination level greatly reduces the recognition rates, which, however,
does not influence the results of NPDA too much. This again indicates the performance
superiority of NPDA.

Table 1. Lowest error rate/average error rates of each method with various number of extracted
features on ALOI. Key: Orig - Original data; Cont – Contaminated data.

Method LDA OLDA FDA-L1 LDA-L1 NLDA-L1 L1-LDA RILDA NPDA

K = 5 Orig. 25.42/29.68 17.72/21.96 16.11/20.88 18.29/23.55 16.94/21.03 20.47/23.76 22.01/28.00 14.31/18.59

Cont. 34.22/42.98 21.76/33.72 20.86/31.68 30.76/40.99 20.87/31.69 27.34/35.71 27.27/37.22 19.12/26.99

K = 7 Orig. 22.46/26.79 14.28/19.84 12.84/18.58 15.00/20.46 12.84/18.61 16.21/20.56 16.14/23.64 7.31/12.43

Cont. 33.86/41.99 21.79/34.79 18.72/31.64 27.76/38.31 18.29/31.64 26.68/37.94 27.77/43.80 10.61/18.06

K = 9 Orig. 21.22/26.76 11.79/17.75 11.14/16.51 14.47/19.96 11.12/16.50 14.39/19.91 15.21/24.71 7.31/12.44

Cont. 40.00/50.53 24.17/40.86 20.49/37.01 31.14/43.62 20.49/37.03 33.01/43.58 38.69/52.60 8.37/17.26

K = 11 Orig. 7.32/11.77 1.32/5.79 1.21/4.93 2.91/7.51 1.22/4.94 2.81/7.53 2.81/8.35 0.47/3.40

Cont. 26.18/40.55 13.51/30.91 12.75/27.63 20.91/34.11 12.86/27.61 20.91/34.15 22.90/42.88 2.35/8.25

Fig. 2. Error rates of each method versus the variations of dimensions on the original and
contaminated ALOI. (a) Original data in which K = 5, (b) original data in which K = 9,
(c) contaminated data in which K = 5, and (d) contaminated data in which K = 9.

Fig. 3. Lowest error (a) and average error rates with various number of extracted features
(b) versus different contamination levels on ALOI when K = 7. Lowest error (c) and average
error rates of each method with various number of extracted features (d) versus different
contamination level on ALOI when K = 11.
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Table 2, the results on the extended YALEB dataset, shows that the average error
rates of NPDA with various number of extracted features are the lowest, indicating it is
least insensitive to dimensions as compared to other methods.

For each dataset of UCI, half of the samples were randomly taken for training, and
the remaining samples for testing. We run the experiment ten times and obtained
different training and testing sets for a fair evaluation of each method. The optimal
dimension is searched twice as many as the number of classes. The average lowest
error rates of other methods and NPDA across the ten tests are reported in Table 3. The
results are consistent with those in the previous experiments. NPDA performs better
than the others in most cases. Specially, on several higher-dimensional datasets, such as
ARRHYTHMIA, ISOLET1, COIL20, and ULTRFD, the performance advantage of
NPDA is more obvious.

5 Conclusion

This paper proposed NPDA, a novel robust SL technique. Instead of taking L1-norm as
the distance metric, which is not sufficiently robust, NPDA uses cutting L1-norm as the
distance metric. Such norm has the property of cutting some points with large distances
in projection subspace, thus NPDA better eliminates numerous outliers in learning the
model. The proposed method outperforms state-of-the-art methods in image
classification.

Table 2. Average error rates for various number of extracted features on extended YALEB

Method LDA OLDA FDA-L1 LDA-L1 NLDA-L1 L1-LDA RILDA NPDA

K = 13 34.62 ± 2.78 33.24 ± 2.65 24.35 ± 1.86 26.08 ± 2.15 24.39 ± 1.88 26.07 ± 2.08 26.01 ± 2.01 22.16 ± 1.57

K = 16 33.05 ± 2.37 31.91 ± 2.47 22.57 ± 1.81 24.04 ± 1.88 22.60 ± 1.82 24.01 ± 1.88 24.60 ± 1.92 19.42 ± 1.45

K = 19 32.83 ± 1.45 31.37 ± 2.16 21.53 ± 1.47 23.05 ± 1.62 21.55 ± 0.47 22.99 ± 1.63 23.32 ± 1.81 17.49 ± 0.99

Table 3. Lowest error rates of various methods on UCI datasets.

Method LDA OLDA FDA-L1 LDA-L1 NLDA-L1 L1-LDA RILDA NPDA

ARRHYTHMIA 48.27 ± 5.59 50.74 ± 4.61 44.02 ± 2.72 49.71 ± 3.59 44.67 ± 4.65 43.92 ± 4.68 48.31 ± 1.96 31.63 ± 2.62

ISOLET1 27.58 ± 4.22 19.19 ± 1.44 13.19 ± 1.19 15.55 ± 1.75 13.78 ± 1.21 18.71 ± 1.11 20.24 ± 2.86 9.55 ± 0.99

SOYBEAN 12.59 ± 2.72 10.00 ± 1.86 9.22 ± 1.46 10.07 ± 1.99 9.67 ± 2.32 13.31 ± 1.19 11.68 ± 1.75 8.83 ± 2.12

BREASTCC 37.07 ± 4.96 37.07 ± 4.96 32.75 ± 10.69 34.65 ± 5.03 36.20 ± 9.92 34.82 ± 5.91 33.11 ± 5.37 32.58 ± 3.39

PIMAID 38.88 ± 7.56 30.73 ± 1.78 30.10 ± 1.91 30.88 ± 1.85 30.72 ± 1.78 30.32 ± 1.92 31.69 ± 2.42 29.92 ± 1.96

TEACHINGA 46.05 ± 1.64 45.52 ± 5.75 45.78 ± 4.71 43.15 ± 4.22 47.63 ± 4.02 44.73 ± 4.61 46.18 ± 3.79 43.42 ± 6.06

BUPALD 41.62 ± 4.61 41.62 ± 4.61 38.84 ± 3.23 40.05 ± 3.91 39.53 ± 3.63 40.92 ± 3.08 39.77 ± 3.72 38.21 ± 3.88

SPORTAOA 47.28 ± 14.04 24.86 ± 1.29 24.12 ± 2.27 23.21 ± 1.14 24.86 ± 1.29 24.08 ± 1.71 22.10 ± 2.59 23.80 ± 2.77

ULTRFD 32.07 ± 5.58 27.28 ± 10.25 23.69 ± 8.87 23.37 ± 7.97 20.54 ± 6.21 18.26 ± 5.01 18.04 ± 4.29 15.00 ± 4.41

VOWEL 6.47 ± 1.51 5.00 ± 2.13 5.00 ± 1.71 17.65 ± 3.95 5.00 ± 1.71 5.45 ± 1.07 5.64 ± 1.97 5.00 ± 1.71

IONOSPHERE 19.15 ± 3.12 19.15 ± 3.12 13.07 ± 2.87 11.81 ± 1.94 11.31 ± 1.35 14.72 ± 2.34 13.19 ± 2.31 10.85 ± 1.92

BCANCER 4.56 ± 0.84 4.56 ± 0.84 3.62 ± 0.69 4.23 ± 1.04 3.65 ± 1.11 4.59 ± 0.74 4.21 ± 0.93 3.56 ± 1.11

DERMATOLOGY 4.23 ± 0.95 4.02 ± 1.15 5.32 ± 3.56 5.27 ± 1.83 3.37 ± 1.09 5.05 ± 1.61 4.02 ± 1.47 3.21 ± 0.96

BALANCES 12.23 ± 1.13 12.17 ± 1.12 12.91 ± 2.21 12.97 ± 2.88 12.58 ± 1.44 11.31 ± 2.73 12.84 ± 1.84 12.17 ± 2.79

COIL20 9.17 ± 1.02 5.50 ± 1.05 3.34 ± 1.12 7.37 ± 1.11 4.98 ± 1.19 8.17 ± 1.95 18.12 ± 2.42 2.61 ± 0.79
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Abstract. Prostate cancer is the second most common cancer occurring in men
worldwide, about 1 in 41 men will die because of prostate cancer. Death rates of
prostate cancer increases with age. Even though, it being a serious condition
only about 1 man in 9 will be diagnosed with prostate cancer during his lifetime.
Accurate and early diagnosis can help clinician to treat the cancer better and
save lives. This paper proposes two phases feature selection method to enhance
prostate cancer early diagnosis based on artificial neural network. In the first
phase, Best First Search method is used to extract the relevant features from
original dataset. In the second phase, Taguchi method is used to select the most
important feature from the already extracted features from Best First Search
method. A public available prostate cancer benchmark dataset is used for
experiment, which contains two classes of data normal and abnormal. The
proposed method outperforms other existing methods on prostate cancer
benchmark dataset with classification accuracy of 98.6%. The proposed
approach can help clinicians to reach at more accurate and early diagnosis of
different stages of prostate cancer and so that they make most suitable treatment
decision to save lives of patients and prevent death due to prostate cancer.

Keywords: Prostate cancer � Artificial neural network � Feature selection �
Best First Search method � Taguchi method

1 Introduction

Prostate cancer is the second most common cancer occurring in men worldwide [1],
about 1 in 41 men will die of prostate cancer. Death rates of prostate cancer increases
with age, and almost 55% of all deaths occur after 65 years of age. Even though, it
being a serious condition only about 1 in 9 men will be diagnosed with prostate cancer
during his lifetime [2]. Clinicians treating prostate cancer face challenges in terms of
early and accurate diagnosis of different stages of prostate cancer. An accurate and
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early diagnosis can help in deciding better treatment plan which can be more effective
and increase the survival rate in patients suffering from prostate cancer.

Recently, Artificial Intelligence (AI) research has gained increased attention for
early cancer diagnosis modelling including prostate cancer. AI encompasses intellec-
tual mechanisms which reflect or mimic human ability to solve problems [3–5]. These
intellectual mechanisms comprise of artificial neural network (ANN) and they offer
several benefits such as learning capability, handling large amounts of data that are
irrelevant from active and nonlinear methods, where nonlinearities and variable
interactions have major importance. ANN is a powerful technique with capability of
solving various real world problems in real time. Feature selection (FS) method is used
to reduce dimensionality and redundancy of data. The applications of FS methods have
become vital in AI, machine learning (ML) and data mining algorithms in order to be
effective for classification of real-world problems [6]. FS selection method is mainly
used to provide accurate classifier models for classification task.

Several studies have been carried out in past to enhance prostate cancer classifi-
cation task. Aziz et al. [7] used fuzzy based feature selection method for machine
learning classification of microarray data including prostate cancer dataset. This
method used fuzzy backward feature elimination (FBFE) technique to improve Support
Vector Machine (SVM) and Naïve Bayes (NB) classifier performance. This method
selected 50 features from prostate cancer dataset and achieved the classification
accuracy of 88.57%, 84.27% for SVM and NB classifier, respectively. Elyasigomari
et al. [8] had developed a hybrid optimization algorithm to select gene for cancer
classification, which used Cuckoo Optimization Algorithm (COA) and genetic algo-
rithm (GA) for selecting valuable gene from microarray dataset including prostate
cancer dataset. By using COA-GA method with SVM and Multilayer Perceptron
(MLP) classifier, they achieved 96.6% and 94.2% of classification accuracy, respec-
tively. Chen et al. [9] proposed Kernel-based culturing gene selection (KBCGS)
method for selecting gene using different gene expression data including prostate
cancer dataset. This method selected 10 gene by using proposed method and achieved
94.71% of classification accuracy. Nguyen et al. [10] proposed hidden Markov models
(HMMs) for cancer classification, which achieved 92.01% lowest and 94.60% highest
classification accuracy from prostate cancer dataset.

Gao et al. [11] used hybrid method based on information gain (IG) and SVM for
feature selection in cancer classification. This method used IG for initial feature
selection from prostate cancer dataset then SVM was used for final selection of fea-
tures. For classification this method used 10-fold cross validation of LIBSVM classi-
fier. Finally, 3 features are selected from prostate cancer and achieved 96.08%
classification accuracy from IG-SVM. Dashtban et al. [12] used a novel evolutionary
method based on genetic algorithm and artificial intelligence for selection of valuable
features for cancer classification. This method used two filtering techniques namely,
Fisher and Laplacian Score for feature selection. From Fisher Score technique, 5
valuable features are selected and achieved 92.6% of classification accuracy using K-
nearest-neighbors (KNN) classifier. Ludwig et al. [13] used fuzzy decision tree
(FDT) algorithm for classification of cancer data, which compared FDT result with the
different classifier using prostate cancer dataset. They achieved 88.36% and 95.59% of
classification accuracy for FDT and BN, respectively. Dashtban et al. [14] proposed a
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novel bio-inspired multi-objective approach for gene selection in microarray data
classification including prostate cancer, which achieved 97.1% of classification accu-
racy by using Naïve Bayes (NB) classifier with 6 valuable selected features.

The above studies indicate that the classification accuracy of prostate cancer can be
significantly improved by combination of different feature selection method. Therefore,
this paper proposes two phases feature selection mechanism with two different feature
selection method to enhance the prostate cancer classification accuracy. In the first
phase, Best First Search method is used for feature extraction form the original dataset
and then in the second phase Taguchi method is used to select the best valuable features
extracted by Best First Search method. In summary, the contributions of this paper are
as follows:

• Feature extraction is done by using Best First Search which has reduced the data in
dimensionality and in specificity.

• Feature selection is done by using Taguchi method to select more valuable features.
So, the results obtained have enhanced prostate cancer classification accuracy.

• Results obtained from this paper have been compared with the conventional studies
to evaluate and compare the improved performance of the proposed method.

2 Research Materials and Methods

2.1 Prostate Cancer Data

This paper used a public available prostate cancer benchmark dataset [15], which
includes 102 samples, containing 10509 features. The dataset contains two classes
namely normal and abnormal. The collected prostate cancer dataset is pre-processed for
making it usable for the proposed system. Best First Search method is used for
extracting the irrelevant features and Taguchi Method is used to select the more
valuable features.

2.2 Feature Selection

Feature selection is a process to reduce the number of attributes; it also involves the
selection of subset of original features. The main goal of feature selection is to reduce
the dimensionality of data and to provide better classifier model to improve classifi-
cation accuracy. This paper uses Best First Search and Taguchi method for feature
selection. Best First Search refers to the method of exploring the node with the best
score and Taguchi method uses to analyze feature signal to noise ratio. This paper
combined these two methods to select most valuable features which reduce the
dimensionality of data and give accurate classifier model to achieve good classification
accuracy. This section is illustrated in the feature selection model below, as shown in
Fig. 1.

In the first step, Best First Search methods is used to extract the feature sets, which
are generated using Weka by information gain. Through Weka, information gain cal-
culates values of each feature and checks the rank. In accordance with the rank the
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higher rank features are sorted. A total 114 features are extracted from 10509 original
features of prostate cancer dataset. In the second step, Taguchi method is used to find
high optimal feature set from the remaining extracted set of features by Best First
Search method. Taguchi method is a robust experimental design which can be analyzed
and improved by altering relative design factors. Taguchi method also named as sta-
tistical method, which has two mechanisms; orthogonal array and signal-to-noise ratio
(SNR), for improvement and analysis. The details discussion about Taguchi methods
can be found in [16]. After feature extraction, this paper followed Taguchi method, as
mentioned earlier, it’s an orthogonal array mechanism to select the features. The
prostate cancer dataset has 114 features after extraction of features. Later, after applying
final evaluation by Taguchi method, 87 most valuable features are selected for prostate
cancer classification.

Fig. 1. Feature selection model
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2.3 Prostate Cancer Classification

After the completion of feature selection, the selected feature passed through to the
artificial neural network for the classification task. This paper used 15-neuron artificial
neural network for prostate cancer classification. Figure 2 shows the architecture of 15-
Neuron artificial neural network classifier.

The proposed artificial neural network is implemented in MATLAB using the
Neural Network Pattern Identification Tool. The standard network used for pattern
recognition is a two-layer feed-forward neural network, in which a hidden layer con-
tains the sigmoid and softmax transfer function in the output layer. For the proposed
system, 15 hidden neurons are selected in the hidden layer; this is deemed acceptable.
The output neurons are set to 2 as the same number of elements in the target vector.
The proposed system uses prostate cancer dataset with total 102 samples and 87
valuable selected features, which is categorized as normal and abnormal samples. From
the samples first two groups are randomly divided: 71 (70%) samples for training and
31 (30%) samples for testing. Further, 71 samples, are randomly divided into three
groups: 49 (70%) samples for training and two other groups with 11 (15%) samples
each for testing and validation. The performance of ANNs is evaluated on training,
testing and validation dataset.

Fig. 2. The proposed 15-Neuron artificial neural network classifier
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3 Result and Performance Comparisons

The experiment setup of the proposed method includes Core® i5-6400 Intel® CPU
with 2.10 GHz processor; 8.00 GB memory; 64-bit Windows® 7 operating system and
MATLAB (R2018b) environment. The performance of the proposed method is eval-
uated on prostate cancer benchmark dataset. The proposed method runs 30 times and
achieved the average classification accuracy of 98.6% for both training and testing
stage. The training performance of the proposed method is shown in Fig. 3. The
proposed method, plot performance at the start of the training stage best validation
performance achieved 0.1196 at epoch 8. At that point, the neural network halted the
training for the improvement of generalization. Figure 4 shows the network training
state performance plot. At the epoch 14 iteration, gradient is 0.003397. At that point the
neural network halts the training for the improvement of generalization.

Figure 5 shows the error histogram performance. The error histogram plot repre-
sents the training, validation, and testing performance error which overlapped at the
zero-error line. From the graphical illustration of the error histogram, it is found that the
error for the proposed model is almost zero. Figure 6 shows the training confusion
matrix performance. On the confusion matrix plot shown in Fig. 6, the rows of the
predicted class (output class) and the columns reveal the true class (target class). The

Fig. 3. The training, testing and validation cross entropy on different epochs
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diagonal green cells represent the trained network correct classified percentages. The
red diagonal cells represent the percentage of incorrectly classified samples. The col-
umn on the right side of the plot is an indicator of the accuracy for each predicted class
while the row at the bottom of the plot is a representation of the accuracy for each true
class. The blue cell of the plot represents the total accuracy. This confusion matrix plot
shows that the overall classification accuracy with feature selection attaining 98.6%
correct classification performance. The network gave the best classification perfor-
mance for the proposed system at the training stage.

The neural network training performances with receiver operating characteristic
(ROC) curves are shown in Fig. 7. The ROC curve is a graph illustrating the perfor-
mance of the binary classification system with varying discrimination threshold. The
curve was formed by plotting the true positive rate (TPR) against the false positive rate
(FPR). From this ROC curve, the neural network increasing the performance
responding to the number of iterations. The perfect classification result shown at the 14
iterations revealed that every class achieved the optimal classification accuracy. Iter-
ation 14 is the optimal iterations for the proposed system where the neural network has
given the maximum performance.

After completing the training session, this paper tested the network for accurate
classification accuracy by using 30% test dataset for prostate cancer with feature
selection. Figure 8 shows the test accuracy called classification accuracy. From the
proposed system, the simulation result with test dataset of prostate cancer with feature
selection shows that normal and abnormal are correctly classified and have achieved
the highest accuracy value which is 100%, where the average value is 98.6%. Figure 9
shows the ROC curve using test dataset for Prostate cancer classification. The ROC

Fig. 4. The training state of the proposed method.
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curve shows the normal and abnormal classification reached the highest area under
ROC curve (AUC). In addition, it indicates the highest faultless result for the test
dataset of Prostate cancer.

Fig. 6. Confusion matrix for training data of the proposed method (Color figure online)

Fig. 5. The training error of the proposed method
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Fig. 7. ROC curve for training data of the proposed method

Fig. 8. Confusion matrix for test data of the proposed method
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A comparison between the proposed method and other existing methods is carried
out based on the prostate cancer dataset as shown in Table 1. This comparison result is
based on the classification accuracy. Table 1 indicates that the proposed method out-
performs the other existing method on given prostate cancer dataset. From Table 1, it
can be observed that Chen et al. [9] achieves 94.71% of classification accuracy by
using KBCGS method. Dashtban et al. [14] achieves 97.1% of classification accuracy
by using NB method. Elyasigomari et al. [8] achieves 96.6% of classification accuracy
by using COA-GA method. Gao et al. [11] achieves 96.1% of classification accuracy
by using IG-SVM method. Ludwig et al. [13] achieves 95.6% of classification accuracy
by using BN method. The proposed method achieves 98.6% of classification accuracy,
which is superior that compared to other methods.

Fig. 9. ROC curve for test data of the proposed method

Table 1. The comparison of the proposed method with other methods

Method Accuracy (%)

NB [14] 97.1
BN [13] 95.6
IG-SVM [11] 96.1
KBCGS [9] 94.71
COA-GA [8] 96.6
The proposed method 98.6
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4 Conclusion

This paper presents two phases of feature selection mechanism with the artificial neural
network to accurately classify the normal and abnormal class of the prostate cancer
classification problem. The proposed method achieves an average of 98.6% classifi-
cation accuracy on prostate cancer dataset. This is substantially good level of accuracy
compared with other methods. Based on the proposed method performance, it can be
concluded that the proposed feature selection method can enable clinicians to reach at
accurate and early diagnosis of different stages of prostate cancer. Thus, the proposed
method can be an important contribution in the field of cancer diagnosis and treatment
that can save many lives and prevent suffering. As early and accurate diagnosis can
help in planning appropriate and individualized treatment. Although this paper
achieved the highest accuracy, however, it would be interesting to optimize the feature
selection method for further reduced data dimensionality, which may increase the
prostate cancer classification accuracy even more. Such an investigation can be taken as
an extension to this paper.
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Abstract. In ophthalmology, fundus images are commonly used to
examine the human eye. The image data shows among others the capil-
lary system of the retina. Recognising alternations in the retinal blood
vessels is pivotal to diagnosing certain diseases. The visual inspection of
those fundus images is a time-consuming process and a challenging task
which has to be done by medical experts. Furthermore, rapid advances in
medical imaging allow for generating fundus images of increased quality
and resolution. Therefore, the support by computers for the analysis and
evaluation of complex fundus image information is growing in impor-
tance and there is a corresponding need for fast and efficient algorithms.

In this paper, we present a well-engineered, robust real-time segmen-
tation algorithm which is adapted to the recent and upcoming challenges
of high resolution fundus images. Thereby we make use of the multiscale
representation of the Laplacian pyramid which is fast to compute and
useful for detecting coarse as well as finely branched blood vessels. It
is possible to process images of size 3504 × 2336 pixels in 0.8 s on a
standard desktop computer and 0.3 on a Nvidia Titan XP GPU. By a
detailed evaluation at hand of an accessible high-resolution data set we
demonstrate that our approach is competitive in quality to state of the
art methods for segmenting blood vessels but much faster.

Keywords: Laplacian pyramids · Vessel segmentation ·
High-resolution fundus images · Real-time retinal imaging

1 Introduction

In ophthalmology, fundus images are commonly used to examine the human eye.
During the examination a photo of the fundus of the eye, i.e. the eye ground is
taken through the pupil by the use of a fundus camera. The photo shows among
other aspects the capillary system of the retina. Recognizing alternations in the
retinal blood vessels is crucial for diagnosing certain diseases such as retinopathy
of prematurity [15] or arteriolar narrowing [13]. Due to rapid advances in medical
imaging it is possible to generate images of increased quality and resolution. This
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 337–350, 2019.
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allows for a more precise and conclusive examination and analysis of objects
in medical images, such as vasculatures. Therefore physicians are faced with
an increasing amount of high resolution image data. The visual inspection is
a challenging task because, besides the capillary system of the retina, other
components or background textures are also to be found in a fundus image
impeding the analysis. Apart from that, blood vessels displayed in a fundus image
vary in their size and end up in finely branched structures. Those finely branched
vessels can hardly be detected with the human eye. Thus the need for support
by computers for the analysis and evaluation of complex image information is
growing, requiring fast and efficient methods and algorithms. In the context
of this work an algorithm should segment blood vessels in fundus images of
large and high resolution data sets as fast and precisely as possible. This is not
only desirable in order to evaluate a huge database of fundus images that could
accumulate in ophthalmologic practice: By real-time processing it also becomes
possible to test the quality of a retinal image in interactive time, while the patient
sits before the camera, and to take another image if necessary [16].

Over the last decade many retinal vessel segmentation algorithms have been
presented [12]. Those algorithms are based on a large variety of methods, rang-
ing from unsupervised approaches like matched filter methods [7,18,22], level
set schemes [4,8] and morphology-based models [20,21] to supervised machine
learning techniques and related trainable models [3,19], just to name a few of the
approaches. For many of the existing unsupervised methods, a good segmenta-
tion performance often goes hand in hand with high computational needs, thus
impeding real-time computation on high-resolution fundus images. Therefore
it has been proposed for some unsupervised algorithms that they are acceler-
ated using GPU hardware [16]. Machine learning techniques on the other hand,
that may potentially lead to fast processing after training, often rely on the
availability of a significant amount of annotated data, a source that is very
sparse considering highly resolved imagery acquired by actual camera technol-
ogy. Trainable models like in [3] that rely on filter optimization, often make use
of a dedicated preprocessing and related choices for parameter estimation which
does make these models easy to transfer to higher resolution or different camera
technology.

Focusing on unsupervised techniques for high resolution images, multiscale
approaches turn out to be remarkably useful for the detection of blood vessels
which vary in size at multiple scales. With the use of multiscale approaches such
information can be extracted. In [11], the authors proposed an approach that
extracts local vessel features based on the eigenvalues of the Hessian matrix. The
ratio of the eigenvalues is a good indicator of tubular vessel structures, based
on the local principal directions of curvatures. The neighbourhood thereby is
increased as long as it is larger than the expected thickest vessel.

On the other hand, multiscale representations in terms of image pyramids
[2,6] are known as powerful tools in the computer vision and image processing
community. The main idea is to sub-sample images by using a series of images
at consecutively coarser length scales via Gaussian sampling with respect to
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the original image, called Gaussian pyramid. The conceptional advantage of this
processing lies in its computational efficiency to analyse coarse vessel structures
of a fundus image on a reduced resolution, whereas fine vessel-like structures
require a high resolution. The method in [5] employs this technique improving
the algorithm [11] by introducing an additional resolution hierarchy based on
the Gaussian pyramid. Another example for the use of image pyramids in this
context is a multiscale version of a line operator [10], computing a Gaussian
pyramid of the fundus image. The line operator is applied to the image on each
level of the pyramid separately, followed by a mapping from coarser scales to the
finest level by using cubic splines.

Our Contribution. In this paper we propose the application of another type of
the image pyramid representation called Laplacian pyramid [6]. In contrast to the
Gaussian pyramid, the Laplacian pyramid serves as a bandpass filter, with the
capacity to highlight the blood vessel system in a useful coarse-to-fine way. This
representation is both computationally efficient, allowing real-time application,
and is beneficial for detecting coarse and fine blood vessels. We demonstrate
experimentally that our well-engineered multiscale segmentation method yields
competitive results compared to other unsupervised state of the art techniques.
Furthermore, we observe a substantially faster computational time.

2 Foundations of Our Approach

We briefly sketch the mechanism of image pyramids and their efficient imple-
mentation.

2.1 Gray Value Image and Convolution Filter

We start by defining a gray value or one-channel image by a mapping I : Ω →
[0, 1] with Ω = {1, . . . , N} × {1, . . . , M}, where N and M denote the number
of pixel columns and rows, respectively. The continuous range represents the
intensity and is scaled such that a pixel at position (i, j) is black if I(i, j) = 0
and white if I(i, j) = 1.

Convolution filters are powerful tools in image processing with applications
ranging from denoising and sharpening to edge detection. For a gray value image
I we can view a filter operation as a discrete convolution

(hα ∗ I)(i, j) =
2∑

u=−2

2∑

v=−2

hα(3 + u, 3 + v) · I(i − u, j − v), (1)

where hα ∈ R
5×5 is a separable 2D filter kernel. Let us note that we fixed here

the size of our filter kernel in accordance to the sampling procedure of the image
pyramid and the most useful results obtained from experiments in our setting.

Reflecting boundary conditions are used to prevent the convolution operator
from exceeding the boundary of the image. In this context, let us briefly recall
two essential properties of convolution operations:
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α = 0.3 α = 0.4 α = 0.5 α = 0.6

Fig. 1. The shape of the filter kernel ha for different choices of α. For α ∈ [0.3, 0.5) the
filter kernel acts as a low-pass filter (e.g. α = 0.4 leads to the Gaussian filter).

Associativity : Assume h1 and h2 are filter kernels, then (h2 ∗ h1) ∗ I = h2 ∗
(h1 ∗ I) holds.

Separability : For hα ∈ R
5×5 being separable, it can be decomposed into

hα = h̃α ∗ h̃�
α using a 1D filter kernel h̃α ∈ R

5.
Using both properties, we express convolution as hα ∗ I = (h̃α ∗ h̃�

α ) ∗ I =
h̃α ∗ (h̃�

α ∗ I) with the 1D filter kernel

h̃α =
1
2

(
1−2α

2
1
2 2α 1

2
1−2α

2

)�
, (2)

where α ∈ [0.3, 0.6] is the filter parameter, as shown in Fig. 1. Due to the sepa-
rability property of the kernel, the computational cost of operations per pixel is
reduced from 52 = 25 to 2 · 5 = 10.

For the detection of image structures of varying size, it is effective to examine
images on different scales. Indeed it is more efficient to analyse coarse struc-
ture of an image on a reduced resolution, whereas fine structures do require a
high resolution. In this work, the multiscale representation of an input image I
consists of layers of successively decreasing resolution, expressed as a sequence
(K0,K1, . . . ,Kr). The first element K0 = I has the maximal resolution of the
input image, whereas the last element Kr has the smallest resolution. Compared
to the domain Ωk =

{
1, . . . , N/2k

}×{
1, . . . ,M/2k

}
of the layer Kk, the domain

of the following layer Kk+1 was reduced by a factor of two in each direction, thus
yielding Ωk+1 =

{
1, . . . , N/2k+1

} × {
1, . . . ,M/2k+1

}
. In order to compare the

layers, we need suitable operations for transferring one layer to another: Reduc-
ing an image at scale Kk to Kk+1 and vice versa and expanding it from scale
Kk+1 to Kk.

Downsampling and Upsampling. The reduction of the resolution from Kk

to Kk+1 can be achieved by a combination of a removal of pixels and low pass
filtering. Making use of (1), we define the Reduce Operator R̂(Kk) = Kk+1 as

R̂(Kk)(i, j) =
2∑

u=−2

2∑

v=−2

ha(u + 3, v + 3)Kk(2i + u, 2j + v), (3)

where i, j ∈ Ωk+1.
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The resolution of the layer Kk+1 is expanded to layer Kk by an interpolation
of missing pixels. Thus bilinear interpolation can be viewed as a convolution
operation (1) which is used to define the Expand Operator K̃k(i, j) = Ê(Kk+1)
as

Ê(Kk+1)(i, j) = 4 ·
2∑

u=−2

2∑

v=−2

ha(u + 3, v + 3)Kk+1

(
i + u

2
,
j + v

2

)
, (4)

where i, j ∈ Ωk. Only those terms for which i+u
2 and j+v

2 are integers contribute
to the sum. For the case α = 0.5 the kernel hα performs a bilinear interpolation
(see Fig. 1). Taking values 0.3 ≤ α < 0.5 will lead to a combination of low-pass
filtering and bilinear interpolation. Let us note explicitly that the smoothing
property of bilinear interpolation which is in accordance with the convolutions
that are employed along with its computational simplicity inspired us to employ
this technique since both of these aspects are beneficial here.

Gaussian Pyramid. To generate the Gaussian pyramid, we apply the Reduce
Operator (3) for G0 = I(i, j) recursively

Gk+1 = R̂(Gk), k = 1, . . . , r − 1 (5)

to obtain the layers of the pyramid, as shown in Fig. 2. By gradually applying
the Reduce Operator, the effect of the filter increases and hence the image is
successively smoothed.

Laplacian Pyramid. Using the definition of the Gaussian pyramid allows us
to compute the Laplacian pyramid as follows

Lk = Gk − Ê(Gk+1), k = 0, 1, . . . , r − 1. (6)

It corresponds to a pixelwise difference of two adjacent layers of the Gaussian
pyramid, as shown in Fig. 3.

Fig. 2. First layers of the Gaussian pyramid (Left) and Laplacian pyramid (Right).
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Since we subtracted two layers whose smoothness differ, the layers of the
Laplacian pyramid constitute an efficiently computed bandpass filtered version of
the input image. As shown in Fig. 2, the scales of the Laplacian pyramid highlight
the blood vessel system in a useful way. With increasing layers, small structures of
the blood vessel system disappear while thicker vessel components remain. This
allows us to analyse and segment the blood vessel system on different scales,
going from coarse to fine structures.

3 The Multiscale Segmentation Algorithm

The main goal of blood vessel segmentation is to simplify the representation of
an input fundus image I : Ω → [0, 1] into something more meaningful for the
detection of blood vessel structures S by separating them from the background
B. More precisely, we seek a binary label matrix S ∈ {0, 1}N×M such that

S(i, j) =

{
1, if (i, j) ∈ Ω ∩ B

0, if (i, j) ∈ B
(7)

where pixels with the label 1 belong to the blood vessel system and those with
label 0 form the background.

3.1 Our Approach

Creating the segmentation map S of the input fundus image includes the follow-
ing three fundamental steps summarized in Figs. 4 and 5.

Gk

Gk+1

EXPAND(Gk+1)Gk

− =

Lk

Fig. 3. The construction of kth Laplacian pyramid level using kth and (k + 1)th layer
of the Gaussian pyramid.
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Extract Green
Channel

Input Image
Laplacian Layer L1,L2,L3

Intensity Thresholding

Connected Components

Rescaling

Fusion

Output Image

Fig. 4. Pipeline of the proposed segmentation algorithm.

Computing the Laplacian Pyramid. At first we extract the green channel
from the input image since the green channel has the best contrast of the vascu-
lature and the background, see also the related discussion in [3]. Afterwards, we
compute the first four layers G0 to G3 of the Gaussian pyramid using Eq. (5).
Those layers are the cornerstone for the construction of the three layers L1 to
L3 of the Laplacian pyramid using Eq. (6). The first layer L0 and layers beyond
L3 do not yield helpful information for the blood vessel segmentation within our
algorithm. Finally, we stretched the intensity distribution of the layers using his-
togram equalisation with 512 quantisations steps such Lk : Ωk → {z1, . . . , z512}.

Let us note that it is a standard proceeding not to construct the full image
pyramid. The basic idea of the full pyramid would be to help in analysing all
the scales of an image, whereas one has to focus on the relevant range of scales
in an application as we do here.

Intensity Thresholding and Connected Components. As a first step we
separate potential blood vessels from the background by using a global intensity
threshold z∗ such that the set of pixel positions Ω∗

k = {(i, j) ∈ Ωk : Lk(i, j) ≤ z∗}
are considered to be those of potential blood vessel pixels. In order to get a
meaningful intensity threshold z∗, we make use of two observations: Blood vessel
structures are darker than the background, thus are detectable at low intensity
values and a small amount of the pixels (roughly 10%) correspond to blood
vessel pixels. Taking this into account, we sort the intensity values of the image
in ascending order and collect pixels in that order as long as the number of
collected pixels does not exceed a threshold value β of the entire number of
pixels of the pyramid layer. The largest intensity value among the collected
pixels is the aforementioned global intensity threshold z∗. It can be written as
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z∗ = max {z1, . . . z512} s.t.
512∑

l=1

N/2k∑

i=1

M/2k∑

j=1

δzl,Lk(i,j) ≤ β·N ·M
2k

, (8)

where δzl,Lk(i,j) is the Kronecker delta, being 1 for zl = Lk(i, j) and 0 else.

Fig. 5. Left: Laplacian pyramid Lk after histogram equalization. Middle: After Inten-
sity thresholding, the pixel belonging to Ω∗

k are white. Right: After removing small
connected components we obtain Sk.

Let us note that one may immediately think of a refinement of the method
in terms of a local thresholding instead of a global thresholding as we propose
here. However, in practical assessment of possible local thresholding algorithms
for segmentation we did not observe a significant benefit in our application but
obtained longer computational times.

In the next step of our method after intensity thresholding, we label all
connected components in Ω∗

k using an algorithm which is outlined in [14]. For the
pixel connectivity we use an 8-connected window, thus two pixels are connected
if they share an edge or a corner. Two adjoint pixels are part of the same object if
they are connected along the horizontal, vertical or diagonal direction. Based on
the observation that the blood vessel system consists of connected components
of greater size compared to connected objects that are part of the background,
we can refine the segmentation by removing small objects of a certain size

Γk =
{
(i, j) ∈ Ω∗

k : size of connected object ≤ γ√
N ·M/2k

}
(9)

where γ is a relative threshold size of the connected object. The segmentation
map of the kth layer then defined as

Sk(i, j) =

{
1, for (i, j) ∈ Ω∗

k \ Γk

0, else
. (10)
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Rescaling and Fusion of Segmented Pyramid Layers. In the last step,
we combine the segmented blood vessels from all layers via

S(i, j) =

{
1, for Ê(S1)(i, j) = 1 ∨ Ê2(S2)(i, j) = 1 ∨ Ê3(S3)(i, j) = 1
0, else

. (11)

The layers are expanded to the resolution of the input image using the Expand
Operation.

Let us comment that by the fusion of connected components of several reso-
lution layers we obtain a reasonable segmentation of blood vessels that are still
connected in the total.

4 Experiments

Let us briefly comment on our experiments.

Dataset. As a first step the commonly used DRIVE [23] dataset is taken,
containing 40 images with a resolution of 565 × 584 pixels.

Focusing on high resolution fundus images, we evaluated our methods on a
high resolution images dataset, available in the public domain [5]. The database
contains 45 images with a resolution of 3504×2336 pixels, subdivided into three
categories (15 images per category): healthy, diabetic retinopathy and glauco-
matous eyes.

Fig. 6. Results on the High Resolution dataset. Left: Input fundus image. Middle:
Segmented blood vessel system using our method. Right: Ground truth. The ratio of
the images were changes to improve visualisation.

How to Evaluate. During the process of retinal vessel segmentation, each
pixel is classified as blood vessel or background. Thereby, correct detections
are expressed as True Positive (TP) and True Negative (TN). TP are correctly
detected blood vessel pixel and TN represents the correctly detected background
pixel. False segmented pixel are measured using False Negative (FN) and False
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Positive (FP), where FP are falsely detected blood vessel pixels and FN represent
false detected background pixels.

In order to evaluate the performance of the vessel segmentation algorithms,
three commonly used metrics are applied [16,17]:

Se =
TP

TP + FN
, Sp =

TN
TN + FP

and Acc =
TP + TN

TP + TN + FP + FN
. (12)

The Sensitivity Se reflects the algorithm’s ability of correctly detecting blood
vessel pixels. On the other hand, the Specificity Sp measures the algorithm’s
effectiveness in identifying background pixels. Finally, the Accuracy Acc is a
global measure of classification performance combing both Se and Sp.

Implementation and Parameters. The algorithm is fully vectorised imple-
mented using MATLAB, making it beneficial for GPU architecture. The param-
eters were set to α = 0.3, β = 0.1 and γ = 0.08 for both, the DRIVE and High
Resolution dataset. In order to get meaningful Laplace Pyramid layers on the
low resolution DRIVE dataset, the input images where upscaled from 565× 584
to 2048 × 2048.

4.1 Results

We will consider several aspects that combine into an useful assessment, namely
qualitative performance, runtimes and robustness vs. parameter choices.

Performance. The performance is evaluated by taking the DRIVE and High
Resolution dataset into account. In Fig. 6 the results of our method are shown
exemplarily in comparison to the ground truth for one fundus image of the high
resolution data set. On both datasets the choice of parameters was the same
which demonstrates the high robustness of our approach. Let us remark that the
other algorithms are reported to be highly parameter dependent. The results for
the two datasets are displayed in Table 1. We observe that our method leads to
very good results that are competitive to modern approaches from the literature.

Let us in addition comment that in previous literature, the performance of
the human expert observer was estimated as Acc value 0.9473, TP as 0.7761, and
FP as 0.0275 for the DRIVE database cf. [1]. Especially the Accuracy value (Acc)
indicates that our method performs basically as good as the human observer.

As another comment, we would like to clarify that especially with machine
learning and related supervised approaches, there are some results reported in
the literature that may obtain in some tests somewhat better in quality than
the ones reported here, see e.g. the already mentioned works [3,19]. However,
as already indicated, we do not rely on annotated data which is often a pre-
cious resource, especially when considering high-resolution data as in recent and
upcoming developments in cameras for use, and we also do not consider here
very special data preparation or calibration steps that have often been consid-
ered with these approaches.
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Let us also remark in this context, that the measurable quality of results is
given by comparison with ground truth data annotated by human experts, and
(as noted again) assessment of human observers as documented via DRIVE gives
about 95% accuracy based on that. We think that it appears reasonable to obtain
an accuracy somewhere around this value, having in mind that also ground truth
data often features some inaccuracies introduced by individual interpretation of
the human expert (sometimes visible by annotating blood vessels in a discon-
nected way, or e.g. by fixing the end of a vessel at a point one may surely discuss
upon).

Table 1. Performance of vessel segmentation using the DRIVE and the High Resolution
dataset. The results for other techniques are taken from [5,9,16,20]. The run time
(processing one single fundus image) was evaluated on a 2.3 GHz labtop with 4 GB
RAM and CPU implementation of our approach was used.

Test datasets DRIVE (565 × 584) High Resolution (3504 × 2336)
Method Se Sp Acc Se Sp Acc Runtime

Our Approach 0.6534 0.9860 0.9572 0.694 0.981 0.955 1.81 s
Budai et al. [5] 0.644 0.987 0.9572 0.669 0.985 0.961 26.69 s
Fan et al. [9] 0.736 0.981 0.960 – – – –
Frangi et al. [11] 0.660 0.985 0.9570 0.622 0.982 0.954 39.29 s
Krause et al. [16] – – 0.9468 – – – –
Mendonça et al. [20] – – 0.9452 – – – –
Odstrcilik et al. [22] 0.7060 0.9693 0.9340 0.774 0.966 0.949 18 min

Table 2. Performance of vessel segmentation using the High Resolution dataset for
the three different categories.

Category Healthy Glaucomatous Diabetic
Method Se Sp Acc Se Sp Acc Se Sp Acc

Our approach 0.700 0.988 0.956 0.710 0.979 0.956 0.674 0.978 0.952
Budai et al. 0.662 0.992 0.961 0.687 0.986 0.965 0.658 0.977 0.955
Frangi et al. 0.621 0.989 0.955 0.654 0.984 0.961 0.590 0.972 0.946
Odstrcilik et al. 0.786 0.975 0.953 0.791 0.964 0.949 0.746 0.961 0.944

Runtime. Considering the runtime, our approach outperforms easily all other
methods on the High Resolution dataset, even when using the slower CPU imple-
mented version. As shown in Fig. 7, our approach can even be more accelerated
using a GPU implemented version. This version is enormously fast and beats
other GPU based methods. The GPU runtime of the fast method Krause et al.
[16] on a 4228×2848 pixel images takes 1.2 s, whereas our approach performs the
computation only in 0.5 s. Furthermore our approach scales well when it comes
to super high resolution input images. The computation on a 10000 × 10000
fundus images takes 4 s on a GPU and 11.5 s on a CPU.
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Fig. 7. Scalability of our approach using a CPU (Intel Xenon 3.7 GHz) and GPU
(Nvidia Titan XP) implementation on a 8 GB RAM machine. Exemplary, operating on
a 10000 × 10000 fundus images takes 4 s on a GPU and 11.5 s on a CPU.

Robustness. For the robustness of the parameter choice we investigate the
segmentation performance of the three different categories of the High Resolu-
tion dataset, as it is shown in Table 2. In contrast to healthy fundus images, the
diabetic retinopathy and glaucomatous fundus images contain additional back-
ground structure, making them more challenging for blood vessel segmentation.
By comparing the results of the healthy and diabetic retinopathy fundus images,
they gain similar segmentation results for all methods. The glaucomatous fundus
images are more challenging due to green background spots. The performance,
especially the sensitivity, is slightly decreasing for all considered methods.

Let us mention, that our method used the same choice of parameters for
all categories, whereas the other methods need a tailored adjustment of those
parameters. This can be seen as a significant practical advantage by making
user-based readjustment of the parameters obsolete.

5 Summary and Conclusion

We introduced a well-engineered blood vessel segmentation algorithm for fun-
dus images based on the multiscale representation of a Laplacian pyramid. Our
method does not rely on a complex preprocessing and thus also not on some
related, hidden parameter estimation step. Experimental results performed on
the High Resolution and DRIVE data set illustrated the power of Laplacian
pyramids and the usefulness of the approach for tackling the blood vessel seg-
mentation problem. They confirm exemplarily that our novel segmentation app-
roach may have a similar precision to other state of the art methods while being
much faster in runtime and, perhaps even much more important, highly robust
to parameter choices. By making use of our empirical parameter findings, our
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method can thus easily be defined effectively as a parameter-free scheme making
it attractive for application.

In future work we aim to increase the quality of the developed algorithm
without destroying its effectiveness. Let us note in this context that the results
of the current method are already of comparable quality to the ones that could
be given by a human observer, as evaluated via the DRIVE database, so we
think that already its current version may be useful in practical application.
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Abstract. Camera and radar-based obstacle detection are important
research topics in environment perception for autonomous driving.
Camera-based obstacle detection reports state-of-the-art accuracy, but
the performance is limited in challenging environments. In challenging
environments, the camera features are noisy, limiting the detection accu-
racy. In comparison, the radar-based obstacle detection methods using
the 77GHZ long-range radar are not affected by these challenging envi-
ronments. However, the radar features are sparse with no delineation of
the obstacles. The camera and radar features are complementary, and
their fusion results in robust obstacle detection in varied environments.
Once calibrated, the radar features can be used for localization of the
image obstacles, while the camera features can be used for the delin-
eation of the localized obstacles. We propose a novel deep learning-based
sensor fusion framework, termed as the “RVNet”, for the effective fusion
of the monocular camera and long-range radar for obstacle detection.
The RVNet is a single shot object detection network with two input
branches and two output branches. The RVNet input branches contain
separate branches for the monocular camera and the radar features. The
radar features are formulated using a novel feature descriptor, termed
as the “sparse radar image”. For the output branches, the proposed net-
work contains separate branches for small obstacles and big obstacles,
respectively. The validation of the proposed network with state-of-the-art
baseline algorithm is performed on the Nuscenes public dataset. Addi-
tionally, a detailed parameter analysis is performed with several variants
of the RVNet. The experimental results show that the proposed network
is better than baseline algorithms in varying environmental conditions.

Keywords: Sensor fusion · Radar · Monocular camera

1 Introduction

Rapid development in autonomous driving has been witnessed in recent years [8,
9]. In this research area, obstacle detection is an important research task per-
formed using sensors such as monocular camera, LIDAR, radar etc. Camera-
based obstacle detection is popular owing to the low-cost of these sensors, and
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the rich appearance features obtained from them. Consequently, they report
state-of-the-art in deep learning-based perception frameworks [11,16]. But the
performance of the camera-based detection framework is limited in case of chal-
lenging environments such as low-illumination conditions, rainy weather and
snowy weather. While the camera features are noisy in such environments, it is
still possible to obtain the object boundaries to a certain degree (Fig. 1).

Fig. 1. An illustration of the camera-radar (left-right) features for varying scenes.
Although, the vision-based appearance tends to be noisy in low-illuminated and rainy
scenes, the object boundaries are still visible, to a certain degree, in the highlighted
regions. The radar features, projected onto the image, are not affected by variations in
the environment.

The radar-based obstacle detection are not affected by the varying envi-
ronment. The 77 GHZ radar detects objects in low illumination and different
weather conditions such as rain, snow and fog [13,14]. The milliwave radar can
measure the object distance and velocity information at distances up to 250 m.
However, the radar information is rather sparse. Moreover, it does not delineate
the obstacles. The comparative analysis for the radar and monocular camera are
provided in Table 1.
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Table 1. Comparative study of the properties of the radar and monocular camera.

Sensor Milliwave radar Monocular camera

Weather Not affected by adverse
weather such as rain, snow
and fog [14]

Susceptible to
illumination variation and
adverse weather [9]

Data density Sparse with point-wise
reflection

Dense with appearance
information

Object boundary No Yes

Object speed Yes No

Multiclass classification Discriminative for limited
classes using radar
features such as depth and
velocity

Discriminative for higher
number of classes [11]

Based on the comparative study of the two sensors, the main advantage of
the radar is the identification of obstacles in varying environment. However, the
radar is sparse and doesn’t delineate the obstacles.

On the other hand, the camera provides dense appearance information in
well-illuminated environment [9]. In case of the delineation, the monocular cam-
era can generate the object boundaries in the image to a certain degree, even in
adverse conditions.

The radar and camera features are complementary, and can be fused to
enhance the robustness of obstacle detection in adverse weather conditions. We
propose a deep sensor fusion framework termed as the RVNet for the effec-
tive fusion of the camera and radar sensors for 2D image-based obstacle detec-
tion. The RVNet is a binary single shot object detection network, based on the
YOLO framework, and contains two feature extraction branches and two output
branches. The two feature extraction branches contain separate branches for the
camera-based images and the radar-based features. The radar features are formu-
lated into a feature descriptor termed as the “sparse radar image”. The features
extracted by the input branches are then fed into the two output branches for
detecting small obstacles and big obstacles using anchor boxes. The proposed
end-to-end framework simultaneously performs effective feature-level radar and
camera fusion, while detecting obstacles in the environment in real-time.

The RVNet is validated using the nuscenes public dataset [2] and a compari-
son is performed with the state-of-the-art baseline algorithms. A detailed param-
eter analysis is also performed with different variants of the RVNet. The experi-
mental results show that the proposed framework effectively fuses the camera and
radar features and performs better than the YOLO framework. To the best of
our knowledge, the main contributions of the proposed framework are as follows:

– A novel deep learning-based obstacle detection framework termed as the
RVNet is proposed for radar and camera fusion.

– Parametric analysis of several variants of the RVNet with different type of
fusions, input features and classification.
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The remainder of the paper is structured as follows. The literature is reviewed
in Sect. 2 and the RVNet is presented in Sect. 3. The comparative and parametric
analysis is presented in Sect. 4. Finally, the paper is concluded in Sect. 5.

2 Literature Review

Radar-vision fusion for obstacle detection is an important research topic, and can
be primarily categorized into three, early-stage fusion [1,5,19], late-stage fusion
methods [7,20,21] and feature-level fusion [3]. In the early-stage fusion, the radar
features are used to localize the search area or identify candidate regions for
vision-based perception. As a precursor to fusion, the radar and camera sensors
are calibrated to the same reference system. Once calibrated, the radar fea-
tures are transferred to the image plane, as candidate regions. These candidate
regions are given as input to vision-based deep learning [6] and machine learn-
ing frameworks [10,15] for detection and classification. In the work by Bombini
et al. [1], the radar features are transformed to the image reference system using
perspective mapping transform, and used within the symmetry-based vehicle
detection algorithm. Sugimoto et al. [19] use the radar features within a vision-
based occupancy grid representation to detect the on-road obstacles. While early
fusion provide accurate results, they are computationally expensive [18].

In late stage fusion, the outputs of the vision-based perception pipeline and
the radar-based perception pipeline are combined in the final step before percep-
tion [7]. In the work by Garcia et al. [7], the output of the radar pipeline are used
to validate the output of the optical flow-based vision pipeline. Similarly, Zhong
et al. [21] perform a joint tracking in the final fusion step using the outputs of
the radar and camera pipelines.

In feature level fusion, the radar features and vision features are fused for per-
ception. Recently, Chadwick et al. [3], fuse the radar and vision features within
a single shot object detector framework [12] to detect vehicles at distance. Com-
pared to late fusion, in the feature-level fusion, a single radar-vision pipeline is
used to detect the objects in a straightforward manner. Additionally, the radar
pipeline’s limitation of estimating the obstacle boundary is also addressed. Com-
pared to early fusion, the single shot feature-level fusion is also computationally
less expensive.

In our work, we also adopt a feature-level fusion approach in the novel RVNet,
based on the YOLO framework [17], to detect obstacles in the environment. A
detailed study of the proposed network and its variants are performed.

3 Algorithm

The RVNet is a novel deep learning framework which performs sensor fusion of
camera and radar features for 2D image-based obstacle detection. The objects
in the road environment, including vehicles, pedestrians, two-wheeled vehicles,
movable objects and debris, are categorized as an obstacle. The RVNet architec-
ture is a single shot object detection framework, similar to the SSD [12] and the
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YOLO [17], where the need for candidate regions or proposals for CNN detection
is avoided [18]. The single shot object detection frameworks utilize multi-scale
features and anchor boxes to detect and classify the objects in the image in
real-time.

The RVNet, based on the tiny YOLO network due to GPU memory consider-
ations, performs binary 2D image-based obstacle detection by effectively fusing
the radar and camera features. The RVNet contains two input branches for fea-
ture extraction and two output branches for the obstacle detection. The input
branches are independent branches, which separately extract camera and radar
features. These features are fused in the output branches, and the image obsta-
cles of varying sizes are detected and classified. An overview of RVNet modules
are shown in Fig. 2. As a precursor to describing the feature extraction branches
in the architecture, we describe the data preprocessing step.

Fig. 2. An illustration of the branches of the RVNet. Variants of the radar feature
extraction branch and the output fusion branch are also presented in this work.

3.1 Data Pre-processing

The RVNet was validated on the nuscenes dataset [2] using the front camera
and the front radar, which are calibrated. The RVNet performs the 2D obstacle
detection on the front camera images, after the fusion of the camera and radar
features. Consequently, the fixed number of radar points (169) in the front radar’s
3-D coordinate system λr, are transformed to the front camera’s 3-D coordinate
system λc. The number of radar points in the nuscenes dataset are fixed, and each
point contains the depth, lateral velocity and longitudinal velocity information
of objects. The velocity components are compensated by the velocity of the ego
vehicle. An illustration of the coordinate transformation are given in Fig. 3.

3.2 Radar Feature Descriptor

Following the projection of the radar points onto the camera coordinate system
λc, the radar points are further transformed onto the image coordinate system λi

using the camera’s intrinsic matrix K, generating the “sparse radar image” (S).
The “sparse radar image” is a 3-channel image of size (416×416), which directly
corresponds to the image size (I). Each non-zero pixel in the S contains the depth
and velocity radar features across the 3 channels. As the name implies, the radar
image is highly sparse owing to the nature of the radar data. An illustration of
the sparse radar image is given in Fig. 3. We next present the details of the
architecture as shown in Fig. 4.
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3.3 RVNet Architecture

Feature Extraction Branches. The RVNet has two input feature extrac-
tion branches which extract the features from the front camera image I and
the “sparse radar image” S. By being independent, the two feature extrac-
tion branches extract image-specific and radar-specific features. The first input
branch corresponding to the image feature extraction is designed to be similar
to the feature extraction branch of the tiny Yolov3 model [17], in order to utilize
the pre-trained weights of the tiny Yolov3 model trained on the Pascal VOC
dataset [4].

The second input branch corresponding to the radar feature extraction
branch is designed to extract features from S. In this regard, as S is highly
sparse with pixel-wise radar features, the radar feature extraction branch con-
tains 2D convolution filters with stride 1. By utilizing a single stride convolution
operation, all the radar features are accounted for. In order to reduce the dimen-
sionality of the radar features, the max-pooling operation is utilized. The detailed
architecture of the feature extraction branches are given in Fig. 4.

Fig. 3. An illustration of the coordinate transformation of the radar points to the
image coordinate system, and the generation of the 3-D sparse radar feature.

Obstacle Detection. The fusion of the radar feature maps and image fea-
ture maps is performed across the two output branches. The first output branch
detects small and medium obstacles, and the second output branch detects big
obstacles. The fusion of the radar and image feature maps in the output branches
are performed by concatenation. For both the output branches, the YOLOv3 loss
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function, is used within a binary classification framework. The YOLO output
convolution and output reshape layers are similar to the YOLO output layer [17],
where the 30 filters in the output convolution corresponds to the following break-
down: number-of-anchors (3) * (number-of-classes(2) +5). The details of the
fusion are described in the architecture in Fig. 4.

Training. The RVNet is trained with the image, radar points and ground truth
annotations from the nuscenes dataset, where the vehicles, motorcycles, cycles,
pedestrians, movable objects and debris are considered as obstacles. To generate
the background classes for the binary classification, bounding boxes of image
regions without obstacles are utilized. As a precursor to the training, the pre-
trained weights of the feature extraction layers of the tiny YOLOv3 network
trained on the Pascal VOC dataset [4] are used to initialize the weights of the
image feature extraction branch of the RVNet. The radar feature extraction
branch and the output branches are trained from random weights without any
fine-tuning, as these branches are either different (output) or not present (radar
feature extraction) in the PASCAL tiny YOLOv3 network. The RVNet is trained
with an Adam optimizer with learning rate of 0.001.

Fig. 4. The detailed architecture of the proposed RVNet with SR and TF branches
as the feature extraction and output branches in Fig. 2. Conv2D(m,n) represents 2D
convolution with m filters with size n × n and stride 1. Maxpooling 2D is performed
with size (2,2).
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3.4 RVNet Variants

We propose different variations of the proposed RVNet to perform a detailed
study of the radar-vision fusion for perception.

Input Branch Variation. The input branch variation is represented by a dif-
ferent radar feature descriptor and feature extraction branch. Here, the “sparse
radar image” is replaced by a “dense radar matrix”, where the fixed number
of radar points defined with respect to the image coordinate system (λi) are
reshaped to a 5-D dense matrix form M . Each 5-dim entry in M corresponds
to the radar point’s depth, lateral ego-compensated velocity, longitudinal ego-
compensated velocity, row pixel coordinate and column pixel coordinate. An
illustration of the “dense radar matrix” is shown in Fig. 3 and the shallow fea-
ture extraction branch is shown in Fig. 5.

Fig. 5. The detailed architecture of the DR: dense radar matrix’s feature extraction
branch, which can be used as an input branch in Fig. 2. Conv2D(m,n) represents 2D
convolution with m filters with size n× n and stride 1.

Output Branch Variation. The output branch variation is represented by two
variants of the radar-vision fusion. In the first variant, the radar-vision fusion is
utilized for the big obstacle output branch, while the vision features without fusion
are utilized for the small obstacle output branch. This variant is termed as the
“big” fusion. In the second variant, the radar-vision fusion is utilized for the small
obstacle output branch, while the vision features without fusion are utilized for
the bigger obstacles output branch. This variant is termed as the “small” fusion.
The architectures for the big and small fusion are presented in Fig. 6.

Classification Variation The classification variation is represented by the
reformulating the RVNet as a multiclass classifier. The original RVNet is
designed as a binary classifier, detecting the obstacles in the environment,
whereas the variant RVNet-based multiclass classifier, detects the types of
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Fig. 6. The detailed architecture of the (a) SF: small fusion and (b) BF: big fusion
output branch variations, which can be used as output branches in Fig. 2. Conv2D(m,n)
represents 2D convolution with m filters with size n× n and stride 1. Maxpooling 2D
is performed with size (2,2).

obstacles too. The multiclass classifier is formulated as 4-dim classifier with
the following classes, namely, vehicles, pedestrians, two wheelers, and objects
(movable objects and debris). The different RVNet variants are presented in
Table 2.

Table 2. Different variations of the RVNet.

Network Input branch Output branch fusion

RVNet-proposed Two individual branches with sparse

radar image input for radar feature

branch

Radar-vision fusion for both obstacle

branches

RVNet-SR-BF Two individual branches with sparse

radar image input for radar feature

branch

Radar-vision fusion for big obstacle

branch Vision for small obstacle

branch

RVNet-SR-SF Two individual branches with sparse

radar image input for radar feature

branch

Radar-vision fusion for small

obstacle branch Vision for big

obstacle branch

RVNet-DR-TF Two individual branches with dense

radar image input for radar feature

branch

Radar-vision fusion for both obstacle

branches

RVNet-DR-BF Two individual branches with dense

radar image input for radar feature

branch

Radar-vision fusion for big obstacle

branch vision for small obstacle

branch

RVNet-DR-SF Two individual branches with dense

radar image input for radar feature

branch

Radar-vision fusion for small

obstacle branch vision for big

obstacle branch

Tiny Yolov3 (Image) [17] One branch for vision Vision for both obstacle branches

Tiny Yolov3 (Late fusion) Vision pipeline: Tiny Yolov3 (Image) Vision pipeline: Tiny Yolov3 (Image)

Radar pipeline: Rule-based classifier Radar pipeline: Rule-based classifier
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4 Experimental Section

Dataset: The different algorithms are validated on the nuscenes dataset with 3200
training and 1000 testing samples. The training data contain scenes from rainy
weather and night-time. Example scenes from the dataset are shown in Fig. 1.

Baseline Algorithms: Multiple baseline algorithms based on the pre-trained tiny
YOLOv3 network [17] are used for comparative analysis. In the first baseline,
referred to as the Tiny Yolov3 (Image), the original multiclass tiny YOLOv3 is
modified as a binary classifier. Consequently, the architecture of the Tiny Yolov3
(Image)’s output branch is modified, and trained from random initialization. On
the other hand, the architecture of the input branch is not modified, and fine-
tuned using the pre-trained weights of the original tiny YOLOv3.

In the second baseline, a late fusion approach, termed as the Tiny Yolov3
(Late Fusion), is adopted using the Tiny Yolov3 (Image). The late fusion app-
roach is a conventional approach in radar-vision fusion, where the outputs of the
separate vision and radar pipeline are fused in the final stage. In the Tiny Yolov3
(Late Fusion), the vision pipeline corresponds to the Tiny Yolov3 (Image). The
radar pipeline is a naive rule-based obstacle classifier which uses the radar‘s
velocity information to identify the spatial location of the obstacles. Since the
radar pipeline does not have a bounding box prediction for the corresponding
radar reflection points, a pre-defined bounding box is generated around radar
points which are classified as obstacles.

Algorithm Parameters: The proposed algorithm and the baseline algorithms
were trained with batch size 8 and epochs 20. The algorithms were implemented
on Nvidia Geforce 1080 Ubuntu 18.04 machine using TensorFlow 2.0. The per-
formance of the networks are reported using the Average Precision (AP) with
IOU (intersection over threshold) of 0.5.

Results. The performance of the different algorithms tabulated in Table 3 show
that the RVNet and its variants are better than the baseline. The computational
time of all the algorithms are shown to be real-time.

Table 3. Comparative analysis of the RVNet (Binary classification) and its variants

Algo. Average precision Comp. Time (ms)

Tiny Yolov3 (Image) [17] 0.40 10

Tiny Yolov3 (Late Fusion) 0.40 14

RVNet (Proposed) 0.56 17

RVNet-SR-BF 0.50 17

RVNet-SR-SF 0.55 17

RVNet-DR-TF 0.44 12

RVNet-DR-BF 0.47 12

RVNet-DR-SF 0.54 12
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(a) Day (Obstacle at dist) (b) Day (Occluded obstacle)

(c) Day Rain (Obstacle at dist with blurry
image)

(d) Night (Obstacle with low illumination at
dist)

(e) Night (Obstacles with low illumination) (f) Night Rain (Blurry images)

(g) Night Rain (Blurry images) (h) Night Rain (Blurry images)

Fig. 7. Detection result for the tiny YOLOv3 network and the RVNet for different
scenarios. The red bounding boxes indicate the detected obstacles. The yellow circles
indicate the objects missed by the TinyY OLOv3(Image). (Color figure online)

Apart from the comparative analysis, we also validate the performance of all
the networks with multiclass classification. As described earlier in Sect. 3.4, the
multiclass classifier is formulated as 4-dim classifier with the following classes,
namely, vehicles, pedestrians, two wheelers, and objects (movable objects and
debris). For this experiment, the final output layer of all the binary classifiers are
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Table 4. Comparative analysis of the multiclass classification

Algo. Multiclass

AP (Cycle) AP (Ped) AP (Vehicle) AP (Obs) Mean AP

Tiny Yolov3 (Image) [17] 0.01 0.22 0.59 0.14 0.24

RVNet (Proposed) 0.02 0.14 0.59 0.26 0.25

RVNet-SR-BF 0.02 0.11 0.56 0.19 0.22

RVNet-SR-SF 0.03 0.19 0.56 0.31 0.27

RVNet-DR-TF 0.01 0.19 0.45 0.35 0.25

RVNet-DR-BF 0.05 0.25 0.51 0.10 0.23

RVNet-DR-SF 0 0.21 0.55 0.21 0.24

modified to a multiclass classifier. The results tabulated in Table 4, show that
the vision-radar fusion does not significantly improve the detection accuracy,
and the performance of all the networks are similar.

Discussion

RVNet: The results tabulated in Table 3 show that the RVNet and its variants
report better detection and classification accuracy than the baseline algorithms.
Thus validating the proposed framework and demonstrating the advantages of
camera-radar fusion. Results of the sensor fusion are presented in (Fig. 7).

Radar-Based Classification: Comparing the performance of the baseline algo-
rithms, the performance of the Tiny Yolov3 (Late Fusion) and Tiny Yolov3
(Image) are similar. This can be attributed to the error measure adopted for
validation, (IOU-based average precision), which is not suitable for the radar
pipeline of the late fusion. More specifically, the radar pipeline does identify
the obstacle location in the image, but fails to delineate the obstacle correctly,
resulting in lower IOU-based average precision.

To further substantiate this result, a fine-tuned tiny YOLOv3 with the sparse
radar image as the input and binary classification was considered (Tiny Yolov3
(Sparse)) and validated. The experimental results showed us that the Tiny
Yolov3 (Sparse) could not estimate the boundary or the bounding box of the
obstacles, reporting a very low average precision.

The camera-radar fusion report good classification accuracy for 2D binary
classification. This performance can be attributed to the following,

– Radar’s ability to identify obstacles on the road even in adverse weather
conditions.

– Camera’s ability to delineate obstacles, to a certain degree, even in adverse
weather conditions.
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Binary and Multiclass Classification: Comparing the performance of the binary
classifier (Table 3) and the multiclass classifier (Table 4), we can observe that
the radar features utilized in this work (depth, lateral velocity and longitudi-
nal velocity) are useful in detecting on-road obstacles in a binary classification
framework. However, the same radar features are not useful in identifying the
type of obstacles in a multiclass classification framework. This is observed in
the last column (Table 4), where the performance of all the networks are similar.
To enhance the accuracy of the camera-radar fusion for multiclass classification,
additional discriminative radar features needs to be utilized.

Table 5. Analysis of the RVNet on the size of the obstacles its variants

Algo. RVNet-SR-SF RVNet-SR-BF RVNet-DR-SF RVNet-DR-BF

Avg Prec. 0.55 0.50 0.54 0.47

Fusion Strategies: Comparing the different fusion strategies across the two radar
input features. The SF fusion strategy is better than the BF fusion strategy,
where the advantages of the camera-radar fusion are more pronounced for smaller
obstacles than bigger obstacles (Table 5).

5 Conclusion

A deep sensor fusion framework termed as the RVNet is proposed for the sen-
sor fusion of the camera and radar for 2D image-based obstacle detection. The
RVNet contains two feature extraction branches and two output branches. The
feature extraction branches are independent and extract radar and camera spe-
cific features. These features are given to the output branches, where sensor
fusion is performed and the obstacles are detected. We validate the proposed
network on the nuscenes dataset and perform comparative analysis with baseline
algorithms. The proposed algorithm reports better detection accuracy even in
challenging environments in real-time. In our future work, we will consider incor-
porating other sensors such as LIDAR and thermal camera to further enhance
the detection accuracy.
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Abstract. In this paper we propose a novel architecture called KDNet
that takes into account both spatial and temporal features for traffic
scene labelling. One advantage of convolutional networks is the ability
to yield hierarchical features that has been proved to bring high-quality
result for scene labelling problem. We demonstrate that including tem-
poral features has even better impact on segmenting the scene. We make
use of convolutional long short-term memory cells in order to allow our
model to take input at many different time steps. The backbone of our
model is the well known fully convolutional network called FCN-8s. The
model is built in an end-to-end manner, thus eliminating post-processing
steps on its output. Our model outperforms FCN-8s at a significant mar-
gin on grey-scale video data.

Keywords: Semantic segmentation · Scene labelling · Per-pixel dense
labelling · Grey-scale video data

1 Introduction

Semantic segmentation plays an important role in the field of computer vision.
In general, image segmentation is the act of dividing an image into parts, called
segments, which are essential for image analysis tasks [7]. Semantic segmentation
describes the process of associating each pixel of an image with a class label,
for example road, sky, or car. The created results are then leveraged in high-
level tasks in order to understand the scene completely. Scene understanding
is considered to be important as a core computer vision problem due to the
fact that the number of applications developed by deducing the information
from imagery is increasing. Some of the applications are driverless cars [3,4,6],
augmented reality wearables, image search engines [8] and in medical image
diagnostics, to name just a few.

In the past, traditional techniques have been used in order to solve such prob-
lems. For example, k-mean [2] and the histogram of oriented gradients (HOG) [1].
Although these methods mentioned are popular, the advent of deep learning has
changed the situation. Deep learning architectures such as CNNs, are being used
c© Springer Nature Switzerland AG 2019
C. Lee et al. (Eds.): PSIVT 2019, LNCS 11854, pp. 365–378, 2019.
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often in order to solve computer vision tasks [5,9,10]. Their performance is better
than traditional techniques with regard to accuracy and efficiency.

The advanced features extracted by CNNs have been proved to be useful for
semantic segmentation problem; they have been utilized in all almost previous
approaches. It is unsurprising to say that temporal features can also be employed
to segment images semantically. The related information between frames can
enhance the performance of the segmentation network if the dataset is sequences
of frames. The networks that consider temporal features, for example, are able to
distinguish two objects - belonging to two different categories, having the same
spatial features but occurring at different time steps.

A simple approach to construct a deep, fully convolutional network for pixel
classification is to stack a number of convolutional layers (same padding applied
to retain dimensions) on top of each other and outputting label results for all
pixels at once. This learning procedure directly maps an input image to its
corresponding segmentation using consecutive filters. The computational cost of
this method is expensive due to the full image resolution preserved throughout
the network.

In order to alleviate this computational burden, a network with encoder and
decoder modules in the network has been suggested. The encoder part down-
samples input spatial features and extracts important features specific for each
class. The decoder part upsamples spatial feature representations to produce
dense pixel-wise labelled outputs.

One of the first models of this type was introduced by Long et al. [11] in late
2014. Their study is the cornerstone of the whole semantic segmentation research
that applies end-to-end deep convolutional networks. Many later state-of-the-art
deep semantic segmentation models are built on the basis of that research.

In this paper, we propose a method, which makes use of temporal features, to
segment our grey-level datasets. At the present, there is no research on seman-
tic segmentation, which try to understand traffic scenes, carried on grey-level
datasets. Therefore, we believe that our work is novel.

2 Related Work

The motivation for researchers to further explore the capacities of the classic
networks [12–14] for semantic segmentation problems is due to their ability to
learn proper hierarchical features for the problem at hand. Deep learning models
solve the pixel-wise labelling problem in an end-to-end manner, thus getting rid
of hand-engineering feature extraction tasks which are considered to be time-
consuming and complicated.

The first research, which forms the basis for other successful end-to-end deep
learning approaches for semantic segmentation, is fully convolutional network
(FCN). The idea behind this work is that the authors transformed the classic
networks, for example AlexNet [12], VGG-16 [13], and GoogLeNet [14], into fully
convolutional networks by having the densely connected layers of those networks
replaced by convolutional layers. After the transformation, the classic networks
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are now able to output spatial feature maps instead of classification scores. Those
spatial feature maps are then upsampled using backward strided convolutions
(also known as deconvolutions) to produce dense pixel-wise labelled results. This
approach achieved impressive results as compared to traditional computer vision
methods. The network can be fed in inputs of arbitrary sizes, and can be trained
in an end-to-end manner. This method also has its own drawbacks that are time
efficiency with high resolution inputs and no instance segmentation capacity.

A per-pixel labelling problem often requires information from different spatial
scales to be integrated. In other words, there is a need for balance between
local and global information. While local information or features ensure the
achievement of pixel-level accuracy, global features help in clearing up local
ambiguities. Vanilla CNNs usually struggle to achieve a balance between local
and global information. This is because of pooling layers, which help the networks
obtain several types of spatial invariance and hold the cost of computation at an
accepted level, and thus eliminating the global features. Several methods have
been proposed in order to help CNNs recognize the global context information,
for example, conditional random fields (CRFs) [15,16], dilated convolutions [17],
multi-scale prediction [18] or using recurrent neural networks (RNNs) [19].

We have now reviewed the related methods that are commonly applied in
semantic scene labelling. None of the above methods incorporate temporal fea-
tures into the networks. Processing a single frame at a time is not feasible due to
computational cost. Moreover, taking the temporal features into account might
help improve the system’s accuracy while reducing the execution time. In the
next section, we discover the input data that we use in this paper.

3 Input Data

3.1 Data Collection

Several tens of thousands of images were acquired by a moving vehicle during
the latter half of December 2018 in Binh Duong, Vietnam. We intend not to
record in adverse weather conditions, in order to reduce the complexity of the
semantic segmentation problem. At the time it was the rainy season in Vietnam,
so we could not avoid getting poor quality images. The environment in which
we collect images is mixed urban and residential.

The camera that we use does not indicate the modernity in the automotive
industry. Frames are recorded using MYNT EYE S, a stereo camera developed
and manufactured by MYNT EYE.1 It is a monochrome stereo camera with a
baseline of 120 mm and shutter speed of 17 ms. The stereo camera is mounted
behind the windshield, and yields low dynamic-range (LDR) 8-bit grey-level
images.

1 www.mynteye.com/products/mynt-eye-stereo-camera.

www.mynteye.com/products/mynt-eye-stereo-camera
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3.2 Data Annotation

501 images are manually selected for pixel-wise annotating. We aim to cover
objects that characterize the street scenes in Vietnam. Our 501 annotated images
comprise layered polygons in much the same way as LabelMe [20]. We annotate
the images coarsely, aiming to cover correctly as many pixels as possible. It takes
us approximately six minutes to label an image completely. The only constraint
that we follow is that one polygon solely contains pixels of a single object class.

We define 8 visual classes, including background. The object class names
and their corresponding colours are shown in Table 1. We combine humans and
motorbikes in our dataset, because the boundary between the human and the
motorbike they sit on is not easily distinguished, and their sizes are tiny in our
dataset.

Table 1. List of the object class names and their corresponding colours used for
labelling.

Class name Colour

Cars
Road
Vegetation
Sky
Sidewalk
Motorbikes + humans
Left kerb
Background

We split our dataset into training and test sets. 450 images go into the
training set and 51 images go into the test set. We do not split the data aimlessly.
The training and test sets are sequences of consecutive images. We further ensure
the occurrence of the seven identified visual classes in both training and test sets.

3.3 Dataset Comparison

We compare our dataset with other datasets in order to reveal the challenges
in our problem. The comparison criteria are (i) the size of dataset, (ii) the data
distribution, and (iii) the resources involved.

For the first criterion, we compare our dataset with CamVid [21], DUS [22],
and Cityscapes [3]. CamVid is 10-min video footage containing 701 annotated
images. DUS is 5000-frame video sequence, of which 500 frames have been per-
pixel labelled. Cityscapes has 5000 fine annotations and 20000 coarse anno-
tations. Furthermore, Cityscapes has higher quality in annotation and greater
diversity, as frames in Cityscapes are recorded from 50 different places. Our
dataset has 501 annotated frames and is recorded in a single city only, which is
similar to CamVid and DUS. We consider our dataset as a small dataset, as can
be seen in Table 2.
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Table 2. The number of annotated pixels. Table reproduced from [3]. Note that the
number of annotated pixels of our dataset has been rounded.

#annotated pixels [109]

Our dataset 0.18

Camvid 0.62

DUS 0.14

Cityscapes (fine) 9.43

Cityscapes (coarse) 26.0

Figures 1 and 2 show the data distribution of our dataset and the Cityscapes
dataset respectively. Our dataset is unbalanced, and the background class has a
substantial number of pixels.

Cityscapes [3] achieves the essential balance among classes. This achievement
is due to the rich diversity of recording locations, substantially large area covered
and scene labelled properly.

In terms of the resources involved, we compare our dataset with others based
on sensors used, and the number of annotators taking part in. Our frames are
collected using a camera that is not yet 1MP and worth about $249. Cityscapes
uses high-standard automotive sensors, 1/3 in CMOS 2 MP sensors and CamVid
uses three thousands’ worth of digital camera. Only our dataset contains grey-
level images. Labelling grey-level images is troublesome as grey-level images
cause some confusion in determining boundaries at locations having similar pixel

Fig. 1. Data distribution of our dataset. Note that these numbers presented here have
been rounded for the ease of visualization.
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Fig. 2. Data distribution of Cityscapes dataset [3].

values. Regrading to the number of annotators, our project has only one per-
son to label images while the other research projects have teams of annotators,
for example, Camvid [21] hires 13 workers to annotate images. Altogether, our
dataset is not as good as the others and harder to handle.

4 Proposed Network

4.1 Long Short-Term Memory

A long short-term memory (LSTM) network is considered to be a special type
of RNN. Due to its stability, this type of network has been used in many previ-
ous works in order to model long-term dependencies [23–25]. The key to LSTM
memory cell is ct to which information can be added or removed. Accessing,
writing and clearing the cell are carefully regulated by structures called gates.
When a new input arrives, the input gate it decides whether to add that infor-
mation to the cell or not. The forget gate ft throws away the past cell status
ct−1 if it is activated. The output gate ot controls the propagation of the latest
cell output ct to the final state ht. It is said that the gradient is kept in the cell,
thus preventing vanishing too quickly [25]. The equations governing LSTM are
as follows:

it = σ(Wxixt + Whiht−1 + Wci � ct−1 + bi) (1)
ft = σ(Wxfxt + Whfht−1 + Wcf � ct−1 + bf ) (2)
ct = ft � ct−1 + it � tanh(Wxcxt + Whcht−1 + bc) (3)
ot = σ(Wxoxt + Whoht−1 + Wco � ct + bo) (4)
ht = ot � tanh(ct) (5)

Symbol � stands for element-wise product and the equations above have
peephole connections added as in [23].

4.2 Convolutional LSTM

Because LSTM receives as an input one-dimensional data, it does not serve spa-
tial data such as images and videos effectively. Thus, in this project we use an
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extension of LSTM proposed by Shi et al. [26]. This extended version convolu-
tionalizes the input and the state of a cell. The equations governing convolutional
LSTM (ConvLSTM) are as follows:

it = σ(Wxi ∗ Xt + Whi ∗ Ht−1 + Wci � Ct−1 + bi) (6)
ft = σ(Wxf ∗ Xt + Whf ∗ Ht−1 + Wcf � Ct−1 + bf ) (7)
Ct = ft � Ct−1 + it � tanh(Wxc ∗ Xt + Whc ∗ Ht−1 + bc) (8)
ot = σ(Wxo ∗ Xt + Who ∗ Ht−1 + Wco � Ct + bo) (9)

Ht = ot � tanh(Ct) (10)

Symbol ∗ denotes convolution operation and � denotes element-wise product
as before. All the inputs Xt, the cell outputs Ct−1 and gates it, ft, ot now become
3D tensors.

4.3 Fully Convolutional Network

Convnets learn patterns that are translation-invariant. Their basic building
blocks are convolutions, pooling functions and activation functions, operating
on local regions of the input and depending entirely on spatial axes. Let us call
xij a vector of data at location (i, j) in one of the layers of a convnet, and yij a
vector of data for the successive layer. yij can be determined by

yij = fks({xsi+δi,sj+δj}0≤δi,δj≤k) (11)

in which k is the filter size, s is the stride, and fks determines operation type
of the layer which can be a matrix product for convolution, average pooling or
max pooling for pooling layer, or element-wise nonlinear operation for activation
function.

The transformation rule that kernel size and stride have to comply in order
for that functional form holds true is by

fks ◦ gk′s′ = (f ◦ g)k′+(k−1)s′,ss′ (12)

While an ordinary deep network creates a nonlinear function mapping input to
output, a network containing only layers of this form creates a nonlinear filter
[11], which is called fully convolutional network. A fully convolutional network
accepts variably-sized inputs, and generates an output scaling in proportion to
the input.

4.4 Spatial-Temporal Inference

Let us define y[L]
ij as data vector at location (i, j) in layer L of FCN-8s, Ωt as

input features at time step t and F
(1..m)[L]
t as a set of features with m different

maps of the input features Ωt in layer L.
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When the input features Ωt with dimensions (h × w × d) are fed to the
FCN-8s network [11], the FCN-8s downsamples the input features to dimensions
(h′ × w′ × d′), where h′ � h and w′ � w. At each layer we receive F

(1..m)[L]
t =

{y[L]
ij }, with 1 ≤ i ≤ h′, 1 ≤ j ≤ w′ and m = d′. Figure 4 shows a features set at

a particular layer in FCN-8s.

Fig. 3. By stacking long short-term memory units, spatial-temporal information is
created. Predictions are made based on that information.

We put ConvLSTMs on top of the last convolutional layer (conv7), the pool4
layer and the pool3 layer, as shown in Fig. 3. This defines a new features set for
each of those layers at time step t as FT

(1..m)[L]
t (L is equal to 3, 4, and 7) which

is determined based on Eq. 10. The general update function is as follows:

FT
(1..m)[L]
t = o

[L]
t � tanh(C[L]

t ) (13)

We use information from current input features and previous inputs features
in order to make dense predictions; this is an one-to-many problem. Figure 5
shows the overall scheme of our method.

5 Experimental Results

5.1 Performance Index

To evaluate the performance of our proposed method quantitatively, two metrics
are used, mean intersection over union (mIoU) and pixel accuracy.

Intersection over Union. The intersection over union metric is often used to
evaluate the percent overlap between the ground truth and the prediction of a
model.
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Fig. 4. A feature set F
(1..m)
t at a particular layer in FCN-8s. The number of different

maps in this case is m = d′.

Fig. 5. The general principle of our method. A number of frames are fed into the
network at the same time. Features learned from previous frames are fused with current
frame that are then used to make predictions.

A true positive (TP) represents a pixel that is properly classified to belong
to a given class (according to the ground truth), whereas a true negative (TN)
describes a pixel that is correctly identified as not belonging to the given class.
There are two types of error, which are type I error also known as a false positive
(FP) which describes a pixel wrongly classified, and type II error also known as
false negative (FN) which describes a missed case.
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Quite simply, the IoU metric can be calculated as follows:

IoU =
TP

TP + FP + FN
(14)

The IoU score is calculated for each class individually. To achieve an overall
result (mIoU) for semantic segmentation prediction, we need to average the IoU
score of all classes.

Pixel Accuracy. Another way to evaluate the performance of a semantic seg-
mentation model is to directly compute the percentage of pixels in the image
that have been properly classified. We can use pixel accuracy to report for each
individual class or for all classes. The pixel accuracy can be determined as fol-
lows:

ACC =
TP + TN

TP + TN + FP + FN
(15)

Sometimes when the class representation in the image is small, the pixel accu-
racy metric provides misleading information about the performance of semantic
segmentation algorithm, because the metric is biased toward reporting the accu-
racy of identifying negative cases.

5.2 Implementation

We conduct all the experiments on HP Z440, a linux-based desktop workstation.
This desktop has been equipped with GeForce GTX 1080 Ti with a memory size
of 11 GB.

We define three scenarios in order to train the model. The first scenario
is training without fine-tuning, in which all layers of VGG-16 are frozen. The
second scenario is training with fine-tuning the last layer of VGG-16, which
means we unfreeze the conv5 and the pool5 layers. In the final scenario, we train
from scratch, all layers of VGG-16 are unfrozen.

The network is trained using the hyperparameters as follows: Adam optimiza-
tion algorithm with momentum of 0.9, minibatch size of three images, learning
rate of 10−4 and weight decay of 5−4.

5.3 Results and Comparisons

We train the network for 200 epochs and evaluate on 20% of the training data.
We then compare the results with FCN-8s.

Training Without Fine-Tuning. Our model outperforms FCN-8s by a sig-
nificant margin in this scenario as shown in the Table 3. Our model does not
overfit too much to the training data. All the validation values of our model are
closer to the training values than those of FCN-8s.
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Table 3. A comparison of our model and FCN-8s performing on our dataset. In this
scenario, all layers of VGG-16 are frozen.

Training pixel
accuracy

Validation
pixel accuracy

Training loss Validation loss mIoU

Our model 92.03% 91.5% 0.2735 0.2842 26.3%

FCN-8s 84.1% 82.92% 0.8328 0.8750 6.9%

Table 4. A comparison of our model and FCN-8s performing on our dataset. In this
scenario, the conv5 and the pool5 layers of VGG-16 are unfrozen.

Training pixel
accuracy

Validation
pixel accuracy

Training loss Validation loss mIoU

Our model 91.69% 91.67% 0.2774 0.2783 25.6%

FCN-8s 83.93% 83.56% 0.8417 0.8525 7%

Training with Fine-Tuning. In this scenario, we unfreeze the conv5 and the
pool5 layers of VGG-16. Our model also surpasses FCN-8s. However, there is no
significant improvement in terms of accuracy, loss and mIoU of the two models
as compared with the first scenario. Table 4 shows the results of the two models.

Fig. 6. Results produced by FCN-8s in the last scenario. Top, left: Input image. Top,
right: Predicted classes. Bottom, left: True classes. Bottom, right: Overlaid image.
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Table 5. A comparison of our model and FCN-8s performing on our dataset. In this
scenario, all layers of VGG-16 are unfrozen.

Training pixel
accuracy

Validation
pixel accuracy

Training loss Validation loss mIoU

Our model 94.96% 94.07% 0.1574 0.1892 38.7%

FCN-8s 84.13% 83.56% 0.6991 0.7237 7%

Table 6. The IoU of each individual class in three defined scenarios of our model.

Background Car Road Tree Sky Motorbike+human Sidewalk Left kerb

First

scenario

90.8% 60% 60.8% 23.5% 65.2% 0% 0% 14.9%

Second

scenario

91.1% 60.8% 59.8% 12.9% 65.8% 0% 0% 17.1%

Last

scenario

93.6% 76.3% 69% 53.1% 65.6% 50.5% 14.7% 41%

Training from Scratch. In this scenario, all layers of VGG-16 are unfrozen.
Our model produces astonishing results in this scenario. Table 5 shows the results
of the two models. Our model achieves over 94% of accuracy in training time
and validation time. The loss values reduce to under 0.2. Moreover, the mIoU
reaches to nearly 40%.

Fig. 7. Results produced by our model in the last scenario.Top, left: Input image. Top,
right: Predicted classes. Bottom, left: True classes. Bottom, right: Overlaid image.
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Overall Discussions. Our model surpasses FCN-8s in three defined scenar-
ios. FCN-8s learns only spatial information and thus it is biased towards the
majority class, given an unbalanced dataset. Our model is able to learn spatial
and temporal information and therefore it still works well even the dataset is
skewed negatively. The prediction results of the two models in the last scenario
are shown in Figs. 6 and 7 respectively.

We realize that training our model from scratch yields better results than
applying transfer learning. As can be seen in Fig. 7 the model is able to rec-
ognize the motorbike+ human class, the left kerb class and the sidewalk class
reasonably. We hypothesize that, as VGG-16 is pretrained on ImageNet, which
contains hundreds of thousands RGB images, the features learned are not com-
pletely useful for our task, which uses grey-level images.

The figures in Table 6 affirms that our model produces the best results when
it is trained from scratch.

6 Conclusions

In this paper, we proposed a new architecture that is able to learn spatial and
temporal information for semantic segmentation. Our proposed model shows
state-of-the-art performances on our own grey-level dataset as compared with
FCN-8s. Our model can be trained end-to-end. There is no need to include post-
processing modules, as can be seen in some other methods. We also revealed
that the learned feature representations from the ImageNet dataset do not help
in yielding a better result for our problem.
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Abstract. Shoeprints reflect some physiological characteristics of human
beings, similar to fingerprints, which are important clues for criminal investi-
gations. Extraction of shoeprints from images taken in crime scenes is a key
preprocessing of the shoeprint image retrieval. It can be seen as a binary
semantic image segmentation problem. Both traditional algorithms and existing
deep learning approaches perform poorly for this problem, since shoeprint
images contain various and strong background textures, are contaminated by
serious noises and incomplete usually. This paper innovatively presents a
framework with generative adversarial net (GAN) for the problem. Multiple
generative networks, loses and adversarial networks are designed and compared
within the framework. We also compared our method with the-state-of-the-art
deep learning approaches on the professional shoeprint dataset with the evalu-
ation criterion called MSS. The MSS of FCN, Deeplab-v3 and our method are
50.3%, 61.5%, and 75% on the dataset.

Keywords: Shoeprint � Semantic segmentation � Generative adversarial nets

1 Introduction

Similar to fingerprint, shoeprint is an important clue to criminal investigations. Shoe-
print photos are from two sources: suspects in custody and crime scenes. Extracting
shoeprints from photos is equivalent to binary semantic image segmentation problem.
The patterns of target regions are very complex in geometry and topology, and are
contaminated by serious noises, as shown in Fig. 1. The area of the target regions is
usually small relative to the background, and the intensity or contrast of them is also
unobvious compared with the colorful background with complex textures. These make
the shoeprint segmentation a challenge for various traditional image segmentation
methods and existing deep semantic segmentation approaches.

Traditional image segmentation methods are often based on the fact that the pixel
intensities of the same region vary little. Then threshold-based methods [1] are pre-
sented to segment the images into foreground and background. These methods have
low computational complexity, but poor results. Another approaches for image seg-
mentation based on clustering methods [2], which are sensitive to hyper parameters. In
addition, the algorithms [3] based on region growth select seed pixels as starting points
and merge neighbor pixels similar with seed pixels repeatedly. The process is greatly
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affected by noise and texture. In general, the result of shoeprint segmentation of these
traditional method is far lower than manual segmentations.

Recently deep learning has made great progress in image semantics segmentation.
Fully convolutional neural network (FCN) [4] made a great breakthrough in this field.
The network takes input images of any size for its fully convolutional structure. FCN
proposes skip-connection that combines low resolution and high-resolution features to
capture multi-scale semantic information. Unfortunately, its results may be too rough to
lose the original fine structures of the object. Unet [7] further improves the skip-
connection, and abstracts the image features step by step. The feature maps of the
smallest resolution are up-sampled while the features of the same resolution in the
coding path are fused to refined the results. Deeplab and its variants [6, 10, 11]
contribute to semantic segmentation via hole convolution and CRF [10, 11]. Hole
convolution expands the receptive fields and keeps the resolution of feature maps not
too small, which is helpful for the restoration of fine details. CRF is used for the post-
processing to make the boundaries of segmentation regions smoother. However, such
post-processing operation is time consuming. Pspnet [5] introduces pyramidal pooling
to improve the features extracted by residual network with different scales of pooling.
To achieve the same objective, Deeplab-v3 [6] introduces a convolutional pyramid
with holes and no longer requires CRF for post-processing. Although they can be
trained on shoeprint dataset to improve traditional methods significantly. The results
are still far inferior than our method.

Fig. 1. Samples of the shoeprint dataset: the photos (top row) and the ground truth
segmentations (bottom row).
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To keep the fine structures in shoeprint photos and generate more faithful results,
we present a binary semantic image segmentation framework based on generative
adversarial networks. The main contributions of this paper are as follows:

(1) GAN is introduced for generating more faithful image segmentation.
(2) An improved U-net is presented to extract fine structures of the shoeprints.
(3) Our result is far precise than the previous end-to-end algorithms, such as FCN,

Pspnet and Deeplab-v3.

2 Shoeprint Segmentation Framework via GAN

The segmentation framework proposed in this paper is based on the generative
adversarial network. The structure of our framework is shown in Fig. 2. It contains a
generative network (G) and an adversarial network (D). We wish that G extracts the
segmentation probability, and D distinguishes whether the generated segmentation are
true or false. The total loss L of our framework is consisting of loss functions of LD and
LG, which will be described in the following sections respectively.

L ¼ LD þ LG ð1Þ

2.1 The Discriminative Network

The segmentation probabilities generated by the generator G is input to the discrimi-
nator D together with the corresponding ground truth data. G learns the probability
distribution, while D gives the distribution difference between the generated samples

Fig. 2. Overview of our framework.
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and the real samples. Since binary segmentation involves only two categories, it is only
necessary to predict the foreground (shoeprint) probability distribution.

The discriminative network is divided into three blocks, as shown in Table 1. We
also use instance normalization [17] after each convolution layer except for the last one.
The LeakyReLU [18] is used as the activation function, except for the last layer which
uses a sigmoid function [19]. There are many variants of GAN. Vanilla GAN [8] and
LSGAN [16] are compared in this paper. The loss function of the vanilla GAN is:

LGAN x; hð Þ ¼ 1
N

XN

i¼1
Eh logD xð Þ½ � þEx log 1� D G xð Þð Þð Þ½ �;

where N represents the batch size of each training, x and h are the parameters of G and
D respectively. G and D are updated alternately. We find the performance can be
further improved when LSGAN is applied and its objective functions are [16]:

VLSGAN hð Þ ¼ 1
2
Ey� pdata xð Þ ðD xjU yð Þð Þ � 1Þ2

h i
þ 1

2
Ez� pz zð Þ D G zð ÞjU yð Þð Þð Þ2

h i

VLSGAN xð Þ ¼ 1
2
Ez� pz zð Þ½ D G zð ÞjU yð Þð Þ � 1Þ2

� i

The training process of GAN or LSGAN may be not very stable, so we introduce
the feature matching loss [13]:

Lfea x; hð Þ ¼ 1
N

XN

i¼1
/l
h Gx xið Þð Þ � /l

h yið Þ2�� ��;

where /l
h yið Þ represents the feature response to input x at the l-th layer of the dis-

criminator. Therefore, the overall loss function of the discriminative network is:

LD ¼ k1LGAN þ k2Lfea ð2Þ

2.2 The Generative Network

Figure 3 shows the structure of generative network G. The standard Unet is improved
as G to predicts the probability of shoeprints. G is divided into encoding and decoding.
When up-sampling the encoded low-resolution feature maps, the skip-connections are

Table 1. Architecture of the discriminative network. “conv” denotes a convolutional layer.

Block1 Block2 Tail
Layer Conv Conv Conv Conv Conv

Kernel number 64 128 256 512 1
Kernel size 4 4 4 4 4
Stride 2 2 2 1 1
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used and the features from the same level of coding path are connected with them. The
connected features are inputted to the next layer, as shown in Fig. 3. Then the reso-
lution of the feature maps gradually increases.

G consists of 7 residual blocks, each of them was a superposition of several residual
layers. As shown in Fig. 4, the structure of each residual block is identical. The first
three layers are bottleneck structure [9], which can reduce the amount of computation.
The convolution in the middle is group convolution [12], which not only reduces
parameters by a large margin, but also is a regulator. The next three layers called
compression extracting block are used to extract the effective features. And for that, we
first global pooling features to prevent spatial information from interfering with feature
channels, and compress information through compressing channel dimension of the
fully connection layer. A sigmoid function is activated by the fully connected layers
which recovers the channel dimension and makes channel coefficient values between 0
and 1.

Cross entropy is often used in semantic segmentation [14], and binary cross entropy
is required for binary segmentation, as shown in formula (3). However, by analysis of
the datasets, we found that the ratio of image foreground to background pixel is about
1:7, and the unbalanced samples may lead to negative samples in network learning, that
is, the pixel label is more likely to predict to be background [15]. To avoid this
phenomenon, we used weighted binary cross entropy, as shown in formula (4). The
weight p is the average of background and foreground ratio of each batch of samples,
which is slightly different from [15], which takes the ratio of foreground and back-
ground prediction probability as p, our method is simpler and more reasonable.

Fig. 3. Diagram of our generative network.
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Lbc~e xð Þ ¼
XN

i¼1
yi log r Gx xið Þð Þð Þþ 1� yið Þ log 1� r Gx xið Þð Þð Þ ð3Þ

Lbce xð Þ ¼
XN

i¼1
p � yi log r Gx xið Þð Þð Þþ 1� yið Þ log 1� r Gx xið Þð Þð Þ ð4Þ

p ¼ 1
N

XN

i¼1

P
1 yi ¼¼ 0ð ÞP
1 yi ¼¼ 1ð Þ

In order to assist to learning of the generative network G, we also apply 1 � 1
convolution to fuse the feature maps of the residual blocks RB5 and RB6 into a
probability map with channel size one, then calculate square loss between them and the
ground truth:

Lside xð Þ ¼ 1
N

XN

i¼1

XRD6

j¼RD5
/ j
x xið Þ � down j yið Þ�� ��2

where down j yið Þ down samples yi to the size of the j-th layer feature maps Therefore,
the overall loss function of the generative network is:

LG ¼ k3Lbce þ k4Lside ð5Þ

Fig. 4. Diagram of the residual blocks proposed.
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3 Experimental Results Datasets and Settings

The datasets we used was shoeprint images taken from the crime scene, and each image
had its corresponding manually binary segmentation annotation, as shown in Fig. 1.
The dataset has the following characteristics: (1) The background of shoeprint image is
complex and changeable. (2) Background pixel information is generally much richer
than shoeprint pixel information, which increases the difficulty of segmentation.
(3) Poor image quality with large noise interference, incomplete, pattern discontinuity
and uneven illumination. (4) Uneven distribution of data.

The shoeprint dataset is divided into training set, test set and cross validation set.
There are 14,229 shoeprint images in the training set, 700 cross validation images, and
78 test images. The shoeprint is cut out from the original images and is interpolated into
the size of 256 * 256.

Parameters are trained as follows: learning rate is 0.002, batch size is 4, and the
number of residual layers in each residual block along the direction of encoding and
decoding path is 3, 8, 36, 3, 36, 8, 3. In formula (1) of the total loss function,
k1 ¼ k3 ¼ 1; k2 ¼ 0:01; k4 ¼ 0:1; during the training process. The model is evaluated
each epoch, the model with the minimal loss is kept as the trained model, and the
maximum epoch is no more than 40.

3.1 The Metric for Shoeprints Segmentation

We design a shoeprint segmentation evaluation metric, namely MSS. It is weighted
sum of Mean Pixel Accuracy, Mean Intersection over Union, Cross correlation and
Regularization term. They are briefly described as follows:

MSS ¼ 0:2MPAþ 0:2MIoUþ 0:2Corrþ 0:4Reg;

where the weights are derived from experimental experience.
Mean Pixel Accuracy (MPA). Calculate the proportion of the number of pixels

which was correctly classified for each class, and then calculate the average of all
classes. There are K + 1 classes and pii denotes the pixels which belong to class i, and
the predicted results are also class i. It is defined as:

MPA ¼ 1
kþ 1

Xk
i¼0

piiPk
j¼0 pij

Mean Intersection over Union (MIoU): Calculate the ratio of the intersection and
union of the ground truth and the predicted segmentation. IoU is calculated on each
class and then averaged. It is defined as:

MIoU ¼ 1
kþ 1

Xk
i¼0

piiPk
j¼0 pij þ

Pk
j¼0 pji � pii
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Cross correlation (Corr). The predicted mask and the corresponding groundtruth
are used to calculate the cross correlation:

NCC p; dð Þ ¼
P

x;yð Þ2Wp
I1 x; yð Þ � �I1 px; py

� �� � � I2 xþ d; yð Þ � �I2 px þ d; py
� �� �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiP
x;yð Þ2Wp

ðI1 x; yð Þ � �I1 px; py
� �Þ2 �P x;yð Þ2Wp

ðI2 xþ d; yð Þ � �I2 px þ d; py
� �Þ2

q :

The value of NCC p; dð Þ is between −1 and 1. Wp is the predicted mask. I1 x; yð Þ
denotes the pixel values of groundtruth located in x; yð Þ. �I1ðpx; pyÞ denotes the mean of
pixel values of groundtruth. I2 xþ d; yð Þ denotes the mean of Wp. Set I2 xþ d; yð Þ as the
pixel value of the groundtruth after the corresponding position in Wp Shifts d in the x
axis. If NCC ¼ 1, the correlation predicted results are significant correlated with
groundtruth. On the contrary, NCC ¼ �1 denotes predicted results are totally unrelated
to groundtruth.

Regularization (Reg). The regularization is briefly described as follow:

Reg ¼ discov

dis is defined as:

dis ¼ odis
tdis

;

where odis and tdis are the normalized average distance between the points on the
contour and the center of the groundtruth and the predicted mask respectively. cov is
defined as:

cov ¼ ocov
tcov

;

where ocov and tcov are the normalized difference of the distance between the points on
the contour and the center of the groundtruth and the center of the predicted mask,
respectively.

3.2 Ablation Study

Generative Network. We have tried to use ResUnet, PspUnet and DenseUnet [20] as
generative network of our framework. As shown in Table 2, the MSS of PspUnet is
0.705, which is a little lower than ResUnet. The MSS of DenseUnet is 0.715, which is
0.01 higher than ResUnet. But its memory consumption is too large. By default, we use
the ResUnet, introduced in Sect. 2, as the generative network.

Table 2. MSS of different generative network structures using the vanilla GAN.

Generator PspUnet ResUnet DenseUnet

MSS 0.705 0.714 0.715
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GANs. As shown in Table 3, the MSS of LSGAN is 0.02 higher than vanilla GAN. By
default, LSGAN is used. By using the model ensemble corresponding to the models
saved at different time points, the final segmentation score can reach 0.750.

Feature Loss and weighted BCE. The effect of Lfea and weighted BCE are also
compared. When cancelling Lfea or using standard BCE loss, the corresponding MSS
are 0.731 and 0.699 respectively, as shown in Table 4. It shows that weighted binary
cross entropy contributes more to the performance.

3.3 Comparisons with Other End-to-End Methods

The classical models of FCN-8 s, Deeplab-v3 and Pspnet were selected for comparison.
The parameters almost followed the original setting. As shown in Fig. 5, the seg-
mentation results of different methods are given. UGnet is the experimental result of
our algorithm, and obviously FCN-8 s has the worst result which loses most of the
structure of the shoeprint. Deeplab-v3 and Pspnet retain a rough outline of the shoe-
print, but the results are too rough. However, the UGnet proposed in this paper can not
only retain the outline of shoeprint, but also extract fine patterns, which is close to the
manual annotation. The scores of the four methods on MSS are shown in Table 5. The
scores of the four methods on MSS.

Table 3. MSS of using GAN and LSGAN.

GAN’s variants GAN LSGAN

MSS 0.714 0.738

Table 4. MSS of canceling Lfea, using standard BCE, or weighted BCE

Variants Canceling Lfea Using standard BCE Using weighted BCE

MSS 0.731 0.699 0.738

Table 5. The scores of the four methods on MSS.

Structure FCN Pspnet Deeplab-v3 Ours

scores 0.503 0.605 0.615 0.738
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4 Conclusions

We present a binary semantic image segmentation framework based on generative
adversarial networks for shoeprints extraction. An improved U-net is presented to keep
the fine structures of the shoeprints. Our method is far precise than the previous end-to-
end algorithms, such as FCN, PspNet and Deeplab-v3.

Acknowledgements. This work is supported by the Natural Science Foundation of China [grant
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Abstract. Turnstile jumping, a common action happening on a daily
basis at high volume pedestrian areas, causes various problems for soci-
ety. This study proposes a novel framework in detecting tunrstile jump-
ing with no GPU necessary. The proposed model is a combination of a
YOLO v2 based human detector, a Kernelized Correlation Filters (KCF)
tracker and a Motion History Image (MHI)-based Convolutional Neural
Network (CNN) classifier. Experimental results show that the developed
model is not only capable of operating in real-time but can also detect
suspicious human actions with an accuracy rate of 91.69%

Keywords: Abnormal human action · Object detection · CNN
classification

1 Introduction

Turnstiles (or baffle gates) are access control systems permitting one individual
to pass in one direction at a time. They not only maintain a smooth flow of
pedestrian traffic but also ensure that the passage of pedestrians is limited to
those who insert a coin, a ticket, a pass or another similar item. From a revenue
viewpoint, baffle gates provide an accurate statistic in terms of the number of
individuals entering a facility or a building. While from a security viewpoint, the
electronic turnstile systems intergrating a card or biometric reader allow security
guards to have a clear view of each passing turnstile user. Therefore, turnstiles
have been widely utilised in various high volume pedestrian areas, such as sports
venues, subways, amusement parks, office building lobbies, airports, ski resorts,
music arenas, factories, casinos, and supermarkets.

A drawback of the turnstiles is that people can jump over it, usually called
“turnstile jumping”. In office buildings, a person jumping the turnstile can travel
to floors without permission and perform unsafe actions, such as theft or van-
dalism. In supermarkets, this action usually pertains to shoplifters who leave the
store without paying for items and cause losses for retailers. In train stations,
this behaviour is a type of fare evasion. According to a report in 2018 by the New
York City Transit Authority [1], the estimated revenue loss to ticket evasion was
$215 million, and the unclollected revenue increased to $110 million compared
c© Springer Nature Switzerland AG 2019
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to 2015. So while turnstile jumping is a simple action, it can lead to a range of
serious problems.

In the past, security staff often based themselves at entrance and exit points
to supervise pedestrian traffic and manually monitor CCTV cameras. This
helped them to readily detect turnstile jumping but from a budgetary perspec-
tive, it increased the cost of labour. Additionally, monitoring multiple surveil-
lance cameras for extended intervals had harmful health effects because many
security guards experienced problems in terms of their eyesight. In recent years,
intelligent video analysis has emerged as a promising approach to replace tradi-
tional and largely outmoded solutions. By combining Artificial Intelligence and
image processing, this method treats turnstile jumping as an abnormal action
and automatically analyses captured video frames to recognise suspicious events.
If an abnormal action is detected, information (face, position, age, address, etc.)
related to the individual who performed the action is extracted and then sent to
a competent organisation to handle it.

With the intelligent surveillance system mentioned above, the unusual human
action recognition algorithm plays an important role. Moreover, this algorithm
must satisfy the requirement of real-time processing. Therefore, the goal of this
study is to develop an algorithm which can detect turnstile jumping in real-
time. The remainder of this paper is constructed as follows. Section 2 delivers a
literature review related to our problem. Section 3 describes the details of the
proposed method. Section 4 presents and discusses experimental results includ-
ing environment setup, datasets, training and testing results and experiments.
Finally, Sect. 5 concludes this study.

2 Literature Review

Jumping the turnstile is regarding as an abnormal human action at entrance/exit
zones. In a study of Dhiman and Vishwakarma [2], researchers pointed out that
state of the art techniques for abnormal human activity were devided into two
groups including a group of deep features based techniques and a group of hand-
crafted features based techniques. The first group is mainly based on feature
learning by using a CNN model whereas the second group is based on under-
standing the characteristics of the abnormal human activity and adopting various
algorithms to extract appropriate features [3].

2.1 Deep Features

In order to detect turnstile jumping, a popular approach utilised by developers
is to first learn the normal patterns from the training videos, then to detect
anomalies as events deviate from normal patterns [4]. Several works related to
this approach are studies of Cong et al. [5], Li et al. [6], Lu et al. [7] and Zhao
et al. [8]. Another approach adopted by Chong and Tay in their paper [4] is
that when an abnormal event occurs, the most recent frames of video will be
significantly different from the older frames. Despite the fact that these methods
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are successful in detecting abnormal events with a high degree of accuracy, they
are not able to operate in real-time without a GPU due to their computational
complexity.

2.2 Handcrafted Features

According to [9], many researchers have adopted a three-stage general framework
consisting of object detection, feature extraction and abnormal action classifica-
tion. In the first stage, regions indicating human movement are located in every
frame. In the next stage, depending on each specific application, the different
features (shape, posture or motion, etc.) of the object are extracted through
various algorithms. In the last stage, the obtained feature information is treated
as an input to the classifier. Then, an activity analysis is performed to compare
the classifier’s output with a threshold value to decide whether the action is
suspicious.

As mentioned above, detecting the object is an initial and important phase
of abnormal human action recognition. Over the last decade, Haar cascade [10]
and Histogram of Oriented Gradients (HOG) [11] based approaches for human
detection are two of the most popular methods. These methods provide good
performance, robustness and, in some cases, real-time performance [12]. How-
ever, due to the diversity and complexity of human poses and light conditions,
backgrounds, it is challenging to design an efficient manual feature extractor for
human detection. In recent years, many modern approaches have been proposed,
such as R-CNN [13], Fast R-CNN [14], Mask R-CNN [15], SSD [16], YOLO [17].
These modern detectors not only provide more accurate results but are capable
of detecting various human postures. Nevertheless, their performance heavily
depends on GPU acceleration. Therefore, these models may not be suitable for
computationally limited platforms.

The next phase of suspicious human activity detection is to choose right
features and extract the promising information from these features for classify-
ing abnormal and normal actions. In the literature, shape, colour, posture and
motion are the most common features used for abnormal human action recogni-
tion. Additionally, applications of abnormal human action recognition are mainly
focuses on six different sectors including abandoned/removed object detection,
theft detection, health monitoring, accidents/illegal parking detection on the
road, violence activity detection, fire and smoke detection [9]. Surprisingly, none
of the research related to the Motion History Image (MHI) [18] feature has been
proposed to detect turnstile jumping at the entrance/exit zones.

In the last phase, a trained classifier performs a prediction to identify the type
of action. Generally, popular machine learning algorithms used for developing the
classifier contain k-Nearest Neighbor (k-NN), Support Vector Machine (SVM),
Fuzzy and Neural Network (NN) [9]. Besides, many researchers have improved
these approaches to enhance performance in several specific applications, such as
applying the Fuzzy Self-Organising Neural Network to detect abnormal events
in an open space [19], combining PCA and SVM to recognise criminal activities



Turnstile Jumping Detection in Real-Time Video Surveillance 393

at ATM installations [20] or designing a Four-Layered MLP network with back
propagation learning schema in fall detection [21].

3 Proposed Method

Based on the literature review, this paper aims to develop a novel algorithm
which is capable of detecting turnstile jumping in real-time without GPU sup-
port. Theoretically, this method is a combination of a modern human detector,
a tracker and a CNN classifier. Regions indicating human actions are detected
by a frame-based human detector and a tracking algorithm. A position checker
takes responsibility for determining whether the detected object has crossed the
barrier. If there is an individual passing the turnstile, the CNN classifier is acti-
vated to classify human action. This classifier utilises the MHI region of the
object as its input. The general framework of the proposed method is presented
in Fig. 1.

Fig. 1. The general framework of the proposed method.
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3.1 Object Detection and Tracking

Real-Time Human Detector. In this study, the real-time human detector
is based on the YOLOv2 [22] network. Several layers of the orginal YOLO v2
network are removed, then some other layers ard added to it. The number of
filters in convolution layers of the first 17 layers is reduced twice compared to the
original version. Batch nomalisation is also deleted to speed up the computation
of the proposed model [23]. This modification allows the new obtained network
to only detect human objects in real-time with no GPU necessary. The network
structure of the proposed human detector is shown in Table 1.

Table 1. Proposed network structure

Layer Filters Size Input Output

0 conv 16 3 × 3/1 416 × 416 × 3 416 × 416 × 16

1 max 2 × 2/2 416 × 416 × 16 208 × 208 × 16

2 conv 32 3 × 3/1 208 × 208 × 16 208 × 208 × 32

3 max 2 × 2/2 208 × 208 × 32 104 × 104 × 32

4 conv 64 3 × 3/1 104 × 104 × 32 104 × 104 × 64

5 conv 32 1 × 1/1 104 × 104 × 64 104 × 104 × 32

6 conv 64 3 × 3/1 104 × 104 × 32 104 × 104 × 64

7 max 2 × 2/2 104 × 104 × 64 52 × 52 × 64

8 conv 128 3 × 3/1 52 × 52 × 64 52 × 52 × 128

9 conv 64 1 × 1/1 52 × 52 × 128 52 × 52 × 64

10 conv 128 3 × 3/1 52 × 52 × 64 52 × 52 × 128

11 max 2 × 2/2 52 × 52 × 128 26 × 26 × 128

12 conv 256 3 × 3/1 26 × 26 × 128 26 × 26 × 256

13 conv 128 1 × 1/1 26 × 26 × 256 26 × 26 × 128

14 conv 256 3 × 3/1 26 × 26 × 128 26 × 26 × 256

15 conv 128 1 × 1/1 26 × 26 × 256 26 × 26 × 128

16 conv 256 3 × 3/1 26 × 26 × 128 26 × 26 × 256

17 max 2 × 2/2 26 × 26 × 256 13 × 13 × 256

18 conv 256 3 × 3/1 13 × 13 × 256 13 × 13 × 256

19 conv 256 3 × 3/1 13 × 13 × 256 13 × 13 × 256

20 route 11

21 conv 64 1 × 1/1 26 × 26/128 26 × 26/64

22 reorg

23 route 22 19

24 conv 256 3 × 3/1 13 × 13 × 512 13 × 13 × 256

25 conv 30 1 × 1/1 13 × 13 × 256 13 × 13 × 30

26 detection
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In order to obtain an optimal human detector, the training process of the
proposed model is implemented and based on the open-source neural network
framework named Darknet [24]. The size of 416 × 416 pixels is chosen as the
model’s input, and the anchors’ parameters are kept as they are in the orginal
version. During the training, randomised input images are resized; therefore, the
final model can effectively detect images with various sizes. The size of each batch
case is 64 with 4 images in the sub-batch for the proposed model. The learning
rate, momentum and decay values are set to 0.001, 0.9 and 0.0005, respectively.
The number of iterations is 500200 in total.

KCF Tracker. In order to increase the capability of object detection, the pro-
posed human detector and Kernelized Correlation Filters - KCF tracker [25] are
used in combination. Due to the random appearance and disappearance of indi-
viduals in frames, three primary cases including “create a new track” , “update
an existing track” and “remove a track” are defined in the data association
problem. A new track is created and added into the tracking list when a new
human object is detected. Then, a counter starts counting the number of frames
that the track has been updated without detection. Consequently, if the detector
does not detect the existing object in some frames, it can still be tracked by the
tracker.

Fig. 2. Procedure for multiple detections and tracks

Two criteria are utilised to decide when a tracker is removed. The first criteria
(Criteria 1) compares θt to a threshold ∂. In the Criteria 1, θt denotes an interval
during which the tracker’s output has not changed. The second criteria (Criteria
2) checks whether the detector detects an object whose location is matched
with the tracker’s calculation. If the interval θt is larger than the threshold ∂ in
the Criteria 1 and no object satisfies the Criteria 2, the tracker is deleted. The
procedure for solving multiple detection and tracks is displayed in Fig. 2.
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3.2 Position Checking

After locating the human object, a position checker takes responsibility for esti-
mating the position of the object’s centroid against a pre-defined line. In order
to do this, a theory of signed distance from a point to a line is adopted and given
by an equation as follows:

d(M,�) =
−−→
AM × −−→

AB

||−−→AB||
(1)

Where, point M denotes the centroid of the human object, A and B are two
points on the pre-defined line �. The line � is created at the turnstile top. An
example of the pre-defined line is described in Fig. 3. After the signed distance
is calculated, it is normalised by Eq. (2):

d∗(M,�) =

⎧
⎨

⎩

1 if d(M,�) > 0
−1 if d(M,�) < 0
0 otherwise

(2)

Fig. 3. An example of the pre-defined line at the turnstile area

From the Eq. (2), when d∗
t + d∗

t−1 = 0, this means that the human object
crossed the barrier and an abnormal action classifier is activated to classify the
human action at time t.
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3.3 MHI-based Temporal Feature

In order to detect turnstile jumping, the MHI-based temporal feature is adopted
as the input for the classifier. In a motion history image, the temporal motion
information of the actor is stored in a single image where pixel intensity is a
function of the motion history at that point and the pixel with the brighter
value corresponds to a more recent motion. According to [26], MHI denoted as
h(x, y, t) is obtained by Eqs. (3–4):

d(x, y, t) =
{

255 if f(x, y, t) − f(x, y, t − 1) > ξthr
0 otherwise

(3)

h(x, y, t) =
{

τ if (x, y, t) = 255
max(0, h(x, y, t − 1) − 1) otherwise

(4)

Where, f(x, y, t), f(x, y, t−1), d(x, y, t) are the current frame, the previous frame
and a binary image of differences between two frames, respectively. τ is defined
as the maximum duration that an action may take. τ and ξthr are experimentally
chosen in this work.

3.4 CNN Abnormal Action Classification

The proposed CNN structure contains five sets of convolutional, average pooling
and activation layers, followed by a flattening convolutional layer, then a fully-
connected layer with 512 units and finally a softmax layer. All average pooling
layers have the same filter size 2 × 2 and the same stride of 2. The activation
function in all activation layers is Rectified Linear Unit (ReLU). Five convolu-
tional layers (CLs) are designed as follows: CL–1 with 16 feature maps having
size 3 × 3 and a stride of 1, CL–2 with 32 feature maps having size 3 × 3 and
a stride of 1, CL–3 with 64 feature maps having size 3 × 3 and a stride of 1,
CL–4 with 128 feature maps having size 3 × 3 and a stride of 1, CL–5 with 256
feature maps having size 3 × 3 and a stride of 1. The input size of the model is
set to 40 × 40. The proposed structure of the classifier is shown in Table 2.

In order to obtain the optimal model, several parameters are configured
before training the classifier. Adam is the main optimisation algorithm used
in this work. Values of batch size, learning rate and epoch are 16, 0.001 and
40, respectively. Initial weights in each layer are randomly chosen by using a
zero-mean Gaussian distribution with a standard deviation of 0.05.

4 Experiments

4.1 Experimental Environment

All experiments were performed on an Intel @ Xeon (R) CPU E5-2620 v4 @ 2.10
GHz × 16 with 64 GB RAM running 64 bit Ubuntu 16.04 operating system. A
Quadro P4000 GPU was utilised to support the training of the proposed human
detection model and the abnormal action classification model. To estimate the



398 H. H. Nguyen and T. N. Ta

Table 2. Proposed CNN classifier

Layer Parameters

Convolutional 1 3 × 3 × 16 & stride = 1

Pooling 2 × 2 & stride = 2

Activation ReLU

Convolutional 2 3 × 3 × 32 & stride = 1

Pooling 2 × 2 & stride = 2

Activation ReLU

Convolutional 3 3 × 3 × 64 & stride = 1

Pooling 2 × 2 & stride = 2

Activation ReLU

Convolutional 4 3 × 3 × 128 & stride = 1

Pooling 2 × 2 & stride = 2

Activation ReLU

Convolutional 5 3 × 3 × 256 & stride = 1

Pooling 2 × 2 & stride = 2

Activation ReLU

Flattening

Fully connected 512

Softmax

accuracy and efficiency of the trained models without GPU usage, these models
were tested in Pycharm 2018 with Tensorflow package and OpenCV - DNN mod-
ule. An experiment was implemented to verify the performance of the proposed
abnormal human action detection algorithm in a real-life environment.

With the purpose of focusing on human detection, 66809 images indicating
human objects were extracted from the Coco 2017 dataset [27] to create a new
dataset named the Human Coco 2017 dataset. In this study, this dataset was
adopted to train the proposed human detector with 64116 images for training
and 2693 images for testing.

Since there was no MHI dataset related to the turnstile jumping, we cre-
ated a new dataset to train the proposed CNN classifier. Cameras with a res-
olution of 1280 × 720 were mounted on three different positions around the
turnstile area to capture MHI images of human motion. These cameras cap-
ture the abnormal and normal actions of 19 individuals at the barrier. A back-
ground subtraction technique was adopted to extract MHI regions describing
human movement. Then, several data augmentation techniques (horizontal flip
and crop) were implemented to make the dataset more complex. This dataset
includes two classes: an abnormal class with 4612 images and a normal class
with 4510 images. An 80/20 split was used to divide the dataset into training
and testing sets. The abnormal class is related to the “jumping the turnstile”



Turnstile Jumping Detection in Real-Time Video Surveillance 399

action while the normal class pertains to the “walking through the turnstile”
action. Several images of this dataset are shown in Fig. 4.

4.2 Results and Discussion

In the first experiment, the proposed human detection model was trained with
three different input sizes: 224 × 224, 416 × 416 and 608 × 608. Additionally, the
original YOLO v2 based single object detection model was also trained on the
Human Coco 2017 dataset. The average precision - AP [17] and the processing
time per frame based measurement were utilised to evaluate the performance of
the trained detectors. The goal of this experiment was to find a model so that
it can run in real-time and its AP is slightly smaller than that of the original
version. Results of the first experiment are shown in Table 3.

Table 3. Results on Human COCO 2017 dataset

Model AP Processing time

YOLO v2 (1 class) – 416 × 416 58.54% 141 ms

Proposed model – 608 × 608 59.23% 61 ms

Proposed model – 416 × 416 54.3 % 30 ms

Proposed model – 224 × 224 39.1 % 17 ms

From this table, the 608 × 608 proposed model achieves the highest AP value
however its processing time is not suitable for a real-time application. Compared
to the original YOLO v2 single object detector, the 416 × 416 proposed detector
is less than about 4%, but it only takes 30 ms to process a frame. Despite the
224 × 224 detector operating faster than the 416 × 416 detector, its AP is lower.
Therefore, the modified YOLO v2 based detector with an input size of 416 ×
416 is suitable for the proposed framework.

The next experiment estimated the performance of the proposed classification
model on the testing dataset. In this classification problem, the three metrics
used for evaluation are True Positive Rate – TPR, False Positive Rate – FPR,
and Accuracy [28]. During the training, different parameters were experimentally
adjusted to find the optimal trained model. The goal of the second experiment
is to find a classifier so that its TPR is larger than 90%, and FPR is lower than
10%. Table 4 reports the performance of the obtained optimal model on the
testing dataset. It can be seen from Table 4 that the proposed model achieves
the initial target.

The final experiment was implemented to verify the efficiency of the proposed
turnstile jumping detection model in a real-life video with 25 FPS. The testing
video was resized to 640 × 320. In this video, an individual performed two actions
consisting of an abnormal action (jumping the turnstile) and a normal action
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Fig. 4. MHI dataset: (a): Abnormal actions, (b): Normal actions

Table 4. Optimal trained model on the testing dataset

Model True positive rate False positive rate Accuracy

Proposed model 91.75% 8.3% 91.69%

(walking through the turnstile). Two results of the video analysis are recorded.
The first result shown in Table 5 is related to the average processing time of the
proposed model. On the other hand, Fig. 5 reveals the second result.

Table 5. Average processing time of the proposed framework

Module Detector Tracker MHI CNN Classifier Others Total

Propossing time (ms) 29.2 2.5 2.35 2.05 5.5 41.6

Table 5 points out that the total processing time of the proposed approach
is around 41.6 ms. Detailed results in this table also confirm the benefit of the
KCF tracker and the MHI feature due to their low computation. This means
that the proposed abnormal action detection model can be applied in real-time
applications when combining the proposed detector, the KCF tracker and the
MHI based CNN classifier. In Fig. 5, images (a) and (b) demonstrate a “walking
through the turnstile” action. This action is classified as a normal action; there-
fore, no green bounding box covers the person. Images (c) and (d) demonstrate
a “jumping the turnstile” action. This action is classified as an abnormal action,
hence a green bounding box covers the individual.
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Fig. 5. Example frames show the abnormal action detected by our framework. (a),
(b): a person jumped over the turnstile to get in, (c), (d): a person walked through the
turn- stile

5 Conclusion and Future Work

This study presented a novel approach to detect turnstile jumping in video
surveillance. This approach was a combination of a YOLOv2 based human detec-
tor, a KCF tracker and a MHI based CNN classifier. Experimental results verified
that the goal of the proposed method was achieved. From a practical viewpoint,
this method can be applied for video surveillance systems lacking GPU, and
the modified YOLO v2 model in this paper can be utilised for other real-time
human detection applications based on low computational platforms, such as
elder monitoring, perimeter intrusion detection and pedestrian counting. How-
ever, the obtained MHI dataset does not cover the diversity and complexity of the
jumping action and the experimental environments. In future work, we plan to
further improve the MHI dataset and the proposed algorithm to achieve higher
accuracy in various turnstile conditions. Additionally, a comparison between
existing methods and our method will be reported to evaluate the efficiency of
the proposed approach.
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Abstract. Sharing images online poses security threats to a wide range
of users due to the unawareness of privacy information. Deep features
have been demonstrated to be a powerful representation for images.
However, deep features usually suffer from the issues of a large size and
requiring a huge amount of data for fine-tuning. In contrast to normal
images (e.g., scene images), privacy images are often limited because of
sensitive information. In this paper, we propose a novel approach that
can work on limited data and generate deep features of smaller size.
For training images, we first extract the initial deep features from the
pre-trained model and then employ the K-means clustering algorithm
to learn the centroids of these initial deep features. We use the learned
centroids from training features to extract the final features for each test-
ing image and encode our final features with the triangle encoding. To
improve the discriminability of the features, we further perform the fusion
of two proposed unsupervised deep features obtained from different lay-
ers. Experimental results show that the proposed features outperform
state-of-the-art deep features, in terms of both classification accuracy
and testing time.

Keywords: Privacy images · Unsupervised deep features · Image
classification · ResNet-50 · Privacy and security

1 Introduction

Privacy image classification is becoming increasingly important nowadays, owing
to the prevalent presence of social media on the web where people share per-
sonal and private images. The privacy image classification systems allow people
to know if the images they share are private or public. Private images, such as
images involving families, usually involve private information about the users.
By contrast, public images generally involve scenes, objects, animals and so on,
and do not include private information. The purpose of the privacy image clas-
sification is to make people alert while sharing images online. People sometimes
may be unaware of whether they are doing right or wrong when sharing their
images. In such cases, a system that is capable of classifying private and public
images is very useful to users.
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For image classification, feature extraction from images is a fundamental
step. Privacy images are challenging for classification, because they may contain
high within-class dissimilarity. As shown in Fig. 1, we observe in both categories
(private and public) that they have such patterns. Fortunately, there are only
two categories in privacy images so that we do not need to consider such varying
patterns as in other scene image classification which have far more than two
categories [14].

Fig. 1. Images showing the private and public images from PicAlert [26] dataset.

In general, the existing feature extraction methods for privacy images com-
prise of traditional vision-based methods [26], deep learning-based methods [19–
23,27], and semantic approaches [13,15]. While comparing traditional vision-
based features against the deep learning-based features, we notice a signifi-
cant improvement in classification accuracy with the aid of the latter features
learned from the pre-trained deep learning models. By the help of the fine-tuned
deep learning models, it can even achieve a higher classification accuracy which
required a massive amount of data [23]. Nevertheless, in the task of privacy image
classification, there is a very limited amount of data due to privacy issues. Simply
extracting features from intermediate layers of those models makes the size of the
features higher, thereby increasing computational burden during classification.
To sum up, these existing methods on privacy images suffer from two problems:
(1) the curse of dimensionality of features; and (2) requirements of massive data
if we want to obtain a fine-tuned model or new deep learning model. As such,
feature extraction methods favoring a low feature size and limited data are par-
ticularly needed for the task of privacy image classification.

In this paper, we propose a novel approach to extract the features of pri-
vacy images with the assistance of unsupervised feature learning, which not
only works on a limited amount of privacy images but also yields a lower fea-
ture size. Inspired by the work in [20], where the authors claim the efficacy of
the pre-trained models against the fine-tuned models over privacy images, we
also choose a pre-trained model in this work. Specifically, among several pre-
trained models, we choose the ResNet-50 [6] model, which has been found to
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have a lower error rate for the classification of different types of images than the
state-of-the-art deep learning models such as VGG-Net [12] and GoogleNet [17].
Furthermore, the ResNet-50 also has a lower number of layers than its other
versions (ResNet-101 and ResNet-152), thereby having a faster speed. To per-
form unsupervised feature learning, we perform the K-means clustering on the
deep features extracted from the ResNet-50 [6] which has been pre-trained with a
large dataset of labeled images (i.e., ImageNet [4]). Then, we encode the features
using the triangle encoding [3] to achieve our unsupervised deep features. The
K-means clustering can yield centroids of patterns (contexts) for privacy images.
The features of the clustering method are (1) discriminable patterns of privacy
images and (2) a lower feature size due to its dimension reduction capability.
We tested our unsupervised deep features on PicAlert [25] and found that our
features can produce better classification accuracies than deep learning features
extracted by state-of-the-art models.

2 Related Works

Several studies have explored the privacy image classification problem with the
use of different types of features such as SIFT (Scale Invariant Feature Trans-
form) and RGB (Red Green Blue) [26], textual and deep learning based features
[19–23,27], semantic features [15], and so on.

Zerr et al. [25] used various types of visual features such as quantized SIFT,
color histogram, brightness and sharpness and the text features of the image.
They have shown that the features designed by the fusion of textual and visual
features are prominent than the visual features only. Similarly, the authors
in [19,20,22] emphasized the usage of textual features such as deep tags (object
tags and scene tags) and user tags (user annotated tags) based features for the
classification of privacy images and claimed that the features designed based on
tags outperform the state-of-the-art features such as SIFT, GIST (Generalized
Search Tree) and fully connected features (FC-features of VGG-Net). Zhong et
al. [27] chose FC-features of a deep learning model for the group-based person-
alized approach which further proved the applicability of high-level features such
as FC-features for this domain. Similarly, Spyromitros et al. [15] explored the
semantic features based on the output of a large array of classifiers. Their pro-
posed semantic features outperform the generic traditional vision-based features
such as SIFT, EDCH (Edge Direction Coherence) feature, etc.

More recently, Tonge et al. [21] explored textual features based on the pre-
trained deep learning model, which yielded the scene information of the image,
called scene tags. The authors unveiled that the combination of such scene tags
with user tags and object tags outperforms features of individual tags. Likewise,
Tran et al. [23] extracted hierarchical features by the concatenation of object
features and convolutional features. For the experiments, the authors used two
pipelined CNNs (Convolutional Neural Networks). The FC-features obtained
after the fine-tuning operation over two deep learning models were concate-
nated to get the final hierarchical features of the image. Their method requires
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a massive amount of images for training. However, in the recent research by
Tonge et al. [20] the features extracted from the pre-trained model (FC-features
of AlexNet [8]) outperform the hierarchical features extracted from the fine-
tuned deep learning models [23]. Thus, task-generic features which are extracted
from the pre-trained models, became more prominent than task-specific features
which are extracted from fine-tuned deep learning models, for privacy images.
This opens a door to take advantage of the pre-trained models for the feature
extraction of privacy images, given a limited amount of training images.

3 Unsupervised Features Extraction

To extract the unsupervised deep features, we chose the pre-trained ResNet-
50 model. A pre-trained model is favorable owing to the following reasons: (1)
fine-tuned models require massive data to overcome overfitting, and (2) there
is a very limited amount of private images for the study. The overall approach,
shown as a block diagram in Fig. 2, consists of three main steps to extract the
unsupervised deep features, namely: initial deep features extraction (Sec. 3.1),
K-means clustering on deep features (Sec. 3.2), and unsupervised deep features
encoding (Sec. 3.3).

3.1 Initial Deep Features Extraction

We take the features from the top activation layers as the candidate deep features
which can better represent images based on the objects’ details in the images
[14]. The original dimension of the deep features from the activation layers is 7 ∗
7 ∗ 512, which provides 512-D features (each feature map is 7 ∗ 7). To represent a
feature map as a single value, we operate the global average pooling that exploits
the properties of deep features with both high and low values. This results in
a 512-D vector of an image where each component represents its corresponding
feature map. Let H, W , and D denote the height, width , and depth of the
candidate deep features of the top activation layers of the ResNet-50 model.

f(xa) =
1

H ∗ W
∗ {

H∗W∑

i=1

xi
a1,

H∗W∑

i=1

xi
a2,

H∗W∑

i=1

xi
a3, ...

H∗W∑

i=1

xi
aD}, (1)

Fig. 2. Block diagram of the extraction of our proposed unsupervised deep features
(UDF) encoding.
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where f(xa) is the average pooled features of image xa based on the feature
maps {xi

a1, x
i
a2, · · · , xi

aD}H∗W
i=1 . Equation (1) computes the representative values

of the corresponding feature maps.
The pooled features obtained from Eq. (1) are further processed by the two

normalization strategies: power-normalization and L2-normalization. We first
use the signed square root norm of the features for power-normalization and
then perform L2-normalization, due to their higher performance [9,10].

f(x′
a) =

√
f(xa) (2)

Equation (2) calculates the square root based power normalization (f(x′
a)) of

each element of the average pooled feature vector f(xa). Now, the features are
normalized, as shown in the Eq. (3).

f(x′′
a) =

f(x′
a)

‖f(x′
a)‖2

(3)

Similarly, Eq. (3) yields f(x′′
a), which is the L2-normalization of each element

of the feature vector f(x′
a). The feature vectors of images extracted from Eq. (3)

will be used to perform K-means clustering to learn the centroids (Sec. 3.2).
Table 1 lists detailed information about the layers used in this work. The first

five activation layers are 512-D with a feature map size of 7 ∗ 7. For the average
pooling layer (avg pool), the dimension is 2048-D in the ResNet-50 model with
a feature map size of 1 ∗ 1. We perform global averaged pooling of each feature
map to get the aggregated value of the corresponding feature map.

3.2 K-Means Clustering over Deep Features

We perform K-means clustering to learn the centroids of the initial deep features
for the training dataset. Firstly, we set k as an initial centroid number. Let ck

represent the kth cluster center. The k clusters and centroids are optimized
based on the distances of data points to centroids. k is set to 250 (Sec. 4.3)
which empirically produces a higher accuracy than others. While there are more
delicately designed clustering algorithms, K-means is easy and simple to use,
and we found it is effective in our context.

Fig. 3. The steps to extract the initial deep features of the selected activation layers
(e.g., activation 48) from the pre-trained ResNet-50 model.
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Table 1. Deep layers with sizes of feature maps and features from the pre-trained
ResNet-50 model. The names in the bracket represent the activation layer name of the
ResNet-50 model. We call these layers such as 42, 44, 45 and so on as methods because
they output features.

Methods Feat. map Feat. size

ResNet-50(42) 7 ∗ 7 512-D

ResNet-50(44) 7 ∗ 7 512-D

ResNet-50(45) 7 ∗ 7 512-D

ResNet-50(47) 7 ∗ 7 512-D

ResNet-50(48) 7 ∗ 7 512-D

ResNet-50(avg pool) 1 ∗ 1 2048-D

3.3 Unsupervised Deep Features Encoding

After the calculation of the learned centroids {ck}, we calculate the strength
of all the initial deep features using the triangle encoding technique [3] which
has a higher performance than hard assignment coding schemes as described by
Coates et al. [3].

f(x̂a) = max{0, µ − zk}, (4)

where zk = d(f(x′′
a), ck) and µ is the average distance of all f(x′′

a) to all centriods
and f(x̂a) denotes the unsupervised deep features in Eq. (4).

d(f(x′′
a), ck) =

√
(
∑

(f(x′′
a) − ck)2 (5)

We calculate the Euclidean distances between any two points, shown in Eq. (5).
After calculating the average distances from the corresponding initial features,
we need to check if one distance is below or above its corresponding average
distance. This is because the distances to all the centroids reveal the implicit
relationship among centroids for the corresponding initial deep features. To do
so, we set the distance to 0 if the distance is above the average distance. Oth-
erwise we set it as the difference between the average distance and Euclidean
distance of the corresponding point. Through this scheme, we are able to iden-
tify the importance of corresponding initial deep features to all centroids, which
further facilitates the encoding of the features. In this work, the dimension of the
resulting unsupervised deep features are k. Here, k = 250 resulting in a 250-D
vector for each privacy image.

We assume that the initial deep features are represented by f(x′′) in Algo-
rithm 1 for training. To extract the proposed features, we perform several steps.
First of all, we perform K-means clustering over such deep features to obtain ck
cluster centroids and then perform the triangle encoding operation from lines 2
to 13. We repeat the lines from 2 to 13 for the extraction of proposed features of
testing initial deep features, based on the centroids {ck} learned from training
features.
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Algorithm 1. Unsupervised deep features of training images
Input: f(x′′) ←training initial deep features, k ←number of cluster centroids
Output: f(x̂) ←training unsupervised deep features,

ck ←cluster centroids of training features
1: Perform K-means clustering on f(x′′) and extract ck centroids.
2: for i = 0 to n do
3: for j = 0 to k do
4:

∑
=

∑
jd(f(x′′

i ), cj)
5: end for
6: for l = 0 to k do
7: µ ← ∑

/k
8: zl ← d(f(x′′

i ), cl)
9: x̂l ← max{0, µ − zl}

10: end for
11: f(x̂i) ← x̂l

12: end for
13: return f(x̂)

4 Experimental Results

This section is divided into three sub-sections: Sect. 4.1 explains the dataset
used; Sect. 4.2 explains our experimental setup; Sect. 4.3 discusses the analysis
of different values of k in the experiment; and Sect. 4.4 discusses the results and
testing time.

4.1 Dataset

We conduct experiments on the Flickr images sampled from the only available
privacy image dataset, PicAlert [26], which was provided by Spyromitros et
al. [15]. The dataset contains two categories of images: private and public. The
number of private images in the dataset is lower than public images and we follow
the similar configurations as suggested by Tonge et al. [22] for the train/test split
in the experiment. The total number of images is 4700, in which, 3917 (83%)
images are for training and 783 (17%) images are for testing. Similarly, the ratio
of private/public images in each subset (training and testing) is 3 : 1.

4.2 Experimental Setup

The experiments have been performed on a laptop with NVIDIA 1050 GeForce
GTX GPU and 16 GB RAM. We use the keras [2] package implemented in R
[11], which is open source. Also, we test our proposed unsupervised deep features
by utilizing the L2-regularized Logistic Regression (LR) classifier in Liblinear
[5]. We fix bias as 1 and tune C, which is the main parameter to tune in L2-
regularized Logistic Regression (LR) classifier. The grid search technique is used
for C in the range of 1 and 50, to search the optimal value.
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Table 2. Analysis of different k, number of clusters, using classification accuracy (%)
while extracting unsupervised deep features (UDF) using ResNet-50(47) method.

k 100 150 200 250 300 350 400 450 500

Accuracy 84.54 84.92 85.05 85.69 85.18 85.18 85.05 85.18 85.56

4.3 Analysis of k

To select a best k, the number of clusters for our dataset, we perform an analysis
using the features extracted from the ResNet-50(47) method in the experiment.
The tested values for k are in the range of 100 and 500 as seen in Table 2.
While observing in Table 2, we notice that the number of cluster k = 250 yielded
a more prominent classification accuracy (85.69%) than other values. Thus, we
empirically employed 250 as the number of clusters for K-means clustering to
extract the proposed unsupervised deep features (UDF).

4.4 Analysis of Results

We discuss the results of classification accuracy and prediction timings in this
section.

Classification Accuracy. We compare the proposed features with the state-
of-the-art features (deep features extracted from various pre-trained deep learn-
ing models), in terms of classification accuracy. To examine what deep features
are more effective, we evaluate the deep features from six different layers of
ResNet-50 model. In Table 3, we see that our proposed unsupervised deep fea-
tures extracted from each layer outperform the existing features of the corre-
sponding layer. The highest accuracy is from the activation layer 48 (ResNet-
50(48)), which is 85.95%, among all unsupervised deep features. Similarly, the
least accuracy is generated by the ResNet-50(42) which is 84.80%. We notice the
interesting result from the ResNet-50(avg pool) layer whose accuracy (85.56%)
is same for both kinds of features. It is a top layer of the ResNet-50 model, which
carries important information about objects in the images.

In spite of a lower size, the classification accuracies of the proposed features
are consistently increased for each layer [6] except the top layer, compared to
the corresponding original deep features. Furthermore, to improve the classifi-
cation for privacy images, we fuse two unsupervised deep features. We tested
the combination of two different deep features and empirically found that the
combination of ResNet-50(47) and ResNet-50 (avg pool) produces a higher sep-
arability. That is, the resulting features become more discriminable than other
types of combinations. We use the serial feature fusion strategy [24] which pro-
duces 500-D features in total. The comparisons of our fused features with the
state-of-the-art deep features are shown in Table 4. The compared deep fea-
tures are extracted from various pre-trained deep learning models: VGG-Net
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Table 3. Comparisons of the proposed unsupervised deep features (UDF) with the
initial deep features (IDF) with regard to classification accuracy (%).

Methods IDF UDF

ResNet-50(42) 83.90 84.80

ResNet-50(44) 84.03 85.05

ResNet-50(45) 85.05 85.82

ResNet-50(47) 84.16 85.69

ResNet-50(48) 84.41 85.95

ResNet-50(avg pool) 85.56 85.56

Table 4. Comparisons of the proposed features with the state-of-the-art deep fea-
tures, which are extracted from different pre-trained deep learning models, in terms of
classification accuracy (%) and testing time (seconds).

Methods Feat. size Acc. Test. time

VGG-16(FC1) [12] 4096-D 84.67 0.120

VGG-16(FC2) [12] 4096-D 84.80 0.090

VGG-19(FC1) [12] 4096-D 84.67 0.060

VGG-19(FC2)[12] 4096-D 84.54 0.090

Inception-V3(avg pool) [18] 2048-D 74.84 0.050

DenseNet-121(avg pool) [7] 1024-D 79.56 0.025

DenseNet-169(avg pool) [7] 1664-D 78.41 0.030

DenseNet-201(avg pool) [7] 1920-D 79.05 0.020

Xception(avg pool) [1] 2048-D 75.00 0.050

Inception-ResNet-v2(avg pool) [16] 1536-D 74.96 0.020

Ours (Serial Fusion) 500-D 86.33 0.015

[12] (VGG-16 and VGG-19), ResNet-50 [6], DenseNet-121 [7], DenseNet-169 [7],
DenseNet-201 [7], Inception-V3 [18], Xception [1], Inception-ResNet-v2 [16]. We
observe that the lowest accuracy is 74.84% from Inception-ResNet-v2 [16]. VGG-
Net [12] with VGG-16(FC2) features yield an accuracy of 84.80% (which is the
second highest accuracy on the dataset), which clearly benefits from a greater
feature size. Our fused deep features produce an accuracy of 86.33% which is
11.49% higher than the lowest accuracy [16]. The features from other pre-trained
models except VGG-Net [12] and ResNet-50 [6] are not appropriate for the clas-
sification of privacy images because of their lower classification accuracies. We
notice that our proposed features outperform the existing features in terms of
classification accuracy.

Testing Time. We also analyze the efficiency of our proposed deep features,
i.e., the testing time during classification. The testing time of the proposed unsu-
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Table 5. Testing timings (in seconds) of the proposed unsupervised deep features
(UDF) as well as the initial deep features (IDF).

Methods IDF UDF

ResNet-50(42) 0.017 0.011

ResNet-50(44) 0.009 0.004

ResNet-50(45) 0.015 0.003

ResNet-50(47) 0.011 0.003

ResNet-50(48) 0.009 0.003

ResNet-50(avg pool) 0.160 0.003

Table 6. Sizes of the proposed unsupervised deep features (UDF) and the initial deep
features (IDF).

Methods IDF UDF

ResNet-50(42) 512-D 250-D

ResNet-50(44) 512-D 250-D

ResNet-50(45) 512-D 250-D

ResNet-50(47) 512-D 250-D

ResNet-50(48) 512-D 250-D

ResNet-50(avg pool) 2048-D 250-D

pervised features is compared with those of the state-of-the-art deep features
(Table 4). The testing time is measured in seconds. Our fused features achieve
0.015 s and is the fastest among all. We also observe that the testing timings
of the proposed features during classification are shorter compared to the corre-
sponding deep features (Table 5). The minimum testing time reported is 0.003 s
which is the least among all. This attributes to a lower size of the proposed fea-
tures than the original deep features: a larger feature size often leads to a slower
prediction speed. We list the feature sizes of original deep features and the pro-
posed features in Table 6. Since we set 250 as the number of cluster centroids
(k) during K-means clustering, the size of the proposed features is 250. Here,
we notice that our proposed features outperform state-of-the-art deep features
in terms of testing time as well.

5 Conclusion

In this paper, we have introduced the unsupervised deep features based on the
deep features extracted from the ResNet-50 model. We first extract the deep
features from top activation layers of the ResNet-50 model for each image, and
then perform the K-means clustering over training set to learn the centroids.
Finally, we encode the computed features to a feature vector for each image
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based on the learned centroids. The feature vector is taken as an input to our
trained model which gives the prediction. Experiments show that our proposed
features are more accurate in privacy image classification and produce shorter
testing time than state-of-the-art deep features. In the future, we would like
to investigate a more complicated classification of privacy images which involve
more than two categories.
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